Appendix: Command Dictionary

Prototype
We present information about each command in the following prototypical format. 

By default, we present the PC-BSD form of the command. If the same command exists in both systems, it is generally not significantly different. If there are cases where a command exists for PC-BSD, or for Solaris exclusively, it is duly noted in the command name field:

*Note*- Anything in square brackets [ ] can be omitted 

command name—A synopsis of what the command accomplishes when executed as a single command on the UNIX commandline.
Syntax: 
1) The command name, its option(s), the option argument(s) for each option, and the command argument(s), all separated by space characters. 

Anything in square brackets [] can be omitted and not change the way the command works.

2) Any other pertinent forms of the command’s syntax.
Purpose: 

A short description of the major purpose of the command.
Output:   

The default output, either when no options are executed with the command, or when the most important or common form of the command is executed.
Options and Option Arguments:   
A complete list of each option, where options are usually prefixed with a hyphen(-), and may be followed by the option argument(s). The option arguments specify particular behaviors of the options.
Command Arguments:  
A complete list of the targets, or objects upon which the command works. For example, files, a username, etc.
Examples:  
Important or classic uses of the command, with options, option arguments, and command arguments presented if needed.

Commands that Create, Manipulate, and Delete Files and Directories

Command
Description
alias     Allows the creation of nicknames that may represent command names.

ar
Maintain a group of files that are in an archive.

awk
Search for and process string or character patterns in a file.

cat
Displays or joins files.

cd
Changes the present working directory.

chgrp
Change Group ownership of a file.

chmod
Sets file access permissions.

chown
Sets file ownership.

cmp
Displays differences in files.

comm
Compares sorted files.

cp
Duplicates or copies files.

cpio
Copy files into and out of an archive.

cut
Manipulates fields and characters in a file or from the stdout.

dd
Copy files between devices and convert formats.

diff
Displays the differences between two files.

echo
Displays strings, file references, or shell variables on the stdout.

emacs
Runs a graphical editor for text file creation.

file
Determines the type of a file.

find
Find files along a specified path.

fmt
Line-oriented simple text editor.

git       Content tracking system.

grep
Search a file for a pattern of characters.

head
Display the first few lines of a file.

hier     Displas a hierarchic sketch of the file system.

less
Display one screenful of a file at a time.

ln
Create hard or symbolic links to a file.

lp         Solaris command to send jobs to the print queue.

lpr
PC-BSD command to send a job to the printer.

lprm
PC-BSD command to remove jobs from the print queue.

lpq
PC-BSD command to examine the contents of the print queue.

ls
Lists names of files and directories on the stdout.

man
Retrieves the manual, or help page, on a designated command.

mkdir
Creates directories.

more
Displays one screenful of a file at a time.

mv
Moves a file to a new directory, or renames files or directories.

od
Display the octal representation of a file, including control characters.

passwd Allows user to change password.

paste
Merge lines of text in files.

pr
Paginate and print files.

ranlib
Converts archive files to random libraries.

rm
Deletes files or directories.

rmdir
Deletes directories.

rsync  Synchronous copying program for local or network directory and file copying.

sed
Make changes in files according to contents of a script file.

sort
Sort, merge, or sequence check text files.

spell
Report spelling errors in files.

sudo    Allows a user, if permitted, to run a command as superuser or another user.

tail
Display last few lines of a file.

tar
Create a compressed archive of files or directories, or uncompress them.

touch
Change file access and modification times.

tr
Copy stdin to stdout with specified modifications. 

vi        The vi and ex text editor

umask
Get or set the file access mode creation mask. uniq
Report or filter out repeated lines in a file.

wc
Display a count of lines, words, or characters in a file. 

whereis Locate the binary, source, and man pages for a command.

xterm
 Opens an X terminal with specified characteristics and attributes.

zfs         Manipulates Z Filesystem datasets.

zoneadm Administer Solaris zones.

zonecfg   Configure Solaris zones.

zpool  Manipulates datasets associated with vdevs.

Commands That Help You Develop C or Python Programs

Command
Description
cb
Prettify a C language program.

cc
Compile a C language programm.

gcc48   Compile a C or C++ language program with the GNU compiler version48.

indent
Prettify a C language program.

lint
C program verifier.

make
Maintain, update, and regenerate related programs and files.

nm
Prints the name list of an object file.

python Launch the python 2.7 interpreter, or depending on what version you have installed.

strip
Strip symbol table and debugging line numbers from an object file.

test
Shell program conditional execution construct.

Commands That Help You Work on a Local Area Network or on the Internet

Command
Description
ftp
Transfers files between hosts over a local network or the Internet.

mail
Sends and reads e-mail to/from other local users, or on the Internet.

mesg
Enables or disables write, talk, and other message utilities in a terminal.

pine
Text-based full-screen e-mail system.

ping
Establishes that a host is on a network and communicating.

rcp
Copies files between hosts on a local network, or the Internet.

rlogin
Allows remote login on a host on a local network, or the Internet.

rsh
Allows execution of a command on a remote host.

rwho
Shows who is logged on to local or remote hosts.

scp
Secure Shell copy, allows copying within the Secure Shell between hosts.

sftp
Secure Shell ftp, allow file transfers within the Secure Shell.

ssh
Secure Shell, establishes a Secure Shell connection between hosts.

talk
Provides two-way, screen-oriented communications between users.

telnet
Allows communication with another host computer on a network.

write
     Reads lines on the stdin and writes them to another user’s terminal.

UNIX Utilities for the User (PC-BSD only)

Command
Description
chpass      Allows changing password.

chfn         Allows changing finger command display.      

chsh         Allows changing login shell.

jail            Allows creation and configuration of PC-BSD jails.

ypchpass  Allows changing password on a network.

ypchfn     Allows changing finger command display on a network.

ypchsh     Allows changing login shell on a network.

Commands That Show the Status of the System, or Let You Change System Settings

Command    Description
at              Execute commands at a later time.

beadm     Administrate Boot Environments

crontab    Arranges jobs to run at specified times.

df             Reports the number of free disk blocks for a mounted device.

du            Displays disk usage of files and directories.

expr         Takes character strings and evaluates them as expressions.

finger      Displays information about users on the system.

kill          Terminate one or more process ID’s by sending a kill signal.

nice         Allows execution of UNIX commands at a lower 


nohup
   Executes commands after the user has logged off the system.

pfctl       Alows system administration control over  pf packet filtering (PC-BSD only)

pkg         Allows the addition, modification, or deletion of application packages 

ps
   Displays process status of a users currently running processes.

pstree     PC-BSD command to display a process tree.

ptree       Solaris command to display a process tree.

ruptime  Displays the host status of the local host machine.

setfacl    Allows management of traditional ACL settings on files and directories (PC-BSD only)

sleep
  Creates a process that waits a specified amount of time.

stty
  Sets stdin terminal s I/O options.

tee
  Duplicate stdout into a file.

tty
  Display on the stdout the terminal tty of the stdin.

type      Write a command description.

w
  Displays information about currently logged in users.

which
  Displays the pathname for a command.

alias, unalias  - Create or remove a pseudonym Synopsis
Syntax : alias [alias-name[= string...]]
               unalias alias-name...
               unalias -a
C, Bash, Bourne shells syntax-
     alias [name [def]]
     unalias pattern
k shell syntax-
     alias [-ptx] [name[= value]...]
     unalias [-a] [name...]

Purpose:
The alias and unalias utilities create, redefines, or remove a pseudonym or shorthand term for a command or series of commands, with different functionality in the C, Bash, Bourne -shell and Korn shell environments.

In /usr/bin/alias:

The alias utility creates or redefines alias definitions or writes the values of existing alias definitions to standard output. An alias definition provides a string value that replaces a command name when it is encountered.

In /usr/bin/unalias:

The unalias utility removes the definition for each alias name specified. The aliases are removed from the current shell execution environment. The –a option removes all alias definitions from the current execution environment.
alias with no arguments prints the list of aliases in the form name=value on standard output.
Output: New or redfined pseudonyms, deletion of single or all pseudonyms, or a listing of all pseudonyms. The format for displaying aliases (when no operands or only name operands are specified) is:
"%s=%s\n" name, value
The value string is written with appropriate quoting so that it is suitable for re-input to the shell.
Options and Option Arguments:
For k shell-

The following options are supported by alias:
     –p     Causes the output to be in the form of alias commands that can be used as input to the shell to recreate the current aliases. 
     –a     Causes all alias definitions to be removed. name operands are optional and ignored if specified.
Command Arguments:
     alias                            Lists the aliases in the current shell.
     alias-name                 Write the alias definition to standard output.
     alias-name                 The name of an alias to be removed.
     alias-name=string     Assign the value of string to the alias alias-name.

*Note*- If no command arguments are specified, all alias definitions are written to standard output.
Example(s): 

Modifying a Command s Output-

This example specifies that the output of the ls utility is columnated and more annotated:

% alias ls="ls −CF"
Repeating Previous Entries in the Command History File-

This example creates a simple “redo” command to repeat previous entries in the command history file:

% alias r= fc −s 
Specifying a Command s Output Options-

This example provides that the du utility summarize disk output in units of 1024 bytes:

% alias du=du −k
Dealing with an argument that is an alias name-

This example sets up the nohup utility so that it can deal with an argument that is an alias name:

% alias nohup="nohup "
ar—Maintain portable archive or library
Syntax:    ar -d [ -Vv ]  archive file ...
          ar -m [ -abiVv ] [  posname  ]  archive file ...
          ar -p [ -sVv ]  archive  [ file ...]
          ar -q [ -cVv ]  archive file ...
          ar -r [ -abciuVv ] [ posname ]  archive file ...
          ar -t [ -sVv ]  archive  [ file ...]
          ar -x [ -CsTVv ]  archive  [ file ...]
Purpose: Maintain groups of files combined into a single archive file. Its main use is to create and update library files.
Output:   Archived files
Options and Option Arguments:
-a
Position new  file s in  archive  after the file named by the  posname  operand

-b
Position new  file s in  archive  before the file named by the  posname  operand

-c
Suppress the diagnostic message that is written to standard error by default when  archive  is created

-C
Prevent extracted files from replacing like-named files in the file system

-d
Delete one or more  file s from  archive 

-i
Position new  file s in  archive  before the file named by the  posname  operand

-m
Move  file s to the end of the archive

-p
Print the contents of  file s in  archive  to standard output

-q
Quickly append  files to the end of  archive 

-r
Replace or add  files in  archive 

-s
Force the regeneration of the archive symbol table even if ar is not invoked 
            with a option that will  modify the archive contents

-t          Print a table of contents of  archive 

-T
Allow file name truncation of extracted files whose archive names are longer 
            than the file system can support

-u
Update older files

-V
Print its version number on standard error

-v
Give verbose output
Command Arguments:
 archive 
A pathname of the archive file
file 
A pathname. Only the last component will be used when comparing it against the names of files in  the archive. If two or more  file  operands have

the same last pathname component, the results are unspecified.
 posname 
The name of a file in the archive file used for rela- tive positioning
Example:  Replace library.a with object files from the current directory:

$ ar r library.a  ls *.o 

at—Execute script at a specified time
Syntax:   at [-c|-k|-s] [-m] [-f  file ] [-q  queuename ] -t  time 

at [-c|-k|-s] [-m] [-f  file ] [-q  queuename ]  timespec ...

at -l [-q  queuename ] [ at job id ...]

at -r  at job id ...
Purpose: Read commands from standard input and groups them together as an  at-job , to be executed at a later time
Output:    Results of running script.
Options and Option Arguments:
-c
C shell; csh used to execute at-job

-k
Korn shell; ksh used to execute at-job

-s
Bourne shell; sh used to execute at-job

-f  file 
Specify path of a file to be used as the source of at-job

-l
Report all jobs scheduled for the invoking user if no  at job id  operands are specified. 
            If  at job id s are   specified, report only information for these jobs.

-m
Send mail to invoking user after at-job has run, an- nouncing its completion. 
            If -m is not used, the job s standard output and standard error will be provided to user 
            by means of mail, unless they are redirected elsewhere; if there is no such output to provide, 
            user is not notified of the job s completion.

-q  queuename 
Specify in which queue to schedule a job for submission. 

-r  at job id 
Remove the jobs with the specified  at job id  operands previously scheduled by the at utility.

-t  time 
Submit job to be run at the time specified by  time 
Command Arguments:
 at job id 
Name reported by a previous invocation of the at command at the time the job was scheduled
 timespec
Submit job to be run on date and at time specified
 time 
            The  time  can be specified as one, two, or four digits
Example:   

Execute stdin commands at 12:45 on December 15: 

$ at 12:45pm Dec 15

awk—Process patterns in a file
Syntax:    awk [ -f  progfile  ] [ -F c  ] [   prog   ] [  parameters  ] [  filename ...]
                 awk [ -F  ERE  ] [ -v  assignment  program   | -f  progfile  [  argument  ... ]
Purpose: Search for patterns in file(s) and process them Output:   Counter increment or lines of text to standard output 
Options and Option Arguments:
Command Aruments:
Example:    Print first and second fields from all lines that contain the string "seasoning" in the file named food: 

$ awk  /seasoning/ {print $1 $2}  food

beadm -- Utility to manage Boot Environments with ZFS
Syntax:
     beadm activate [-n] <beName>
     beadm create [-r -e nonActiveBe | -e beName@snapshot] <beName>
     beadm create <-r beName@snapshot>
     beadm destroy [-F] [-n] <beName | beName@snapshot>
     beadm list [-a] [-D] [-H] [-s]
     beadm mount <beName> [-n] [mountpoint]
     beadm rename [-n] <origBeName> <newBeName>
     beadm { umount | unmount } [-f] [-n] <beName>

Purpose: The beadm command is used to setup and interact with Boot Environments with ZFS.

Boot Environments allows the system to be upgraded, while preserving the old system environment in a separate ZFS dataset.
Output: Modified boot environments.
Options and Option Arguments:
     The following commands and their arguments are supported by beadm:
     activate <beName>
             Activate the given beName for the next boot.
     create  [-e nonActiveBe | -e beName@snapshot] <beName>
             Creates a new boot environment named beName.  If the -e argument is specified, the 
             new environment will be cloned from the given nonActiveBe | beName@snapshot.  
             If the -r argument is specified, the current BE nickname will be cloned and the old 
             BE nickname will be replaced with the specified nickname.
     create  <beName@snapshot>
             Creates a snapshot of the existing boot environment named beName.
             If the -r argument is specified, the current BE nickname will be cloned and the old BE
             nickname will be replaced with the specified nickname.
     destroy [-F] [-n] <beName | beName@snapshot>
             Destroys the given beName boot environment or beName@snapshot snapshot.  Specifying
             -F will automatically unmount without confirmation.  If -n used, resolve the BE nickname
     list    [-a] [-D] [-H] [-s]
             Displays all boot environments.  The Active field indicates whether the boot environment 
              is active now (N); active on reboot(R); or both (NR).  If -a is used, display all datasets.  If -D
             is used, display the full space usage for each boot environment, assuming all other 
             boot environments were destroyed.  The –H option is used for scripting. It does not
             print headers and separate fields by a single tab instead of arbitrary white space.  If
             -s is used, display all snapshots as well.
     mount   [-n] <beName> [mountpoint]
             Temporarily mount the boot environment.  Mount at the specified mountpoint if provided.  
             If -n is used, resolve the BE nickname
     rename  [-n] <origBeName> <newBeName>
             -n used, rename the nickname property only
     umount  [-f] [-n] <beName>
             Unmount the given boot environment, if it is mounted.  Specifying
             -f will force the unmount if busy.  If -n used, resolve the BE
             nickname
Command Arguments: None
Example:
1. Perform a system upgrade in a jail:
        a.  Create a new boot environment called jail27:
              # beadm create -e default jail27
         b. Set mountpoint for new jail to /usr/jails/jailed:
              # beadm mount jail27 /usr/jails/jail27
         The currently active boot environment is now replicated into the
         Jail27 system and ready for upgrade.  Startup the jail, login and
         perform the normal upgrade process.  Once this is done, stop the jail
         and disable it in /etc/rc.conf.
         c. Now activate the boot environment for the next boot
               # beadm activate jail27
         d. Reboot into the new environment
              # reboot beadm activate jail27
         e. Reboot into the new environment
               # reboot
2. Creating a new BE using an active BE:
     The following command creates a new BE, BE1, by cloning  the
     current BE.
       # beadm create BE1
 3. Creating a new BE using an inactive BE
     The following command creates a new BE, BE2, by cloning  the
     existing inactive BE named BE1.
       # beadm create -e BE1 BE2
 4. Creating a snapshot of an existing BE
     The following command creates a snapshot named  now  of  the
     existing BE named BE1.
       # beadm create BE1@now
5.  Cloning a snapshot to create a new BE
     The following command creates a new BE named BE3, by cloning
     an existing snapshot of BE1.
       # beadm create -e BE1@now BE3
6. Creating a new BE in a specified zpool
     The following command creates a new BE named BE4,  based  on
     the  currently running BE. The command creates the new BE in
     the zpool rpool2.
       # beadm create -p rpool2 BE4
 7. Creating a new BE in a specified zpool with cmpression enabled
     The following command creates a new BE named BE5,  based  on
     the  currently running BE. The command creates the new BE in
     the zpool rpool2 and creates its datasets  with  compression
     turned on.
       # beadm create -p rpool2 -o compression=on BE5
  8. Creating a new BE and providing a description
     The following command creates a new BE named BE6,  based  on
     the currently running BE, and provides a description for it.
       # beadm create -d "BE6 is a test environment" BE6
   9. Activating a BE
     The following command activates  an  existing,  inactive  BE
     named BE3.
       # beadm activate BE3
 10.  Mounting a BE
     The following command mounts the BE named BE3 at /mnt.
       # beadm mount BE3 /mnt
 11. Unmounting a BE
     The following command unmounts the BE named BE3.
       # beadm unmount BE3
 12. Destroying a BE
     The following command destroys the BE named BE3 without asking for confirmation.
       # beadm destroy -F BE3
bg- See jobs.

cal—Display a calendar
Syntax:    cal [ [  month  ]  year  ]
Purpose: Display a calendar on standard output Output:  Display a calendar of month or year Options: None
Command Arguments:    None
Example:   Display a calendar on stdout for December, 2004: cal 12 2004

cat—Concatenate and display files
Syntax:    cat [ -nbsuvet ] [ file ...]
Purpose: Join one or more files sequentially or display them in the console window
Output:   Joined files or files output at the standard output
Options and Option Arguments:
-n
Precede each line output with its line number

-b
Number the lines, as with -n, but omit line numbers from blank lines

-u
Output not buffered (Default is buffered output.)

-s
cat silent about nonexistent files

-v
Print visibly nonprinting characters (with the ex- ception of <Tabs>, newlines and formfeeds)

-e
Print $ character at the end of each line (prior to newline)

-t
Print <Tabs> as ^I s and formfeeds as ^L s. The -e and -t options are
            ignored if the -v option is not specified.
Command Arguments:
     file… 
     Pathname of an input file(s). If no  file is specified, standard input is used.
Examples: 

Display the entire contents of the file source.c at stdout: 

$ cat source.c 

Take lines typed at stdin and create a file named typedin.txt from them: 

$ cat > typedin.txt
cb—C program beautifier
Syntax:   cb [-s] [-j] [-l  leng ] [-V] [ file  . . .]
Purpose:  Read syntactically correct program and indent them according to some com- monly accepted C program structures
Output:   Properly indented code at standard output
Options and Option Arguments:
-s
Write code in the style of Kernighan and Ritchie, found in the C programming language

-j
Put split lines back together

-l  leng 
Split lines that are longer than leng

-V
Print on standard error output the version of cb invoked
Command Arguments:
 file ...
Source file(s) to be properly indented
Example: Splits any lines longer than 80 characters in the file korn.c:

$ cb –l 80 korn.c > korn_2.c
cc— PC–BSD 10.0 C compiler
Syntax:    cc [options]  sourcefile ... [-l  library ...] [outputfile]
Purpose: Compile, assemble, and load  sourcefile  into executable file.
Output:  Executable a.out.
Options and Option Arguments:
-a
Insert code to count the number of times each basic block is executed; 
            invokes a run-time recording mechanism that creates a .d file for every 
           .c file (at normal termination). The .d file accumulates execution data for the 
            corresponding source file.

-B  binding 
Specify whether bindings of libraries for linking are static or dynamic

-c
Suppress linking and produce a .o file for each source file. 
            A single object file can be named explic- itly by using the -o option.

-C
Prevent the C preprocessor, cpp, from removing comments

-dryrun
      Show but do not execute commands constructed by the compilation driver

-D  name [= def ]
Define a symbol  name  to the C preprocessor

-E
Run the source file through the C preprocessor

-fast
Select the optimum combination of compilation options for speed

-help
Display helpful information about cc

-o  outputfile 
Name the output file  outputfile 

-p
Prepare the object code to collect data for profiling

-S
Do not assemble the program but produce an assembly source file

-temp= directory 
Set directory for temporary files to be  directory 

-time
Report execution times for the various compilation passes

-U name 
Remove any initial definition of the symbol name

-v
Verbose; print version number of the compiler

-w
Do not print warnings
Command Arguments:
-l  library 
   Link with object library library. Must follow sourcefile .
 sourcefile… 
  The pathnames of the file(s) cc is to compile, assemble, and/or load.
outputfile…          The name of the output file(s).
Example:  Compile program short.c, link it to library baked, and output executable image as short:

$ cc –o short short.c –lbaked
cd—Change working directory
Syntax:    cd [  directory  ]
Purpose: Change the present working directory to  directory  or return to home directory
Output:  Present working directory set to  directory 
Options and Option Arguments: None
Command Arguments:
 directory 
Directory pathname to which you want to change
Examples:  Descend to the sub-directory newfiles:

$ cd newfiles
Ascend to the parent of the present working directory:

$ cd ..
Make the present working directory /usr/local/bin:

$ cd /usr/local/bin
chgrp—Change file group ownership
Syntax:     chgrp [ -fhR ]  group   file 
Purpose: Change the group associated with a file 
Output: Modified group for specified file 
Options and Option Arguments:
-f
Force; do not report errors

-h
If file is a symbolic link, change group of the symbolic link. -R

Command Arguments:
 group 
A group name from the group database or a nu- meric group ID. Either specifies a group ID to  be given to each file named by one of the  file  operands. If a numeric  group  operand exists in the group database as a group name, the group ID num- ber associated with that group name is used as the group ID.
 file 
Pathname of a file whose group ID is to be modified
Example:   Change the group of the file terms to user2;

$ chgrp user2 terms
chmod—Change mode of a file
Syntax:  chmod [options]  mode   file ... 
               chmod acl_operation file... (Solaris only)
Purpose: Change file access modes of file(s) 
Output:   Modified access modes
Options and Option Arguments:
-f
Force; do not report errors

-R
Recursive; with directories specified in file(s), chmod recursively descends the directory structure and changes specified files access modes.

For Solaris only-
chmod  can  also be used to modify Access Control Lists (ACLs) on files
       and directories.
chmod ACL Operations

An  Access  Control  List  (ACL)  is  a  list of Access Control Entries (ACEs), each of which define access permissions for a particular  class of user. The list of ACEs is numbered, starting from zero. The position of an ACE within an ACL is called an index. This index is  used  as  an argument  in  many  of the chmod commands described below.

Oracle  Solaris  utilities, including chmod, support both the NFSv4 and the newer POSIX-draft ACL specifications.  These  specifications  spell out  the  syntax  and  semantics  of  the acl_specification field shown below. 

An ACL Operation command line has the following format:
         chmod [options] A[index]- file ...
         chmod [options] A-acl_specification file ...
         chmod [options] A[index]{+|=}acl_specification file ...

       ...where acl_specification is a comma-separated list (with no interven-
       ing whitespace) of the form:

       A[index]+acl_specification
           Prepends the access control entries (ACE) specified in acl_specifi-
           cation  to  the  beginning of the file's ACL. Depending on the file
           system, the ACL can be reordered when applied to the file.  If  the
           optional  index  is  specified,  then  new ACEs are inserted before
           specified index.
       A-
           Removes all ACEs for current ACL on file and replaces  current  ACL
           with new ACL that represents only the current mode of the file.
       Aindex-
           Removes ACE specified by index number.
       A-acl_specification
           Removes  ACEs specified by acl_specification, if they exist in cur-
           rent file's ACL.
       A=acl_specification
           Replaces a files entire ACL with acl_specification.
       A[index]=acl_specification
           Replaces ACEs starting at a specific index number  in  the  current
           ACL  on  the file. If multiple ACEs are specified, then each subse-
           quent ACE in acl_specification replaces the  corresponding  ACE  in
           the current ACL.
 NFSv4 ACL Specification (as supported by NFSv4 and ZFS)
       NFSv4  ACLs  provide  richer ACL semantics. They provide both allow and
       deny entries, finer-grained permissions, and enhanced inheritance  control.
NFSv4  ACLs  are specified as colon (:) separated fields of the following:
       owner@:<perms>[:inheritance flags]:<allow|deny>
           Permissions for file owner.
       group@:<perms>[:inheritance flags]:<allow|deny>
           Permissions for file group member.
       everyone@:<perms>[:inheritance flags]:<allow|deny>
           Permissions for everyone, including file owner and group member.
       user:<username>:<perms>[:inheritance flags]:<allow|deny>
           Permissions for a specific user.
       usersid:<sid string>:<perms>[:inheritance flags]:<allow|deny>
           Permissions for a specific user, but user is specified by SID.
       group:<groupname>:<perms>[:inheritance flags]:<allow|deny>
           Permissions for a specific group.
       groupsid:<sid string>:<perms>[:inheritance flags]:<allow|deny>
           Permissions for a specific group, but group is specified by SID.
       sid:<sid string>:<perms>[:inheritance flags]:<allow|deny>
           Permissions for a specific SID, but it doesn't matter if  it  is  a
           user or a group.

Permissions can be specified in three different chmod ACL formats: verbose, compact, or positional. The verbose format uses words to indicate that  the permissions are separated with a forward slash (/) character.

Compact format uses the permission letters and positional  format  uses the permission letters or the hyphen (-) to identify no permissions.

The  permissions  for verbose mode and their abbreviated form in parentheses for compact and positional mode are described as follows:
       read_data (r)
           Permission to read the data of a file.
       list_directory (r)
           Permission to list the contents of a directory.
       write_data (w)
           Permission to modify a file's data. anywhere in the  file's  offset
           range.
       add_file (w)
           Permission to add a new file to a directory.
       append_data (p)
           The ability to modify a file's data, but only starting at EOF.
       add_subdirectory (p)
           Permission to create a subdirectory to a directory.
       read_xattr (R)
           Ability to read the extended attributes of a file.
       write_xattr (W)
           Ability  to  create  extended  attributes  or write to the extended
           attribute directory.
       execute (x)
           Permission to execute a file.
       read_attributes (a)
           The ability to read basic attributes (non-ACLs) of a file.
       write_attributes (A)
           Permission to change the times associated with a file or  directory
           to an arbitrary value.
       delete (d)
           Permission to delete a file.
           For more information about delete permission behavior, see the Man-
           aging ZFS File Systems in Solaris documentation.
       delete_child (D)
           Permission to delete a file within a directory.
           For more information about delete permission behavior, see the Man-
           aging ZFS File Systems in Solaris documentation.
       read_acl (c)
           Permission to read the ACL of a file.
       write_acl (C)
           Permission to write the ACL of a file.
       write_owner (o)
           Permission to change the owner of a file.
       synchronize (s)
           Permission  to access file locally at server with synchronize reads
           and writes.

Using the compact ACL format, permissions are  specified  by  using  14 unique letters to indicate permissions. Using  the  positional  ACL  format, permissions are specified as positional arguments similar to the ls -V format.  The  hyphen  (-),  which indicates  that no permission is granted at that position, can be omitted and only the required letters have to be specified.

The letters above are listed in the order they would  be  specified  in positional notation.

Permissions can be specified with these letters in the following way:
         rwx--D--------
       The hyphens can be removed to compact the string as follows:
         rwxD

Several special permission sets or aliases are also supported. The following permission sets are used the same way that  verbose  permissions are specified:
       full_set
           All permissions.
       modify_set
           All permissions except write_acl and write_owner.
       read_set
           read_data, read_acl, read_attributes, and read_xattr.
       write_set
           write_data, append_data, write_attributes, and write_xattr

The  optional  inheritance flags can be specified in the three formats.

The first format uses words to indicate the various  inheritance  flags separated with a forward slash (/) character.
       file_inherit (f)
           Inherit to all newly created files.
       dir_inherit (d)
           Inherit to all newly created directories.
       inherit_only (i)
           When  placed on a directory, do not apply to the directory, only to
           newly created files and directories. This flag requires that either
           file_inherit and or dir_inherit is also specified.
       no_propagate (n)
           Indicates  that  ACL  entries  should  be inherited to objects in a
           directory, but inheritance should stop after descending one  level.
           This  flag is dependent upon either file_inherit and or dir_inherit
           also being specified.

       The inheritance flags listed can also be specified in the compact  format  or  as  positional arguments similar to the Solaris  ls -V format. A hyphen character indicates that the inheritance flag at that position  is  not specified in the positional ACL format.

The inheritance flags can be specified with these letters in any of the following equivalent ways:
         file_inherit/dir_inherit/no_propagate
         fd-n--
         fdn

       With this inheritance model, examples of an ACL entry can be specified such as:

         user:bob:read_data/write_data/read_attributes:file_inherit:allow

         user:mansoor:read_data:file_inherit/dir_inherit:deny

         user:bob:read_data:allow

Command Arguments:
 mode 
Either a symbolic or absolute designation of class and access permission.
 file... 
One or more files that the access is applied to.
Example:  Add read permission to user,group, and others for the file diagram.jpg:

$ chmod a+r diagram.jpg
Take away write permission for group for the file picture.pdf:

$ chmod g-w picture.pdf
$ chmod A+user:bob:read_data/write_data/read_attributes:file_inherit:allow file1
Solaris ACL specification to add privileges to file1.

chown—Change file ownership
Syntax:   chown [ -fhR ]  owner [: group ]  file ... 
Purpose:  Change owner of a file or files   
Output:     Files with changed ownership  
Options and Option Arguments:
-f
Do not report errors

-h
If file is a symbolic link, change owner of the sym- bolic link. 
            Without this option, owner of the file referenced by the symbolic link is changed.

-R
Recursive; chown descends through the directory, and any subdirectories, 
            setting the ownership ID as it proceeds. 
           When a symbolic link is encountered, the owner of the target file is changed
           (unless the -h option is specified), but no recursion takes place.
Command Arguments:
 owner [: group ]
A user ID and optional group ID to be assigned to

file. The  owner  portion of this operand must be a user name from the user database or a numeric user ID. Either specifies a user ID to be given to each file named by  file . If a numeric  owner  exists in the user database as a user name, the user ID number associated with that user name will be used as the user ID. Similarly, if the  group  portion of this operand is present, it must be a group name from the group database or a numeric group ID. Either specifies a group ID to be given to each file. If a numeric group operand exists in the group database as a group name, the group ID number associated with that group name will be used as the group ID.
 file… 
 Pathname of files whose user ID is to be modified.
Example:    Makes bobk the owner of all files in /usr1.b/bobk and its sub-directories:

$ chown –R bobk /usr1.b/bobk
chpass, chfn, chsh, ypchpass, ypchfn, ypchsh — PC-BSD utility to add or change user data base information.                                                                  
Syntax:
     chpass [-a list] [-p encpass] [-e expiretime] [-s newshell] [user]
     chpass [-oly] [-a list] [-p encpass] [-e expiretime] [-s newshell]
            [-d domain] [-h host] [user]

Purpose:
     The chpass utility allows editing of the user database information associated
     with user or, by default, the current user.
     The chfn, chsh, ypchpass, ypchfn and ypchsh utilities behave identically
     to chpass.  (There is only one program.)
     The information is formatted and supplied to an editor for changes.
     Only the information that the user is allowed to change is displayed.
Output: Edited database information for user.
Options and Option Arguments:
     -a      The super-user is allowed to directly supply a user database
             entry, in the format specified by passwd, as an argument.
             This argument must be a colon (“:”) separated list of all the
             user database fields, although they may be empty.
     -p      The super-user is allowed to directly supply an encrypted pass‐
             word field, in the format used by crypt(3), as an argument.
     -e expiretime
             Change the account expire time.  This option is used to set the
             expire time from a script as if it was done in the interactive
             editor.
     -s newshell
             Attempt to change the user's shell to newshell.
     Possible display items are as follows:

           Login:              user's login name
           Password:        user's encrypted password
           Uid:                 user's login
           Gid:                 user's login group
           Class:              user's general classification
           Change:            password change time
           Expire:             account expiration time
           Full Name:       user's real name
           Office Location:    user's office location (1)
           Office Phone:        user's office phone (1)
           Home Phone:         user's home phone (1)
           Other Information:  any locally defined parameters for user (1)
           Home Directory:     user's home directory
           Shell:              user's login shell

           *NOTE* -   In the actual master.passwd file, these fields
                               are comma-delimited fields embedded in the
                               FullName field.

     The login field is the user name used to access the computer account.
     The password field contains the encrypted form of the user's password.
     The uid field is the number associated with the login field.  
     The gid field is the group that the user will be placed in at login.
     The class field references class descriptions in /etc/login.conf and is
     typically used to initialize the user's system resource limits when they
     login.
     The change field is the date by which the password must be changed.
     The expire field is the date on which the account expires.
     Both the change and expire fields should be entered in the form “month
     day year” where month is the month name (the first three characters are
     sufficient), day is the day of the month, and year is the year.
     Five fields are available for storing the user's full name, office
     location, work and home telephone numbers and finally other information
     which is a single comma delimited string to represent any additional
     gecos fields (typically used for site specific user information).  Note
     that finger will display the office location and office phone together
     under the heading Office:.
     The user's home directory is the full UNIX path name where the user will
     be placed at login.
     The shell field is the command interpreter the user prefers.  If the
     shell field is empty, the Bourne shell, /bin/sh, is assumed.  When alter‐
     ing a login shell, and not the super-user, the user may not change from a
     non-standard shell or to a non-standard shell.  Non-standard is defined
     as a shell not found in /etc/shells.
     Once the information has been verified, chpass uses pwd_mkdb to update
     the user database.
Command Arguments:
 user        The user whose database entries will be changed.
Example:
Change the login shell for user bob to the Bourne shell:

$ chsh bob
In the editor-

#Changing user information for bob.

Shell: /bin/csh

Full Name: Robert Michael Koretsky

Office Location: The White House

Office Phone: 

Home Phone:

Other Information:

Make change /bin/csh to /bin/sh in the ditor.

Password:

Chsh: user information updated for bob

chfn- See chpass

chpass- See chpass

cmp—Compare two files
Syntax:    cmp [ -l ] [ -s ]  file1   file2  [  skip1  ] [  skip2  ]

Purpose: Compare two files and locate where they first differ.
Output:   A zero flag if two files do not differ and a byte offset location of where the first difference is
Options and Option Arguments:
-l
Write the byte number (decimal) and the differing bytes (octal) for each difference

-s
Write nothing for differing files; return exit statuses only
Command Arguments:
 file1 
Pathname of the first file to be compared. If  file1  is -, standard input is used.
 file2 
Pathname of the second file to be compared. If  file2  is -, standard input is used.
 skip1, skip2 
Initial byte offsets into  file1  and  file2 
Example:    Compares two files, first and second, and shows where they differ:

$ cmp first second
first second differ: char 71, line 3

comm—Select or reject lines common to two files
Syntax:   comm [-123]  file1   file2 
Purpose: Show a line-by-line comparison of two sorted files
Output:   The comm command will read  file1  and  file2 , which should be ordered in the current collating sequence, and produce three text columns as output: lines only in  file1 ; lines only in  file2 ; and lines in both files.
Options and Option Arguments:
-1
Suppress output column of lines unique to  file1 

-2
Suppress output column of lines unique to  file2 

-3
Suppress output column of lines duplicated in  file1  and  file2 
Command Arguments:
file1 
Pathname of first file to be compared. If  file1  is -, standard input is used.
file2 
Pathname of second file to be compared. If  file2  is -, standard input is used.
Example:    Compares two lists from file1 and file2, and displays items in both lists:

$ comm file1 file2
cp—Copy files
Syntax:    cp [-fip]  sourcefile   targetfile 
                 cp [-fip]  sourcefile ...  target 
                 cp -r | -R [-fip]  sourcedir ...  target 

Purpose: Copy one or more files in two basic ways: duplicate file(s) or copy to a directory 
Output:    Duplicates of text or binary files in the same or another directory 
Options and Option Arguments:
-f
Unlink; if a file descriptor for a destination file cannot be obtained,
            attempt to unlink the destination file and proceed.

-i
Interactive; cp will prompt for confirmation when- ever the copy would overwrite
            an existing  target . A y answer means that the copy should proceed. Any other
           answer prevents cp from overwriting  target .

-p
Preserve; cp duplicates not only the contents of  source file,
            but it also preserves the owner and group id, permissions modes,
            and modification and access time.

-r
Recursive; cp will copy the directory and all its files, including any subdirectories
            and their files to  target .

-R
Same as -r, except that pipes are replicated, not read from
Command Arguments:
 sourcefile 
Pathname of a regular file to be copied
 sourcedir 
Pathname of a directory to be copied
 targetfile 
Pathname of an existing or nonexisting file, used for the output when a single file is copied
 target 
Pathname of a directory to contain the copied files -, standard input is used.
Examples:    Copy all files that end in .pdf from the directory /usr/local/bin to the present working directory:

$ cp *.pdf /usr/local/bin .
                    Duplicate filea into fileb:

$ cp filea fileb
cpio—Copy file archives in and out
Syntax:    cpio -i [ options ] [  pattern ... ]
                 cpio -o [ options ]
                 cpio -p [ options ]  directory 
Purpose: Copy files into and out of an archive. The -i, -o, and -p options select the action to be performed. The following modes describe each of the actions.
Copy In Mode
cpio -i (copy in) extracts files from standard input, which is assumed to be the product of a previous cpio -o. Only files with names that match  patterns  are selected.
Copy Out Mode
cpio -o (copy out) reads the standard input to obtain a list of pathnames and copies those files onto standard output, together with pathname and status information.
Pass Mode
cpio -p (pass) reads standard input to obtain a list of pathnames of files that are conditionally created and copied into the destination  directory  tree, based on the options.
Output:  Archived files, depending on the mode selected.
Options and Option Arguments:
-i
(copy in) cpio -i; extract files from standard input

-o
(copy out) cpio -o; read standard input to obtain a list of pathnames and copy those
            files to standard output.

-p
(pass) cpio -p; read standard input to obtain a list of pathnames of files.

The following options can be appended in any sequence to the -o, -i, or -p options.

-a
Reset access times of input files after they have been copied. 

-A
Append files to an archive. The -A option requires the -O option. 

-b
Reverse the order of the bytes within each word (use only with the -i option)

-B
Block input/output 5120 bytes to the record

-c
Read or write header information in ASCII character form for portability

-C  bufsize 
Block input/output  bufsize  bytes to the record, where  bufsize  is replaced by a positive  integer

-d
Create directories as needed

-E  file 
Specify an input file ( file ) that contains a list of filenames to be extracted from the archive (one file- name per line)

-f
Copy in all files except those in  patterns 

-H  header 
Read or write header information in  header  format

-I  file 
Read contents of  file  as an input archive

-k
Attempt to skip corrupted file headers and I/O errors that may be encountered

-l
Whenever possible, link files rather than copying them

-L
Follow symbolic links; the default is not to follow symbolic links

-m
Retain previous file modification time

-M  message 
Define a  message  to use when switching media

-O  file 
Direct output of cpio to  file 

-r
Interactively rename files

-R  id 
Reassign ownership and group information for each file to  user ID 

-s
Swap bytes within each half word

-S
Swap half words within each word

-t
Print table of contents of the input; no files created

-u
Copy unconditionally (normally, an older file will not replace a newer file with the same name)

-v
Verbose; print a list of file names

-V
Special verbose; print a dot for each file read or written
Command Arguments:
 directory 
Pathname of an existing directory to be used as the target of cpio -p
 pattern 
Expressions making use of a pattern-matching notation similar to that used by the shell
Example:  Restore files with name "backup" from a diskdrive named hd0 into the present working directory, and recreates sub-directory structure on hd0:

$ cpio –icdv "backup" < /dev/hd0
crontab—User crontab file
Syntax:    crontab [  filename  ]
                 crontab [-elr]  username 
Purpose: Arranges jobs to run a specified times 
Output:   Unredirected stdout and stderr mailed to user 
Options and Option Arguments:
-e
Edit a copy of the current user s crontab file or create an empty file to edit if crontab does not exist

-l
List the crontab file for the invoking user

-r
Remove a user s crontab file from the crontab directory
Command Arguments:
 filename 
Name of a file that contains the crontab commands.

*Note*- You may type commands at stdin and end with <Ctrl-D>

 username 
Used by superuser to change the crontab file for a user
Example:   List the contents of your current crontab file on stdout:

$ crontab –l

cut—Cut out selected fields of each line of a file
Syntax:    cut -b  list  [ -n ] [  file ... ]
                 cut -c  list  [  file ... ]
                 cut -f  list  [ -d  delim  ] [ -s ] [  file ... ]
Purpose: Select characters or tab fields from an input file and send to stdout
Output:   The output characters or fields specified at stdout
Options and Option Arguments:
 list 
A comma-separated or blank character–separated list of integer field numbers
           (in increasing order), with optional - to indicate ranges (e.g., 1,4,7; 1-3,8; ﾧ-5,10 (short for 1-5,10);
           or 3- (short for third through last field))

-b  list 
The  list  following -b specifies byte positions.

-c  list 
The  list  following -c specifies character positions.

-d  delim 
The character following -d is the field delimiter (-f option only).

-f  list 
The  list  following -f is a list of fields assumed to  be separated in the file by a delimiter character 
             (see -d).

-n
Do not split characters. When -b  list  and -n are used together,  list  is adjusted so that no
            multibyte  character is split.

-s
Suppresses lines with no delimiter characters in the case of the -f option
Command Arguments:
file… 
Pathname of input files; if no  file  operands are specified or if a  file  operand is -, 
            the standard in- put will be used.
Example:   List on stdout the fields username and real name from the /etc/passwd file:

$ cut –d: -f1,5 /etc/passwd
date—Write the date and time to stdout
Syntax:    date [-u] [+ format ]
                 date [-a [-] sss.fff ]
                 date [-u] [[ mmdd ] HHMM  |  mmddHHMM [ cc ] yy ][ SS ]
Purpose: Display or set clock time and calendar date
Output:   Date and time on stdout.
Options and Option Arguments:
-a [-] sss.fff 
Slowly adjust time by  sss.fff  seconds ( fff  repre- sents fractions of a second). 
                       This adjustment can be positive or negative. The system s clock will be sped up
                       or slowed down until it has drifted by the num- ber of seconds specified.

-u
Display (or set) the date in Greenwich Mean Time (GMT—universal time),
            bypassing the normal con- version to (or from) local time.
Command Arguments:
 mm 
Month  number
 dd 
Day number in month
 HH 
Hour number (24-hour system)
 MM 
Minute   number
 SS 
Second  number
 cc 
Century minus 1
 yy 
Last two digits of year number
Example:   Show the date:

$ date
Thu Dec 18 21:59:29 GMT 2014

dd—Convert and copy a file  
Syntax:    dd [  operand = value ... ] 
Purpose:   Copy files between devices
Output:  File copied to the specified device in the format specified
Options and Option Arguments: None
Command Arguments:
if= file 
Specify input path; stdin is the default.

of= file 
Specify output path; stdout is the default.

ibs= n 
            Specify input block size in  n  bytes (default is 512).

obs= n    
Specify output block size in  n  bytes (default is 512).

bs= n 
            Set both input and output block sizes to  n  bytes, superseding ibs= and obs=

cbs= n   
Specify conversion block size for block and unblock in bytes by  n  (default is 0).

files= n 
Copy and concatenate  n  input files before termi- nating (for tapes)

skip= n 
Skip  n  input blocks (using specified input block size) before starting to copy

iseek= n 
Seek  n  blocks from beginning of input file before copying

oseek= n 
Seek  n  blocks from beginning of output file before copying

seek= n 
Skip  n  blocks (using specified outputblock size) from beginning of output file before copying

count= n 
Copy only  n  input blocks

conv= value [, value ...]
Where  value s are comma-separated symbols from the following list:
                 ascii
Convert EBCDIC to ASCII
                 ebcdic
Convert ASCII to EBCDIC, if converting fixed-length ASCII records
                 ibm
             Slightly different map of ASCII to EBCDIC
                 block
Treat input as a sequence of newline-terminated or eof- terminated
                                    variable-length records independent of input block boundaries
                 unblock
Convert fixed-length records to variable length
                 lcase
Map uppercase characters specified by the LC_CTYPE keyword to the
                                    corresponding lowercase character
                 ucase
Map lowercase characters specified by the LC_CTYPE keyword
                                    to the corresponding uppercase character
                 swab
Swap every pair of input bytes 
                 noerror
Do not stop processing on an input error
                 notrunc
Do not truncate output file All operands will be processed before any input is read.
Example:    

Convert a file bigletters to all lowercase, and display on stdout

$ dd if=bigletters conv=lcase
df — display free disk space
Syntax:
     df [-b | -g | -H | -h | -k | -m | -P] [-acilnT] [-,] [-t type]
        [file | filesystem ...]

Purpose:
     The df utility displays statistics about the amount of free disk space on
     the specified file system or on the file system of which file is a part.
     By default block counts are displayed with an assumed block size of 512
     bytes.  If neither a file or a file system operand is specified, statistics
     for all mounted file systems are displayed (subject to the -t option
     below).
Output: Statistics on the requested filesystem or resource.
Options and Option Arguments:
     -a      Show all mount points, including those that were mounted with the
             MNT_IGNORE flag.  This is implied for file systems specified on
             the command line.
     -b      Explicitly use 512 byte blocks, overriding any BLOCKSIZE specifi‐
             cation from the environment.  This is the same as the -P option.
             The -k option overrides this option.
     -c      Display a grand total.
     -g      Use 1073741824 byte (1 Gibibyte) blocks rather than the default.
             This overrides any BLOCKSIZE specification from the environment.
     -H      “Human-readable” output.  Use unit suffixes: Byte, Kibibyte,
             Mebibyte, Gibibyte, Tebibyte and Pebibyte (based on powers of
             1024) in order to reduce the number of digits to four or fewer.
     -h      “Human-readable” output.  Use unit suffixes: Byte, Kilobyte,
             Megabyte, Gigabyte, Terabyte and Petabyte (based on powers of
             1000) in order to reduce the number of digits to four or fewer.
     -i      Include statistics on the number of free and used inodes.  In
             conjunction with the -h or -H options, the number of inodes is
             scaled by powers of 1000.
     -k      Use 1024 byte (1 Kibibyte) blocks rather than the default.  This
             overrides the -P option and any BLOCKSIZE specification from the
             environment.
     -l      Only display information about locally-mounted file systems.
     -m      Use 1048576 byte (1 Mebibyte) blocks rather than the default.
             This overrides any BLOCKSIZE specification from the environment.
     -n      Print out the previously obtained statistics from the file systems.
             This option should be used if it is possible that one or
             more file systems are in a state such that they will not be able
             to provide statistics without a long delay.  When this option is
             specified, df will not request new statistics from the file sys‐
             tems, but will respond with the possibly stale statistics that
             were previously obtained.
     -P      Explicitly use 512 byte blocks, overriding any BLOCKSIZE specifi‐
             cation from the environment.  This is the same as the -b option.
             The -k option overrides this option.
     -t      Only print out statistics for file systems of the specified
             types.  More than one type may be specified in a comma separated
             list.  The list of file system types can be prefixed with “no” to
             specify the file system types for which action should not be
             taken.  
     -T      Include file system type.
     -,      (Comma) Print sizes grouped and separated by thousands using the
             non-monetary separator returned by localeconv(3), typically a
             comma or period.  If no locale is set, or the locale does not
             have a non-monetary separator, this option has no effect.
Command Arguments:

file                 File you want to obtain statistics about.
filesystem…  Filesystem(s) you want to obtain statistics about.
Example:    

Display information on all mounted zfs filesystems for a PC-BSD system. 

Following is very similar to the zfs list command, or df -h:

$ df –t zfs
Filesystem                       1K-blocks Used            Avail             Capacity  Mounted on

tank1/ROOT/default        956503959 3839850    952664109     0%         /

tank1/tmp                         952664192      82         952664109     0%         /tmp

tank1/usr/home                952664141      32          952664109     0%        /usr/home

tank1/usr/home/bob         953754305 1090196     952664109     0%        /usr/home/bob

tank1/usr/jails                   952664140      31         952664109     0%        /usr/jails

tank1/usr/obj                    952664140      31          952664109     0%        /usr/obj

tank1/usr/pbi                    952664140      31          952664109     0%        /usr/pbi

tank1/usr/ports                 952664141      32          952664109     0%        /usr/ports

tank1/usr/ports/distfiles    952664140      31          952664109     0%        /usr/ports/distfiles

tank1/usr/src                     952664140      31          952664109     0%        /usr/src

tank1/var/audit                 952664142      33          952664109     0%        /var/audit

tank1/var/log                    952664913     803         952664109     0%        /var/log

tank1/var/tmp                   952680268   16158       952664109     0%       /var/tmp

diff—Display line-by-line differences between pairs of text files
Syntax:   diff [ -bitw ] [ -c | -e | -f | -h | -n ]  file1   file2 
                diff [ -bitw ] [ -C  number  ]  file1   file2 
                diff [ -bitw ] [ -D  string  ]  file1   file2 
                diff [ -bitw ] [ -c | -e | -f | -h | -n ] [ -l ] [ -r ] [ -s ]
                       [ -S  name  ]  directory1   directory2 
Purpose: Display differences on lines of two files
Output:   The diff command compares the contents of  file1  and  file2  and writes to stdout a list of changes necessary to convert file1 to file2 .
Options and Option Arguments:
-b
Ignore trailing blanks (spaces and <Tabs>)and treats other strings of blanks as equivalent

-i
Ignore the case of letters (e.g.,  A  equals  a .

-t
Expands <Tab> characters in output lines

-w
Ignores all blanks

       The following options are mutually exclusive:
-c
Produce a listing of differences with three lines of context

-C  number 
Produce a listing of differences identical to that pro- duced by -c with  number  lines of context.

-e
Produce a script of only a, c, and d commands for the editor ed, which will re-create  file2 from file1 

-f
Produce a similar script, not useful with ed, in the opposite order

-h
Expedient

-n
Produce a script similar to that produced by -e, but in the opposite order and
            with a count of changed lines on each insert or delete command

-D  string 
Create a merged version of  file1  and  file2  with C preprocessor controls included

       The following options are used for comparing directories:
-l
Produce output in long format

-r
Apply diff recursively to common subdirectories encountered

-s
Report files that are identical, which otherwise would not be mentioned.

-S  name 
Start a directory diff in the middle, beginning with the file  name .
Command Arguments:
file1  file2 
Pathname of a file or directory to be compared. If either file1 or file2 is -, 
                        stdin will be used in its place.
directory1  directory2 
Pathname of a directory to be compared.

*Note*-  If only one of  file1  and  file2  is a directory, diff will be applied to the nondirectory

file and the file contained in the directory file with a filename that is the same as the last component of the  nondirectory file.
Example:  

Compare two text files a and b:

$ diff a b
du — display disk usage statistics
Syntax:
     du [-Aclnx] [-H | -L | -P] [-g | -h | -k | -m] [-a | -s | -d depth]
        [-B blocksize] [-I mask] [-t threshold] [file ...]

Purpose:
     The du utility displays the file system block usage for each file argument
     and for each directory in the file hierarchy rooted in each directory
     argument.  If no file is specified, the block usage of the hierarchy
     rooted in the current directory is displayed.
Output: Disk usage statistics of the designated file(s).
Options and Option Arguments:
     -A      Display the apparent size instead of the disk usage.  This can be
             helpful when operating on compressed volumes or sparse files.
     -B blocksize
             Calculate block counts in blocksize byte blocks.  This is differ‐
             ent from the -h, -k, -m and -g options or setting BLOCKSIZE and
             gives an estimate of how much space the examined file hierarchy
             would require on a filesystem with the given blocksize.  Unless
             in -A mode, blocksize is rounded up to the next multiple of 512.
     -H   Symbolic links on the command line are followed, symbolic links
             in file hierarchies are not followed.
     -I mask
             Ignore files and directories matching the specified mask.
     -L    Symbolic links on the command line and in file hierarchies are
             followed.
     -P      No symbolic links are followed.  This is the default.
     -a      Display an entry for each file in a file hierarchy.
     -c      Display a grand total.
     -d depth
             Display an entry for all files and directories depth directories
             deep.
     -g      Display block counts in 1073741824-byte (1 GiB) blocks.
     -h      “Human-readable” output.  Use unit suffixes: Byte, Kilobyte,
             Megabyte, Gigabyte, Terabyte and Petabyte.
    -k      Display block counts in 1024-byte (1 kiB) blocks.
     -l      If a file has multiple hard links, count its size multiple times.
             The default behavior of du is to count files with multiple hard
             links only once.  When the -l option is specified, the hard link
             checks are disabled, and these files are counted (and displayed)
             as many times as they are found.
     -m      Display block counts in 1048576-byte (1 MiB) blocks.
     -n      Ignore files and directories with user “nodump” flag (UF_NODUMP)
             set.
     -r      Generate messages about directories that cannot be read, files
             that cannot be opened, and so on.  This is the default case.
             This option exists solely for conformance with X/Open Portability
             Guide Issue 4 (“XPG4”).
     -s      Display an entry for each specified file.  (Equivalent to -d 0)
     -t threshold
             Display only entries for which size exceeds threshold.  If
             threshold is negative, display only entries for which size is
             less than the absolute value of threshold.
     -x      File system mount points are not traversed.

*Note*- The du utility counts the storage used by symbolic links and not the
     files they reference unless the -H or -L option is specified.  If either
     the -H or -L option is specified, storage used by any symbolic links
     which are followed is not counted (or displayed).  The -H, -L and -P
     options override each other and the command's actions are determined by
     the last one specified.
     The -h, -k and -m options all override each other; the last one specified
     determines the block counts used.
Command Arguments:

file…     The file(s) you want to obtain disk statistics on.
Examples:
     Show disk usage for all files in the current directory.  Output is in
     human-readable form:

$ du -ah
     Summarize disk usage in the current directory:

$ du -hs
     Summarize disk usage for a specific directory:

$ du -hs /home/bob
     Show name and size of all C files in a specific directory.  Also display
     a grand total at the end:

$ du -ch /usr/src/sys/kern/*.c
dump, rdump – PC-BSD file system backup utilities
Syntax:
     dump [-0123456789acLnrRSu]
[-B records] [-b blocksize] [-C cachesize]


  [-D dumpdates] [-d density] [-f file | -P pipecommand] [-h level]


  [-s feet] [-T
date] filesystem
     dump -W | -w

Purpose:
The dump utility examines files on a file system and determines which files need to be backed up.These files are copied to the given disk, tape or other storage medium for archiving or for doing remote backups. 

The file system to be dumped is specified by the argument filesystem as either its  device-special file or its mount point (if that is in a standard entry in /etc/fstab).

*Note*- dump may also be invoked as rdump.

Options and Option Arguments:
     -0-9    Dump levels.  A level 0, full backup, guarantees the entire file


     system is copied (but see also the
-h option below).  A level


     number above 0, incremental backup, tells dump to copy all files,


     new or modified since the last dump of any lower level.  The


     default level is 0.
     -a
     ``auto-size  .  Bypass all
tape length considerations, and


     enforce writing until an end-of-media indication is returned.


     This fits best for
most modern tape drives.  Use of this option


     is
particularly recommended when appending
to an existing tape,


     or
using a
tape drive with
hardware compression (where you
can


     never be sure about the compression ratio).
     -B
records


     The number of kilobytes per output volume, except that if it is


     not an integer multiple of
the output block size, the command


     uses the next smaller such
multiple.  This
option overrides the


     calculation of tape size based on length and density.
     -b
blocksize


     The number of kilobytes per outputblock.
The default block size


     is 10.
     -C
cachesize


     Specify the cache size in megabytes. It is recommended
that you


     always use
this option when dumping a snapshot.  Beware that dump


     forks, and
the actual memory use may be larger than the specified


     cache size.  The recommended cache size is between 8 and 32


     (megabytes).
     -c
     Change the
defaults for use with a
cartridge tape drive, with a


     density of 8000 bpi, and a length of 1700 feet.
     -D
dumpdates


     Specify an
alternate path to the dumpdates file. The default is


     /etc/dumpdates.

     -d
density


     Set tape density to density.  The default is 1600BPI.
     -f
file


     Write the backup to file; file may
be a special device file like


     /dev/sa0 (a tape drive), /dev/fd1 (a floppy disk drive), an ordi-


     nary file, or `-  (the standard output
     -P
pipecommand


     Use popen to execute the sh script string defined by


     pipecommand for the output device of each volume.

     -h
level


     Honor the user ``nodump   flag (UF_NODUMP)
only for dumps at or


     above the given level.  The default honor level is
1, so that


     incremental backups omit such files but full backups retain them.
     -L
     This option is to notify dump that
it is dumping a
 live file sys-


     tem.  To obtain a consistent dump image, dump takes a snapshot of


     the file system inthe .snap directory in the root of the file


     system being dumped and then does a dump of the snapshot. 
      -r
     Be
rsync-friendly.
 Normally dump stores the date of the current


     and prior dump in numerous places throughout the dump.  These


     scattered changes significantly slow down rsync or another incre-


     mental file transfer program when they are used to update a


     remote copy of a level 0 dump, since the date changes for each


     dump.  
     -R
     Be
even more rsync-friendly.  This option disables the storage of


     the actual inode access time (storing it instead as the inode s


     modified time).  This option permits rsync to be even more effi-


     cient when
transferring dumps generated from filesystems with


     numerous files which are not changing other than their access


     times.  The -R option also
sets -r.
     -S
     Display an
estimate of the
backup size and the number of tapes


     required, and exit
without actually performing the dump.
     -s
feet


     Attempt to
calculate the amount of tape needed at a particular


     density.  If this amount is exceeded, dump prompts for a new


     tape.  It is recommended to be a bit conservative on this option.


     The default tape length is
2300 feet.
     -T
date


     Use the specified date as the starting time for the dump instead


     Of the time determined from looking in the dumpdates file.

     -u
     Update the
dumpdates file after a successful dump.
 
     -W
     Tell the operator what file systems need to be dumped.  This


     information is gleaned from the files dumpdates and /etc/fstab.


     The -W option causes dump to print out, for each file system in


     the dumpdates file
the most recent dump date and level, and high-


     lights those file systems that should be dumped.

     -w
     Like -W, but prints only those file systems which need to be


     dumped.

*Note*- The dump utility requires operator
intervention on these conditions: end
     oftape, end of dump, tape
write error, tap e open error or disk read
     error (if there are more than a threshold of 32).

Command Arguments:
       filesystem       The filesystem to be backed up.

Example:
     Dumps the /u file system to DVDs using growisofs. Uses a 16MB cache,
     creates a snapshot
of the dump, and records the dumpdates file.

     /sbin/dump  -0u  -L -C16 -B4589840 -P  growisofs -Z
/dev/cd0=/dev/fd/0  /u

echo—Echo arguments
Syntax:    echo [ string ...]

Purpose: Display a message on stdout
Output:  Strings, file references, and shell variables at stdout
Options and Option Arguments:   None
Command Arguments:
string 
String to be written to stdout. If any operand is -n, it will be treated as a string,
            not an option. The fol- lowing character sequences will be recognized within any of the arguments.
\a
Alert character
\b
Backspace
\c
Print line without newline
\f
Formfeed
\n
Newline
\r
Carriage return
\t
Tab
\v
Vertical tab
\\
Backslash
\0 n 
Where  n  is the 8-bit character whose ASCII code is the 1-, 2-,
            or 3-digit octal number representing that character
Example:  

Print the value of the variable $SHELL on stdout:

% echo $SHELL
/bin/csh

%
emacs - GNU project emacs text editor
Syntax-
       emacs [ options ] [ files ... ]

Purpose-
       Edit text files with a rich graphical development front-end. Some of its capabilities include being able to send and read email from within the editor, use emacs in a server configuration, edit multiple files in multiple buffers, compile C programs or execute Python scripts from within the editor.
Output:
        Modified or new text files.
Options and Option Arguments-

              --file file, --find-file file, --visit file
                      The same as specifying file directly as a command argument.
              +number Go to the line specified by  number  (do  not  insert  a
                      space  between  the  "+"  sign  and  the  number).  This
                      applies only to the next file specified.
              +line:column
                      Go to the specified line and column.
              -q, --no-init-file
                      Do not load an init file.
              --no-site-file
                      Do not load the site-wide startup file.
              --no-desktop
                      Do not load a saved desktop.
              -Q, --quick
                      Similar to "-q --no-site-file --no-splash".  
              --no-splash
                      Do not display a splash screen during start-up.
              --debug-init
                      Enable  Emacs Lisp debugger during the processing of the
                      user init file ~/.emacs.  This is useful  for  debugging
                      problems in the init file.
              -u user, --user user
                      Load user s init file.
              -t file, --terminal file
                      Use  specified  file  as  the  terminal instead of using
                      stdin/stdout.  This must be the first argument specified
                      in the command line.
              --daemon
                      Start  Emacs  as a daemon, enabling the Emacs server and
                      disconnecting from the terminal.
              --version
                      Display Emacs version information and exit.
              --help  Display this help and exit.

Lisp Options: (these options are processed in the order encountered)
              -f function, --funcall function
                      Execute the lisp function function.
              -l file, --load file
                      Load the lisp code in the file file.
              --eval expr, --execute expr
                      Evaluate the Lisp expression expr.
X Windows Emacs:
Emacs can be started with the following X Window System Options-:

              --name name
                      Specify the name which should be assigned to the initial
                      Emacs window.  This controls looking up X  resources  as
                      well as the window title.
              -T name, --title name
                      Specify the title for the initial X window.
              -r, -rv, --reverse-video
                      Display the Emacs window in reverse video.
              -fn font, --font font
                      Set  the  Emacs window s font to that specified by font.
                      You   will   find   the   various   X   fonts   in   the
                      /usr/lib/X11/fonts directory.  Note that Emacs will only
                      accept fixed width fonts.  Under the X11 Release 4 font-
                      naming  conventions,  any font with the value "m" or "c"
                      in the eleventh field of the font name is a fixed  width
                      font.   Furthermore,  fonts  whose  name are of the form
                      widthxheight are generally fixed width, as is  the  font
                      fixed.
                      When  you specify a font, be sure to put a space between
                      the switch and the font name.
              --xrm resources
                      Set additional X resources.
              --color, --color=mode
                      Override  color  mode  for  character  terminals;   mode
                      defaults  to  `auto ,  and  can also be `never , `auto ,
                      `always , or a mode name like `ansi8 .
              -bw pixels, --border-width pixels
                      Set the Emacs window s border width  to  the  number  of
                      pixels  specified  by  pixels.  Defaults to one pixel on
                      each side of the window.
              -ib pixels, --internal-border pixels
                      Set the window s internal border width to the number  of
                      pixels  specified  by  pixels.  Defaults to one pixel of
                      padding on each side of the window.
              -g geometry, --geometry geometry
                      Set the Emacs window s width, height,  and  position  as
                      specified.   The  geometry specification is in the stan-
                      dard X format. 
                      The width and  height are specified in characters; the default is
                      80 by 24.  See the Emacs manual,  section  "Options  for
                      Window Size and Position", for information on how window
                      sizes interact with selecting or  deselecting  the  tool
                      bar and menu bar.
              -lsp pixels, --line-spacing pixels
                      Additional space to put between lines.
              -vb, --vertical-scroll-bars
                      Enable vertical scrollbars.
              -fh, --fullheight
                      Make the first frame as high as the screen.
              -fs, --fullscreen
                      Make the first frame fullscreen.
              -fw, --fullwidth
                      Make the first frame as wide as the screen.
              -mm, --maximized
                      Maximize the first frame, like "-fw -fh".
              -fg color, --foreground-color color
                      On color displays, set the color of the text.
                      Use  the  command  M-x list-colors-display for a list of
                      valid color names.
              -bg color, --background-color color
                      On color displays, set the color of the  window s  back-
                      ground.
              -bd color, --border-color color
                      On color displays, set the color of the window s border.
              -cr color, --cursor-color color
                      On color displays, set the color of  the  window s  text
                      cursor.
              -ms color, --mouse-color color
                      On  color  displays, set the color of the window s mouse
                      cursor.
              -d displayname, --display displayname
                      Create the Emacs window on the display specified by dis-
                      playname.   Must  be  the  first option specified in the
                      command line.
              -nbi, --no-bitmap-icon
                      Do not use picture of gnu for Emacs icon.
              --iconic
                      Start Emacs in iconified state.
              -nbc, --no-blinking-cursor
                      Disable blinking cursor.
              -nw, --no-window-system
                      Tell Emacs not to create a graphical frame.  If you  use
                      this switch when invoking Emacs from an xterm(1) window,
                      display is done in that window.
              -D, --basic-display
                      This option disables many display features; use  it  for
                      debugging Emacs.
Command Arguments:
          file(s)    File(s) to be edited.
Examples:
          % emacs –nw newfile
                        Launch emacs in a non-graphical frame on the file newfile.
          % emacs  - -no-splash
                        Launch emacs with no welcome buffer.

expr—Evaluate arguments as an expression
Syntax:   expr  arguments 
Purpose: Takes character strings and evaluates them as expressions
Output:    Based on special procedures for expression evaluation
Options and Option Arguments:   None
Command Arguments:
arguments 
Terms of the expression, separated by the space character on the keyboard. Characters special to the shell must be escaped. Strings containing space characters or other special characters should be quoted.

Operators and keywords are listed below. The list is in order of increasing precedence, with equal precedence operators grouped within braces, {}.
      expr  \|  expr 
returns the first  expr  if it is neither null or 0; other wise, returns the second  expr 
      expr  \&  expr 
returns the first  expr  if neither  expr  is null or 0; otherwise, returns 0
      expr  { =, \>, \>=, \<, \<=, != }  expr     returns the result of an integer comparison if both arguments
                                                                     are integers; otherwise, returns the result of a lexical comparison
      expr  { +, - }  expr 
addition  or  subtraction  of  integer-valued  arguments
      expr  { \*, /, % }  expr 
multiplication, division, or remainder of the integer-valued arguments
      expr  :  expr 
The matching operator: compares the first argument with the second
                                    argument, which must be a regular expression.
     (  expr  )
pattern symbols; can be used to return a portion of the first argument
      integer 
An argument consisting only of an (optional) unary minus followed by digits
      string 
A string argument that cannot be identified as an  integer  argument
                        or as one of the expression operator symbols
Example:    Multiplication of 6 by 5 with the multiplication operator(*) quoted with the backslash  character:

$ expr 6  \* 5
fg- See jobs.

file—Determine file type
Syntax:    file [ -h ] [ -m  mfile  ] [ -f  ffile  ]  file 
                 file [ -h ] [ -m  mfile  ] -f  ffile 
                 file -c [ -m  mfile  ]
Purpose: Classify  file  according to data type content
Output:  Designation of  file 
Options and Option Arguments:
-c
            Check magic file for format errors

-h
            Do not follow symbolic links

-f  ffile 
ffile contains a list of files to be examined

-m  mfile 
Use  mfile  as an alternate magic file instead of

/etc/magic
Command Arguments:
file 
Pathname of a file to be tested
Example:    

Run file on the filenames in list and out to a file named classify:

$ file –f list > classify
find—Find files
Syntax:     find  path...   expression 
Purpose: Display files along  path...  that are specified in  expression. 
Output:  Names of files that match  expression  at stdout
Options and Option Arguments:   None
Command Arguments:
 path... 
            Pathname of a starting point in the directory hierarchy
 expression 
Valid expressions are as follows.

-atime  n 
True if file was accessed  n days ago

-cpio  device 
Always true; write the current file on dev 

-ctime  n 
True if file s status was changed  n days ago

-depth
            Always true; causes descent of the directory hierarchy

-exec  command    True if the executed  command  returns a 0

-follow
           Always true; causes symbolic links to be followed

-fstype  type 
True if the file system to which the file belongs is of type type

-group  gname   True if the file belongs to the group gname

-inum  n 
True if the file has inode number  n 

-links  n 
True if the file has  n  links

-local
            True if the file system type is not a remote file system type

-ls
            Always true; prints current pathname

-mount
            Always true; restricts the search to the file system containing the directory specified

-mtime  n 
True if the file s data was modified n days ago

-name  pattern  True if  pattern  matches the current file name

-ncpio  device   Always true; write the current file on  device  in cpio -c format

-newer  file 
True if the current file has been modified more recently than the argument  file 

-nogroup
True if the file belongs to a group not in the /etc/group file

-nouser
            True if the file belongs to a user not in the /etc/passwd file

-ok  command   not in the /etc/group file

-perm [-] mode  Used to represent file mode bits

-print
              Always true; causes current pathname to be printed

-prune
              Always yields true. Do not examine
                          any directories or files in the directory structure below 
                          the  pattern  just matched

-user  uname 
True if the file belongs to the user uname

-xdev
            Same as the -mount primary
Example:  

Find all files in the present working directory that begin with b:

$ find . –name  b*.* 

finger—Display information about local or remote users
Syntax:    finger [ -bfhilmpqsw ] [  username ... ]  [username@hostname] 
Purpose:  Display information about users
Output:    Displays in multicolumn format at stdout the following information about each logged-on user: user name, user s full name, terminal name, idle time, login time, and host name, if logged on remotely.
Options and Option Arguments:
-b
Suppress printing user s home directory and shell in a long format

-f
Suppress printing header that is normally printed in a nonlong format

-h
Suppress printing of .project file in a long format

-i
Force “idle” output format, which is similar to short format

-l
Force long output format

-m
Match arguments only on user name (not first or last name)

-p
Suppress printing of the .plan file in a long format

-q
Force quick output format, which is similar to short format

-s
Force short output format

-w
Suppress printing full name in a short format
Command Arguments:
username 
                  A local user; may be a first or last name or an ac- count name
[username@hostname]  Remote user at remote host
Example: 

Lists information about user with login name tfile:

$ finger tfile
fmt — simple text formatter
Syntax:
     fmt [-cmnps] [-d chars] [-l num] [-t num]
         [goal [maximum] | -width | -w width] [file ...]

Purpose:
     The fmt utility is a simple text formatter which reads the concatenation
     of input files (or standard input if none are given) and produces on
     standard output a version of its input with lines as close to the goal
     length as possible without exceeding the maximum.  The goal length
     defaults to 65 and the maximum to 10 more than the goal length.  Also,
     a single width parameter can be specified either by prepending a
     hyphen to it or by using -w.  For example, “fmt -w 72”, “fmt -72”, and
     “fmt 72 72” all produce identical output.  The spacing at the beginning
     of the input lines is preserved in the output, as are blank lines and
     interword spacing.  Lines are joined or split only at white space; that
     is, words are never joined or hyphenated.
Output: Formatted text in a file.
 Options and Option Arguments:
     -c      Center the text, line by line.  In this case, most of the other
             options are ignored; no splitting or joining of lines is done.
     -m      Try to format mail header lines contained in the input sensibly.
     -n      Format lines beginning with a ‘.’ (dot) character.  Normally, fmt
             does not fill these lines, for compatibility with nroff(1).
     -p      Allow indented paragraphs.  Without the -p flag, any change in
             the amount of whitespace at the start of a line results in a new
             paragraph being begun.
     -s      Collapse whitespace inside lines, so that multiple whitespace
             characters are turned into a single space.  (Or, at the end of a
             sentence, a double space.)
     -d chars
             Treat the chars (and no others) as sentence-ending characters.
             By default the sentence-ending characters are full stop (‘.’),
             question mark (‘?’) and exclamation mark (‘!’).  Remember that
             some characters may need to be escaped to protect them from your
             shell.
     -l number
             Replace multiple spaces with tabs at the start of each output
             line, if possible.  Each number spaces will be replaced with one
             tab.  The default is 8.  If number is 0, spaces are preserved.
     -t number
             Assume that the input files' tabs assume number spaces per tab
             stop.  The default is 8.

*Note*- The fmt utility is meant to format mail messages prior to sending, but
     may also be useful for other simple tasks.  For instance, within 
     ex, vi, or the emacs editor. 

Command Arguments:

file…        File(s) you want to format.
Example:   Format to 30 characters wide and print at stdout the file smythe:

$ fmt -30 smythe
ftp—File transfer program
Syntax:    ftp [options] [  hostname  ]
Purpose: Transfer files over a network.
Output:  Interactively transferred files, usually using the Internet
Options and Option Arguments:
     -4          Forces ftp to only use IPv4 addresses.
     -6          Forces ftp to only use IPv6 addresses.
     -A          Force active mode ftp.  By default, ftp will try to use passive
                 mode ftp and fall back to active mode if passive is not
                 supported by the server.  This option causes ftp to always
                 use an active connection.  It is only useful for connecting
                 to very old servers that do not implement passive mode properly.
     -a          Causes ftp to bypass normal login procedure, and use an
                 anonymous login instead.
     -d          Enables debugging.
     -e          Disables command line editing.  This is useful for Emacs
                 ange-ftp mode.
     -f          Forces a cache reload for transfers that go through the FTP
                 or HTTP proxies.
     -g          Disables file name globbing.
     -i          Turns off interactive prompting during multiple file trans‐
                 fers.
     -N netrc    Use netrc instead of ~/.netrc.  Refer to THE .netrc FILE for
                 more information.

     -n          Restrains ftp from attempting “auto-login” upon initial connection
                 for non auto-fetch transfers.  If auto-login is
                 enabled, ftp will check the .netrc (see below) file in the
                 user's home directory for an entry describing an account on
                 the remote machine.  If no entry exists, ftp will prompt for
                 the remote machine login name (default is the user identity
                 on the local machine), and, if necessary, prompt for a password
                 and an account with which to login.  To override the
                 auto-login for auto-fetch transfers, specify the username
                 (and optionally, password) as appropriate.
     -o output   When auto-fetching files, save the contents in output.
                 output is parsed according to the FILE NAMING CONVENTIONS
                 below.  If output is not ‘-’ or doesn't start with ‘|’, then
                 only the first file specified will be retrieved into output;
                 all other files will be retrieved into the basename of their
                 remote name.
     -P port     Sets the port number to port, usually 23.
     -p          Enable passive mode operation for use behind connection filtering
                 firewalls.  This option has been deprecated as ftp now
                 tries to use passive mode by default, falling back to active
                 mode if the server does not support passive connections.
     -q quittime
                 Quit if the connection has stalled for quittime seconds.
     -R          Restart all non-proxied auto-fetches.
     -r wait     Retry the connection attempt if it failed, pausing for wait
                 seconds.
     -s srcaddr  Uses srcaddr as the local IP address for all connections.
     -t          Enables packet tracing.
     -T direction,maximum[,increment]
                 Set the maximum transfer rate for direction to maximum
                 bytes/second, and if specified, the increment to increment
                 bytes/second.  Refer to rate for more information.
     -u URL file [...]
                 Upload files on the command line to URL where URL is one of
                 the ftp URL types as supported by auto-fetch (with an
                 optional target filename for single file uploads), and file
                 is one or more local files to be uploaded.
     -V          Disable verbose and progress, overriding the default of
                 enabled when output is to a terminal.
     -v          Enable verbose and progress.  This is the default if output
                 is to a terminal (and in the case of progress, ftp is the
                 foreground process).  Forces ftp to show all responses from
                 the remote server, as well as report on data transfer statis‐
                 tics.

Interactive commands at the ftp> prompt:
append  local-file  [  remote-file  ]    Append a local file to a file on the remote

machine

ascii
Set the “representation type” to “network “ ASCII”

binary
Set the “representation type” to “image”

bye
Terminate the FTP session with the remote server and exit ftp

case
Toggle remote computer file name case mapping during mget commands

cd  remote-directory 
Change the working directory on the remote ma-

chine to  remote-directory 

cdup
Change the remote machine working directory to the parent of the current remote machine working directory

close
Terminate the FTP session with the remote server and return to the command interpreter

delete  remote-file 
Delete the file  remote-file  on the remote machine

debug
Toggle debugging mode

dir [  remote-directory  ] [  local-file  ]     Print a listing of the directory contents in

the directory,  remote-directory , and, op-

tionally, place output in  local-file 

disconnect
Same as close

form [  format-name  ]
Set the carriage control format subtype of the
“representation type” to  format-name 

get  remote-file  [  local-file  ]   Retrieve  remote-file  and store it on the local machine

glob
Toggle filename expansion, or “globbing,” for

mdelete, mget, and mput

hash
Toggle hash-sign (#) printing for each data block transferred

help [  command  ]
Print an informative message about the meaning of
 com- mand ; if no argument is given, ftp prints a

list of the known commands

lcd [  directory  ]
Change the working directory on the local machine

ls [  remote-directory  | -al ] [  local-file  ]    Print an abbreviated listing of the con-

tents of a directory on the remote

machine

macdef  macro-name 
Define a macro

mdelete  remote-files 
Delete  remote-files  from the remote machine

mdir  remote-files   local-file   Like dir, except multiple remote files may be

specified

mget  remote-files 
Expand  remote-files  on the remote machine and

do a get for each file name thus produced

mkdir  directory-name 
Make a directory on the remote machine

mls  remote-files   local-file    Like ls, except multiple remote files may be

specified

mode [  mode-name  ]
Set “transfer mode” to  mode-name 

mput  local-files 
Expand wild cards in the list of local files given as

arguments

nmap [  inpattern   outpattern  ]    Set or unset the filename mapping mechanism

ntrans [  inchars  [  outchars  ] ]     Set or unset the filename character translation mechanism

open  host  [  port  ]
Establish a connection to the specified  host  FTP

server

prompt
Toggle interactive prompting

proxy  ftp-command 
Execute an FTP command on a secondary control

connection

quit
Same as bye

quote  arg1   arg2 ...
Send the arguments specified, verbatim, to the re-

mote server

recv  remote-file  [  local-file  ]   Same as get

remotehelp [  command-name  ]     Request help from the remote FTP server rename  from   to 
Rename the file  from  on the remote machine to have the name  to 

reset
Clear reply queue

runique
Toggle storing of files on the local system with unique filenames

send  local-file  [  remote-file  ]   Same as put

sendport
Toggle the use of PORT commands

status
Show the current status of ftp struct [  struct-name  ]
Set file structure to  struct-name 

sunique
Toggle storing of files on remote machine under unique file names

trace
Toggle packet tracing (unimplemented)

type [  type-name  ]
Set “representation type” to  type-name 

user  user-name  [  password  ] [  account  ]    Identify yourself to the remote FTP

server

verbose
Toggle verbose mode. In verbose mode, all re- sponses from the FTP server are displayed to the user

? [  command  ]
Same as help
Command Arguments:
hostname 
A remote computer using Domain Name System ftp establishes a connection
                        to a remote computer using the Domain Name System.
Example:   Establish an ftp session in verbose mode with the remote host lhotse.up.edu, transfer the file records from the present working directory on the local host to the default directory that you logged-into on the remote host,then quit:

% ftp –v lhotse.up.edu
>put records
…
>bye
%

gcc (Soalris) , gcc48(PC-BSD) - GNU project C and C++ compiler
Syntax:
       gcc [-c|-S|-E] [-std=standard]
           [-g] [-pg] [-Olevel]
           [-libs library]
           [-Wwarn...] [-pedantic]
           [-Idir...] [-Ldir...]
           [-Dmacro[=defn]...] [-Umacro]
           [-foption...] [-mmachine-option...]
           [-o outfile] [@file] infile...
*Note*-  Only the most useful options are listed here. 

Also, depending on the version of the GNU compiler that is loaded by you or the system administrator on a PC-BSD system, the command may be slightly modified, i.e. gcc46, etc. 
Purpose:
       When you invoke gcc, gcc48, it normally does preprocessing, compilation,
       assembly and linking.  The "overall options" allow you to stop this
       process at an intermediate stage.  For example, the -c option says not
       to run the linker.  Then the output consists of object files output by
       the assembler.

       Other options are passed on to one stage of processing.  Some options
       control the preprocessor and others the compiler itself.  Yet other
       options control the assembler and linker; most of these are not
       documented here, since you rarely need to use any of them.

       Most of the command-line options that you can use with gcc are useful
       for C programs; when an option is only useful with another language
       (usually C++), the explanation says so explicitly.  If the description
       for a particular option does not mention a source language, you can use
       that option with all supported languages.

       The gcc program accepts options and file names as operands.  Many
       options have multi-letter names; therefore multiple single-letter
       options may not be grouped: -dv is very different from -d -v.

       You can mix options and other arguments.  For the most part, the order
       you use doesn't matter.  Order does matter when you use several options
       of the same kind; for example, if you specify -L more than once, the
       directories are searched in the order specified.  Also, the placement
       of the -l option is significant.

       Many options have long names starting with -f or with -W---for example,
       -fmove-loop-invariants, -Wformat and so on.  Most of these have both
       positive and negative forms; the negative form of -ffoo would be
       -fno-foo.  This manual documents only one of these two forms, whichever
       one is not the default.
Output: GNU compiler used on C or C++ source code files.
Options and Option Arguments:
       Overall Options
           -c  -S  -E  -o file  -no-canonical-prefixes -pipe  -pass-exit-codes
           -x language  -v  -###  --help[=class[,...]]  --target-help
           --version -wrapper @file -fplugin=file -fplugin-arg-name=arg
           -fdump-ada-spec[-slim] -fdump-go-spec=file
Command Arguments:

infile…    Name(s) of the source code file(s).
Examples:
gcc48 command to compile a source code file named input.c for X Windows XCB library program:

$ gcc48 –Wall  input.c –o output ‘pkg-config –cflags –libs xcb’ 
gcc command to compile input.c to output
 $ gcc input.c –o output
git – modern revision control system (PC-BSD pre-installed, must be installed on Solaris)
Syntax:
       git [--version] [--help] [-C <path>] [-c <name>=<value>]
           [--exec-path[=<path>]] [--html-path] [--man-path] [--info-path]
           [-p|--paginate|--no-pager] [--no-replace-objects] [--bare]
           [--git-dir=<path>] [--work-tree=<path>] [--namespace=<name>]
           <command> [<args>]

Purpose:
       Git is a distributed revision control system with a rich command set that 
       provides both high-level operations (porcelain layer) and full access to 
       internals (plumbing layer).
Output: 
       Content-tracked files and directories in a local repository housed in one 
       single directory if required.
Options and Option Arguments:
       --version
           Prints the Git suite version that the git program came from.
       --help
           Prints the synopsis and a list of the most commonly used commands.
           If the option --all or -a is given then all available commands are
           printed. If a Git command is named this option will bring up the
           manual page for that command.
       -C <path>
           Run as if git was started in <path> instead of the current working
           directory. When multiple -C options are given, each subsequent
           non-absolute -C <path> is interpreted relative to the preceding -C
           <path>.
       -c <name>=<value>
           Pass a configuration parameter to the command. The value given will
           override values from configuration files. The <name> is expected in
           the same format as listed by git config (subkeys separated by
           dots).
       --exec-path[=<path>]
           Path to wherever your core Git programs are installed. This can
           also be controlled by setting the GIT_EXEC_PATH environment
           variable. If no path is given, git will print the current setting
           and then exit.
       --html-path
           Print the path, without trailing slash, where Git's HTML
           documentation is installed and exit.
       --man-path
           Print the manpath (see man) for the man pages for this version
           of Git and exit.
       --info-path
           Print the path where the Info files documenting this version of Git
           are installed and exit.

       -p, --paginate
           Pipe all output into less (or if set, $PAGER) if standard output is
           a terminal. This overrides the pager.<cmd> configuration options
           (see the "Configuration Mechanism" section below).
       --no-pager
           Do not pipe Git output into a pager.
       --git-dir=<path>
           Set the path to the repository. This can also be controlled by
           setting the GIT_DIR environment variable. It can be an absolute
           path or relative path to current working directory.
       --work-tree=<path>
           Set the path to the working tree. It can be an absolute path or a
           path relative to the current working directory. This can also be
           controlled by setting the GIT_WORK_TREE environment variable and
           the core.worktree configuration variable (see core.worktree in git-
           config for a more detailed discussion).
       --namespace=<path>
           Set the Git namespace. See gitnamespaces for more details.
           Equivalent to setting the GIT_NAMESPACE environment variable.
       --bare
           Treat the repository as a bare repository. If GIT_DIR environment
           is not set, it is set to the current working directory.
       --no-replace-objects
           Do not use replacement refs to replace Git objects. See git-
           replace  for more information.
       --literal-pathspecs
           Treat pathspecs literally (i.e. no globbing, no pathspec magic).
           This is equivalent to setting the GIT_LITERAL_PATHSPECS environment
           variable to 1.
       --glob-pathspecs
           Add "glob" magic to all pathspec. This is equivalent to setting the
           GIT_GLOB_PATHSPECS environment variable to 1. Disabling globbing on
           individual pathspecs can be done using pathspec magic ":(literal)"
       --noglob-pathspecs
           Add "literal" magic to all pathspec. This is equivalent to setting
           the GIT_NOGLOB_PATHSPECS environment variable to 1. Enabling
           globbing on individual pathspecs can be done using pathspec magic
           ":(glob)"
       --icase-pathspecs
           Add "icase" magic to all pathspec. This is equivalent to setting
           the GIT_ICASE_PATHSPECS environment variable to 1.

git Commands:
       Below are the high level (porcelain) commands.
       git-add 
           Add file contents to the index.
       git-am 
           Apply a series of patches from a mailbox.
       git-archive 
           Create an archive of files from a named tree.
       git-bisect 
           Find by binary search the change that introduced a bug.
       git-branch 
           List, create, or delete branches.
       git-bundle 
           Move objects and refs by archive.
       git-checkout 
           Checkout a branch or paths to the working tree.
       git-cherry-pick 
           Apply the changes introduced by some existing commits.
       git-citool 
           Graphical alternative to git-commit.
       git-clean 
           Remove untracked files from the working tree.
       git-clone 
           Clone a repository into a new directory.
       git-commit 
           Record changes to the repository.
       git-describe 
           Show the most recent tag that is reachable from a commit.
       git-diff 
           Show changes between commits, commit and working tree, etc.
       git-fetch 
           Download objects and refs from another repository.
       git-format-patch 
           Prepare patches for e-mail submission.
       git-gc 
           Cleanup unnecessary files and optimize the local repository.
       git-grep 
           Print lines matching a pattern.
       git-gui 
           A portable graphical interface to Git.
       git-init 
           Create an empty Git repository or reinitialize an existing one.
       git-log 
           Show commit logs.
       git-merge 
           Join two or more development histories together.
       git-mv 
           Move or rename a file, a directory, or a symlink.
       git-notes 
           Add or inspect object notes.
       git-pull 
           Fetch from and integrate with another repository or a local branch.
       git-push 
           Update remote refs along with associated objects.
       git-rebase 
           Forward-port local commits to the updated upstream head.
       git-reset 
           Reset current HEAD to the specified state.
       git-revert 
           Revert some existing commits.
       git-rm 
           Remove files from the working tree and from the index.
       git-shortlog 
           Summarize git log output.
       git-show 
           Show various types of objects.
       git-stash 
           Stash the changes in a dirty working directory away.
       git-status 
           Show the working tree status.
       git-submodule 
           Initialize, update or inspect submodules.
       git-tag 
           Create, list, delete or verify a tag object signed with GPG.
       gitk 
           The Git repository browser.
Command Arguments:

[command]     A valid git command
[<args>]          An argument to the valid git command
Examples:
% git init                    Initialize a new git repository in the current working directory.

% git add filename   Add filename to the current repository

% git status               Shows information about a repository.

% git commit            Takes a “snapshot” of the current repository.        

grep—Search a file for a pattern
Syntax:    grep [ -bchilnsvw ]  regular-expression  [  filename ... ]
Purpose: Search in file(s) for a pattern that matches a regular expression
Output:    Each line found is copied to standard output. The file name is printed before
                  each line found if there is more than one input file.
Options and Options Arguments:
-b
Precede each line by the block number on which it was found

-c
Print only a count of the lines that contain the pattern

-h
Prevent the name of the file containing the match- ing line from being appended to that line

-i
Ignore uppercase/lowercase distinction during comparisons

-l
Print only the names of files with matching lines, separated by newline characters

-n
Precede each line by its line number in the file (first line is 1)

-s
Suppress error messages about nonexistent or un- readable files

-v
Print all lines except those that contain the pattern

-w
Search for the expression as a word as if it were sur- rounded by \< and \>
Command Arguments:
 filename... 
Pathname of a file to be searched for the patterns; if no  file  operands are specified, 
                        stdin will be used
 regular-expression 
Regular expression
Example:   

Display the header files that have at least one directive:

$ grep –l  #include  /usr/include/*
head—Display first few lines of files
Syntax:    head [ - number  | -n  number  ] [  filename ... ]
Purpose: Display beginning of a file
Output:   Copies the first  number  of lines of each  filename  to stdout; if no  filename  is given, head copies lines from stdin. Default value of  number  is 10 lines.
Options and Option Arguments:
-n  number        The first  number  lines of each input file will be copied to stdout. 
                         The  number  option argument must be a positive decimal integer.
- number 
The  number  argument is a positive decimal integer with the same 
                        effect as the -n  number  option.
Command Arguments:
filename ...
Pathname of an input file; if no  file  operands are specified, stdin will be used.
Example:  

Display the first 15 lines of the file named records:

$ head -15 records
hier — Provides a layout of the default directory structure of the FreeBSD and PC-BSD file system
Syntax: man hier

Purpose: Display an on-screen sketch of the file system hierarchy.
Output: A hierarchic, on-screen sketch of the file system directory layout.
Options and Option Arguments: None
Command Argument(s): None
Example(shown abbreviated):
% man hier
     /          root directory of the file system

     /bin/      user utilities fundamental to both single-user and multi-user
                environments

     /boot/     programs and configuration files used during operating system
                bootstrap
     /compat/   normally a link to /usr/compat.  If not, then the /usr/compat
                      comments apply

     /dev/      device special files managed by devfs(5)
     /etc/      system configuration files and scripts
     /lib/      critical system libraries needed for binaries in /bin and
     /media/    contains subdirectories to be used as mount points for remov‐
                able media such as CDs, USB drives, and floppy disks

     /mnt/      empty directory commonly used by system administrators as a
                temporary mount point

     /proc/     process file system; see procfs(5)

     /rescue/   statically linked programs for emergency recovery

     /root/     root's HOME directory

     /sbin/     system programs and administration utilities fundamental to
                both single-user and multi-user environments

     /tmp/      temporary files that are not guaranteed to persist across sys‐
                tem reboots

     /usr/      contains the majority of user utilities and applications

                bin/      common utilities, programming tools, and applications

     /var/      multi-purpose log, temporary, transient, and spool files

indent—Change the appearance of a C program by inserting or deleting whitespace.
Syntax:   indent [-bad] [-bap] [-bbb] [-bc] [-bl] [-bliN] [-br] [-cN] [-cdN] [-cdb]
                [-ce] [-ciN] [-cliN] [-cpN] [-cs] [-bs] [-dN] [-diN] [-fc1] [-fca] [-iN]
                [-ipN] [-kr] [-lN] [-lp] [-nbad] [-nbap] [-nbbb] [-nbc] [-ncdb] [-nce]
                [-ncs] [-nfc1] [-nfca] [-nip] [-nlp] [-npcs] [-nsc] [-nsob] [-nss] [-nv]
                [-orig] [-npro] [-pcs] [-psl] [-sc] [-sob] [-ss] [-st] [-T] [-tsN] [-v]
                [-version][ file ]

Purpose: Used to “beautify” or make code easier to read. It can also convert from one style
                of writing C to another.
Output:    Input files are specified, indent makes a backup copy of each file, 
                 and the original file is replaced with its indented version.
Options and Option Arguments:
 -bad 
Force blank lines after declarations
 -bap 
Force blank lines after procedure bodies
 -bbb 
Force blank lines after block comments
 -bc 
Force newline after comma in declaration
 -bl 
Put braces on line after ‘ if’ , etc.
 -bliN 
Indent braces N spaces
 -br 
Put braces on line with  ‘if’ , etc.
 -cN 
Put comments to the right of  in column N
 -cdN 
Put comments to the right of the declarations in column N
 -cdb 
Put comment delimiters on blank lines
 -ce 
Cuddle else and preceeding  ‘}’ 
 -ciN 
Continuation indent of N spaces
 -cliN 
Case label indent of N spaces
 -cpN 
Put comments to the right of  #else  and #endif  statements in column N
 -cs 
Put a space after a cast operator
 -bs 
Put a space between  ‘sizeof’  and its argument
 -dN 
Set indentation of comments not to the right of code to N spaces
 -diN 
Put variables in column N
 -fc1 
Format comments in first column
 -fca 
Do not disable all formatting of comments
 -iN 
Set indentation level to N spaces
 -ipN 
Indent parameter types in old-style function definitions by N spaces
 -kr 
Use Kernighan and Ritchie coding style
 -lN 
Set maximum line length to N
 -lp 
Line up continued lines at parentheses
 -nbad 
Do not force blank lines after declarations
 -nbap 
Do not force blank lines after procedure bodies
 -nbbb 
Do not force blank lines after block comments
 -nbc 
Do not force newlines after commas in declarations
 -ncdb 
Do not put comment delimiters on blank lines
 -nce 
Do not cuddle  ‘}’  and  ‘else’ 
 -ncs 
Do not put a space after cast operators
 -nfc1 
Do not format comments in first column as normal
 -nfca 
Do not format any comments
 -nip 
Zero width indentation for parameters
 -nlp 
Do not line up parentheses
 -npcs 
Do not put space after the function in function calls
 -npsl 
Put the type of a procedure on the same line as its name
 -nsc 
Do not put the  *  character to the left of comments
 -nsob 
Do not swallow optional blank lines
 -nss 
Do not force a space before the semicolon after cer- tain statements
 -nv 
No verbosity
 -orig 
Use the original Berkeley coding style
 -npro 
Do not read  .indent.pro  files
 -pcs 
Insert a space between the name of the procedure being called and the  ‘(‘ 
 -psl 
Put the type of a procedure on the line before its name
 -sc 
Put the ‘*’  character to the left of comments
 -sob 
Swallow optional blank lines
 -ss 
On one-line  for  and  while  statments, force a blank before the semicolon

 -st 
Write to standard output
 -T 
Tell  indent  the name of typenames
 -tsN 
Set tab size to N spaces
 -v 
Enable verbose mode
 -version 
Output the version number of  indent 
Command Arguments:
 file 
File the user wants to beautify
Example:    Use standard K&R formatting to format a file named second.c, 
                     and output the formatted source to second1.c;

$ indent second.c second1.c –br
jail — manage system jails (PC-BSD only)
Syntax:
     jail [-dhilqv] [-J jid_file] [-u username] [-U username] [-cmr]
          param=value ... [command=command ...]
     jail [-dqv] [-f conf_file] [-p limit] [-cmr] [jail]
     jail [-qv] [-f conf_file] [-rR] [* | jail ...]
     jail [-dhilqv] [-J jid_file] [-u username] [-U username] [-n jailname]
          [-s securelevel] [path hostname [ip[,...]] command ...]

Purpose:
     The jail utility creates new jails, modifies existing jails, or removes existing
     jails.  A jail is specified via parameters on the command line, or in the jail.conf file.
     Jails are typically set up using one of two philosophies: either to con‐
     strain a specific application (possibly running with privilege), or to
     create a “virtual system image” running a variety of daemons and ser‐
     vices.  In both cases, a fairly complete file system install of PC-BSD
     is required, so as to provide the necessary command line tools, daemons,
     libraries, application configuration files, etc.  However, for a virtual
     server configuration, a fair amount of additional work is required so as
     to replace the “boot” process.  The system man page documents the configure-
     tion steps necessary to support either of these steps, although the con-
     figuration steps may need to be refined based on local requirements.
Output:
     New or  reconfigured jail(s).
Options and Option Arguments:     
At least one of the options -c, -m or -r must be specified.  These
     options are used alone or in combination to describe the operation to
     perform:
     -c      Create a new jail.  The jail jid and name parameters (if speci‐
             fied on the command line) must not refer to an existing jail.
     -m      Modify an existing jail.  One of the jid or name parameters must
             exist and refer to an existing jail.  Some parameters may not be
             changed on a running jail.
     -r      Remove the jail specified by jid or name.  All jailed processes
             are killed, and all jails that are children of this jail are also
             removed.
     -rc     Restart an existing jail.  The jail is first removed and then re-
             created, as if “jail -r” and “jail -c” were run in succession.
     -cm     Create a jail if it does not exist, or modify the jail if it does
             exist.
     -mr     Modify an existing jail.  The jail may be restarted if necessary
             to modify parameters than could not otherwise be changed.
     -cmr    Create a jail if it doesn't exist, or modify (and possibly
             restart) the jail if it does exist.
     Other available options are:
     -d      Allow making changes to a dying jail, equivalent to the
             allow.dying parameter.
     -f conf_file
             Use configuration file conf_file instead of the default
             /etc/jail.conf.
     -h      Resolve the host.hostname parameter (or hostname) and add all IP
             addresses returned by the resolver to the list of addresses for
             this jail.  This is equivalent to the ip_hostname parameter.
     -i      Output (only) the jail identifier of the newly created jail(s).
             This implies the -q option.

     -J jid_file
             Write a jid_file file, containing the parameters used to start
             the jail.
     -l      Run commands in a clean environment.  This is deprecated and is
             equivalent to the exec.clean parameter.
     -n jailname
             Set the jail's name.  This is deprecated and is equivalent to the
             name parameter.
     -p limit
             Limit the number of commands from exec.* that can run simultane‐
             ously.
     -q      Suppress the message printed whenever a jail is created, modified
             or removed.  Only error messages will be printed.
     -R      A variation of the -r option that removes an existing jail with‐
             out using the configuration file.  No removal-related parameters
             for this jail will be used — the jail will simply be removed.
     -s securelevel
             Set the kern.securelevel MIB entry to the specified value inside
             the newly created jail.  This is deprecated and is equivalent to
             the securelevel parameter.
     -u username
             The user name from host environment as whom jailed commands
             should run.  This is deprecated and is equivalent to the
             exec.jail_user and exec.system_jail_user parameters.
     -U username
             The user name from the jailed environment as whom jailed commands
             should run.  This is deprecated and is equivalent to the
             exec.jail_user parameter.
     -v      Print a message on every operation, such as running commands and
             mounting filesystems.

Command Arguments:
If no arguments are given after the options, the operation (except
     remove) will be performed on all jails specified in the jail.conf
     file.  A single argument of a jail name will operate only on the speci‐
     fied jail.  The -r and -R options can also remove running jails that
     aren't in the jail.conf file, specified by name or jid.
     An argument of “*” is a wildcard that will operate on all jails, regard‐
     less of whether they appear in jail.conf; this is the surest way for
     -r to remove all jails.  If hierarchical jails exist, a partial-matching
     wildcard definition may be specified.  For example, an argument of
     “foo.*” would apply to jails with names like “foo.bar” and “foo.bar.baz”.
     A jail may be specified with parameters directly on the command line.  In
     this case, the jail.conf file will not be used.  For backward compati‐
     bility, the command line may also have four fixed parameters, without
     names: path, hostname, ip, and command.  This mode will always create a
     new jail, and the -c and -m options do not apply (and must not be
     present).
     jid     The jail identifier.  This will be assigned automatically to a
             new jail (or can be explicitly set), and can be used to identify
             the jail for later modification.
     name    The jail name.  This is an arbitrary string that identifies a
             jail (except it may not contain a ‘.’).  Like the jid, it can be
             passed to later jail commands. If no
             name is supplied, a default is assumed that is the same as the
             jid.  The name parameter is implied by the jail.conf file for‐
             mat, and need not be explicitly set when using the configuration
             file.
     path    The directory which is to be the root of the jail.  Any commands
             run inside the jail are run from this directory.

     host.hostname
             The hostname of the jail.  Other similar parameters are
             host.domainname, host.hostuuid and host.hostid.

     host    Set the origin of hostname and related information.  Possible
             values are “inherit” to use the system information and “new” for
             the jail to use the information from the above fields.  Setting
             any of the above fields implies a value of “new”.

     securelevel
             The value of the jail's kern.securelevel sysctl.  A jail never
             has a lower securelevel than its parent system, but by setting
             this parameter it may have a higher one.  If the system
             securelevel is changed, any jail securelevels will be at least as
             secure.

     persist
             Setting this boolean parameter allows a jail to exist without any
             processes.  Normally, a command is run as part of jail creation,
             and then the jail is destroyed as its last process exits.  A new
             jail must have either the persist parameter or exec.start or
             command pseudo-parameter set.
     command
             A synonym for exec.start for use when specifying a jail directly
             on the command line.  Unlike other parameters whose value is a
             single string, command uses the remainder of the jail command
             line as its own arguments.
Example:
          Start a jail :

          % jail -c testjail
jobs, fg, bg, stop, notify - control process execution
Syntax:
  Bourne shell
     jobs [-p | -l] [% job_id...]
     jobs -x command [arguments]
     fg [% job_id...]
     bg [% job_id...]
     stop % job_id...
     stop pid...
  C shell
     jobs [-l]
     fg [% job_id]
     bg [% job_id]...
     notify [% job_id]...
     stop % job_id...
     stop pid...
  ksh88
     jobs [-lnp] [% job_id...]
     fg [% job_id...]
     bg [% job_id...]
     stop % job_id...
     stop pid...
  ksh
     jobs [-lnp] [job_id...]
     fg [job_id...]
     bg [job_id...]

Purpose: 
Control job execution under various shell programs.
Output:
If the -p option is specified, the output  consists  of  one line for each process ID:
     "%d\n", "process ID"

Otherwise, if the -l option is not specified, the output  is a series of lines of the form:
     "[%d] %c %s %s\n", job-number, current, state, command,where the fields are
      as follows:

current       The character + identifies the job that  would
                   be  used  as  a  default for the fg or bg com-
                   mands. This job can also  be  specified  using
                   the  job_id %+ or %% . The character - identi-
                   fies the job that would become the default  if
                   the current default job were to exit; this job
                   can also be specified using the  job_id  %-  .
                   For  other jobs, this field is a space charac-
                   ter. At most, one job can be identified with +
                   and  at most one job can be identified with -.
                   If  there  is  any  suspended  job,  then  the
                   current  job  is a suspended job. If there are
                   at least two suspended jobs, then the previous
                   job is also a suspended job.
     job-number    A number that can be used to identify the pro-
                   cess group to the wait, fg, bg, and kill util-
                   ities. Using these utilities, the job  can  be
                   identified by prefixing the job number with %.
     state         One of the  following  strings  in  the  POSIX
                   Locale:
                   Running             Indicates that the job has
                                       not  been  suspended  by a
                                       signal and has not exited.
                   Done                Indicates  that  the   job
                                       completed   and   returned
                                       exit status zero.
                   Done(code)          Indicates  that  the   job
                                       completed   normally   and
                                       that it  exited  with  the
                                       specified   non-zero  exit
                                       status, code, expressed as
                                       a decimal number.
                   Stopped             Indicates that the job was
                                       stopped.
                   Stopped(SIGTSTP)    Indicates that the job was
                                       suspended  by  the SIGTSTP
                                       signal.
                   Stopped(SIGSTOP)    Indicates that the job was
                                       suspended  by  the SIGSTOP
                                       signal.
                   Stopped(SIGTTIN)    Indicates that the job was
                                       suspended  by  the SIGTTIN
                                       signal.
                   Stopped(SIGTTOU)    Indicates that the job was
                                       suspended  by  the SIGTTOU
                                       signal.
     command       The associated command that was  specified  to
                   the shell.

     If the -l option is specified, a field containing  the  process
     group ID is inserted before the state field. Also, more
     processes in a process  group  can  be  output  on  separate
     lines, using only the process ID and command fields.

Options and Option Arguments:
Bourne Shell
     When Job Control is enabled, the Bourne shell built-in  jobs
     reports  all jobs that are stopped or executing in the back-
     ground. If %job_id is omitted, all jobs that are stopped  or
     running in the background is reported. The following options
     modify or enhance the output of jobs:
     -l    Reports the process group ID and working directory  of
           the jobs.
     -p    Reports only the process group ID of the jobs.
     -x    Replaces any job_id found in command or arguments with
           the  corresponding process group ID, and then executes
           command passing it arguments.
 C Shell
     The C shell built-in, jobs, without an argument,  lists  the
     active jobs under job control.
     -l    List process IDs, in addition to the  normal  informa-
           tion.

     The C shell associates a numbered  job_id  with  each  command
     sequence to keep track of those commands that are running in
     the background or have been stopped with TSTP signals (typi-
     cally   Control-Z).  When  a  command  or  command  sequence
     (semicolon-separated list)  is  started  in  the  background
     using  the  &  metacharacter, the shell displays a line with
     the job number in brackets and a list of associated  process
     numbers,eg. [1] 1234
     To see the current list of jobs, use the jobs built-in  com-
     mand.  The  job most recently stopped (or put into the back-
     ground if none are stopped) is referred to  as  the  current
     job  and  is indicated with a `+'. The previous job is indi-
     cated with a `-'; when the  current  job  is  terminated  or
     moved  to  the foreground, this job takes its place (becomes
     the new current job).

     To manipulate jobs, refer to the bg, fg, kill, stop, in the table below, and  to the shell
     built-in commands.

	     fg
	 brings the current or specified  job_id  into  the  foreground.

	     bg
	 runs the current or specified jobs in the background.

	     stop
	 stops the execution of a background job(s) by using its job_id, or of any process by using its pid; see ps.

	     notify
	 notifies the user asynchronously when the  status  of the current job or specified jobs changes.


  ksh88
     jobs displays the status of the jobs that  were  started  in
     the  current shell environment. When jobs reports the termi-
     nation status of a job, the shell  removes  its  process  ID
     from  the list of those known in the current shell execution
     environment.
     job_id specifies the jobs for which  the  status  is  to  be
     displayed. If no job_id is specified, the status information
     for all jobs are displayed.
     The following options modify or enhance the output of jobs:

     -l    (The letter ell.) Provides more information about each
           job  listed. This information includes the job number,
           current job, process group ID, state and  the  command
           that formed the job.
     -n    Displays only jobs that have stopped or  exited  since
           last notified.
     -p    Displays only the process IDs for  the  process  group
           leaders of the selected jobs.

     By default, jobs displays the  status  of  all  the  stopped
     jobs, running background jobs, and all jobs whose status has
     changed and have not been reported by the shell.
     If the monitor option of the set command is  turned  on,  an
     interactive  shell  associates  a job with each pipeline. It
     keeps a table of current jobs, printed by the jobs  command,
     and  assigns  them  small  integer  numbers.  When  a job is
     started asynchronously with &, the shell prints a line such as
     [1] 1234
     indicating that the job, which was  started  asynchronously,
     was job number 1 and had one (top-level) process, whose pro-
     cess id was 1234.
     If you are running a job and wish to do something  else  you
     can use <Ctrl-Z> which sends a STOP signal to
     the current job. The shell then normally indicates that  the
     job has been "Stopped" (see OUTPUT below), and print another
     prompt. You can manipulate the state of this job,  put-
     ting  it  in the background with the bg command, or run some
     other commands and then eventually bring the job  back  into
     the  foreground  with  the foreground command fg. A <Ctrl-Z> takes
     effect immediately and is like an interrupt, in that pending
     output and unread input are discarded when it is typed.

     There are several ways to refer to jobs in the shell. A  job
     can  be  referred to by the process id of any process of the
     job or by one of the following:

     %number     The job with the specified number.
     %string     Any job whose command line begins  with  string;
                       works only in the interactive mode when the history
                       file is active.
     %?string    Any job  whose  command  line  contains  string;
                 works only in the interactive mode when the his-
                 tory file is active.
     %%          Current job.
     %+          Equivalent to %%.
     %-          Previous job.

     The shell learns  immediately  whenever  a  process  changes
     state.  It  normally  informs  you  whenever  a  job becomes
     blocked so that no further progress is  possible,  but  only
     just before it prints a prompt. This is done so that it does
     not otherwise disturb your work. When the  monitor  mode  is
     on, each background job that completes triggers any trap set
     for CHLD. When you try to leave the  shell  while  jobs  are
     running  or  stopped,  you are warned that `You have stopped
     (running) jobs.' You can use the jobs command  to  see  what
     they  are.  If you do this or immediately try to exit again,
     the shell does not warn you a second time, and  the  stopped
     jobs are terminated.

     fg moves a background job from the current environment  into
     the  foreground.  Using  fg to place a job in the foreground
     removes its process ID from the list of those known  in  the
     current  shell  execution  environment.  The  fg  command is
     available only on  systems  that  support  job  control.  If
     job_id is not specified, the current job is brought into the
     foreground.

     bg resumes suspended jobs from the  current  environment  by
     running  them  as  background  jobs. If the job specified by
     job_id is already a running background job, bg has no effect
     and  exits  successfully.  Using  bg to place a job into the
     background causes its process ID to  become  `known  in  the
     current  shell  execution  environment,  as  if  it had been
     started as an asynchronous list. The bg command is available
     only  on  systems that support job control. If job_id is not
     specified, the current job is placed in the background.

  stop stops the execution of a background job(s) by using its
     job_id, or of any process by using its pid. See ps.

  ksh
     jobs displays information about  specified  jobs  that  were
     started by the current shell environment on standard output.
     The information contains the job number enclosed  in  [...],
     the status, and the command line that started the job.
     If job_id is  omitted,  jobs  displays  the  status  of  all
     stopped jobs, background jobs, and all jobs whose status has
     changed since last reported by the shell.
     When jobs reports the termination status of a job, the shell
     removes  the  job from the list of known jobs in the current
     shell environment.
     The following options modify or enhances the output of jobs:

     -l    Displays process IDs after the job number in  addition
           to the usual information.
     -n    Displays only the jobs whose status has changed  since
           the last prompt was displayed.
     -p    Displays the process group leader IDs for  the  speci-
           fied jobs.

      job_id can be specified to jobs, fg, and bg as  one  of  the
     following:
     number      The process id of job.
     -number     The process group id of job.
     %number    The job number.
     %string      The job whose name begins with string.
     %?string    The job whose name contains string.
     %+
     %%            The current job.
     %-          The previous job.

     fg places the specified jobs into the foreground in sequence
     and  sends a CONT signal to start each running. If job_id is
     omitted, the most recently started or stopped background job
     is moved to the foreground.

     bg places the specified jobs into the background and sends a
     CONT signal to start them running. If job_id is omitted, the
     most recently started or stopped background job  is  resumed
     or continued in the background.

Command Arguments:
job_id… , pid      Job Identifier or PID number of the job(s) you wish to manage.

Examples:
% fg
sort bigdata > bigdata.sorted
<Ctrl-Z>
Suspended

% fg %2
cp bigdata bigdata1
<Ctrl-Z>
Suspended

% fg %"sort"
sort bigdata > bigdata.sorted
<Ctrl-Z>
Suspended

% jobs -l
[1] + 60149 Suspended sort bigdata > bigdata.sorted

[2] - 60156 Suspended cp bigdata bigdata1

% ps
PID TT STAT TIME COMMAND

56222 1 Ss 0:00.96 -csh (csh)

60149 1 T 0:29.29 sort bigdata

60156 1 TW 0:00.00 -csh (csh)

60157 1 TW 0:00.00 cp bigdata bigdata1

61261 1 R+ 0:00.02 ps

% bg %1 %2
[1] sort bigdata > bigdata.sorted &

[2] cp bigdata bigdata1 &

% jobs
[1] + Running sort bigdata > bigdata.sorted

[2] - Running cp bigdata bigdata1

% fg %1
sort bigdata > bigdata.sorted
<Ctrl-Z>
Suspended

% bg
[1] sort bigdata > bigdata.sorted &

% jobs
[1] + Running sort bigdata > bigdata.sorted

[2] - Running cp bigdata bigdata1

% ps -p 60149
PID TT STAT TIME COMMAND

60149 2 R 11:03.78 sort bigdata

%

kill—Send a signal to a process
Syntax:     kill [- signum ]  pid ,  signum 
Purpose: Terminate one or more process IDs
Output:  Sends a message to kill one or more processes. The returned value will be 0 if successful;
                an error code is generated if unsuccessful.
Options and Option Arguments:
- signum 
Signal number or name of a process preceeding pid
Command Arguments:
 pid 
            Process ID number of one or more processes user wants to terminate
 signum 
Signal number; 9 kill, 15 software terminate, and 18 stop are numbers commonly used
Example:  

Send the kill signal to the process with PID#2345:

$ kill -9 2345
less—Display one screenful of a file at a time
Syntax:    less [-[+]aBcCdeEfgGiImMnNqQrsSuUVwX] [-b  bufs ] [-h  lines ] [-j  line ] [-k  keyfile ]
                        [-{oO}  logfile ] [-p  pattern ] [-P  prompt ] [-t  tag ]
                        [-T  tagsfile ] [-x  tab ] [-y  lines ] [-[z]  lines ] [+[+] cmd ] [--] [ filename ]...
Purpose: Similar to more; allow backward movement in the file, as well as forward movement
Output: While the user is viewing a file, less displays a prompt that lets the user move forward or backward in the file by using certain commands. 

A brief table of these commands follows(^ represents holding down <Ctrl>):

	h or H Help:
	Display a summary of these commands

	<space> or ^V or f or ^F
	Scroll forward N lines; default is one 

	z
	Like <space>, but if N is specified, it becomes the new window size.

	<Esc-space>
	Like <space>, but it scrolls a full screenful, even if it reaches eof in the process.

	<Return> or ^N or e or ^E or j or ^J
	Scroll forward N lines, default is 1.

	d or ^D
	Scroll forward N lines; default is one-half the screen size.

	b or ^B or <Esc>-v
	Scroll backward N lines; default is one window

	w
	Like <Esc>-v, but if N is specified, it becomes the new window size.

	y or ^Y or ^P or k or ^K
	Scroll backward N lines; default is 1.

	u or ^U
	Scroll backward N lines, default is one-half the screen size.

	<Esc>-) or <right arrow>
	Scroll horizontally to the right N characters; default is 8.

	<Esc>-( or <left arrow>
	Scroll horizontally to the left N characters; default is 8.

	r or ^R or ^L
	Repaint screen

	R
	Repaint screen, discarding any buffered input

	F
	Scroll forward and keep trying to read when eof is reached

	g or < or <Esc>-<
	Go to line N in the file; default is 1 (beginning of file).


Options and Option Arguments:
-?
Display a summary of the commands

--help
Same as -?

-a
Causes searches to start after the last line displayed on the screen, thus skipping all lines displayed on the  screen

-b  n 
Specify the number of buffers that n less will use for each file

-B
Disable automatic allocation of buffers for pipes

-c
Cause full screen repaints to be painted from the top line down

-C
Like -c, but screen cleared before it is repainted

-d
Suppress error message normally displayed if termi- nal is dumb

-e
Cause  less  to exit automatically the second time it reaches eof

-E
Cause  less  to exit automatically the first time it reaches eof

-f
Force nonregular files to be opened (A nonregular file is a directory or a device special file.)

-g
Highlight only the particular string found by the last search command

-G
Suppress all highlighting of strings found by search commands

-h  n 
Specify a maximum number of lines  n  to scroll backward

-i
Cause searches to ignore case; that is, uppercase and lowercase are considered identical.

-I
Like -i, but searches ignore case even if pattern contains uppercase  letters

-j  n 
Specifies a line  n  on the screen where the “target” line is to be positioned

-k  filename 
Cause  less  to open and interpret the named file as a key file

-m
Cause  less  to prompt verbosely (like  more ). By default,  less  prompts with a colon.

-M
Cause  less  to prompt even more verbosely than  more 

-n
Suppress line numbers

-N
Cause a line number to be displayed at the begin- ning of each line in the display

-o  filename 
Cause  less  to copy its input to the named file as it is being viewed

-O  filename 
Like -o, but will overwrite an existing file without confirmation

-p  pattern          Equivalent to specifying +/ pattern ; that is, it tells less to start at the first 
                          occurrence of  pattern  in the file.

-P  prompt 
Provide a way to tailor the three prompt styles to the user s preference

-q
Cause “quiet” operation

-Q
Cause totally “quiet” operation (e.g., the terminal bell is never rung).

-r
Cause “raw” control characters to be displayed

-s
Cause consecutive blank lines to be squeezed into a single blank line

-S
Cause lines longer than the screen width to be chopped rather than folded

-t  tag 
Edit the file containing  tag .

-T  tagsfile 
Specify a tags file to be used instead of “tags”

-u
Cause backspaces and carriage returns to be treated as printable characters

-U
Cause backspaces, tabs, and carriage returns to be treated as control characters

-V
Display the version number of less

--version
Same as -V

-w
Cause blank lines to be used to represent lines past eof. By default, a tilde character (~) is used.

-x  n 
Set tab stops every  n  positions. The default for  n  is 8.

-X
Disable sending the termcap initialization and de- initialization strings

-y n 
Specify a maximum number of lines to scroll forward

-[z] n 
Change the default scrolling window size to  n  lines

-"
Change the file name quoting character

-
A command line argument of "--" marks the end of option arguments

+
If a command line option begins with +, the remain- der of that option is taken to be
            an initial command to less.
Command Arguments:
[ filename ]...
A list of files that less operates on; if not specified, less takes input from stdin.
Example:   Scrolls through the file named tests one screenful at a time, with the prompt "Press space bar" to inform the user:

$ less –P"Press space bar" tests
lint—C program verifier
Syntax:    lint [  options  ] [ file ...]
Purpose: Allow checking for features that can be bugs, nonportable code, or wasteful of system resources
Output:    Advisories on stdout about execution of a C program
Options and Option Arguments:
-a
Ignore long values assigned to variables that are not long

-b
Ignore unreachable break statements

-c
No second pass of linet; save output in .ln files

-F
Output filenames with complete pathname

-h
No test for bugs, improper style, or extra info

-k
Reenable warnings suppressed by /* LINTED [message] */

-L dir 
Search for lint libraries in  dir  before standard search path

-lx
Use library llib-lx.ln

-m
Ignore extern declarations that could be static

-n
No compatibility checking

-o  lib 
Create a lint library llib-l, lib.ln after first pass

-p
Check for portability to different C

-R file 
Place .ln output in  file 

-u
Ignore undefined or unused functions or external vars

-v
Ignore unused arguments within functions

-V
Print version and release number on stdout

-W file 
Same as -R, except that  file  is cflow-ready

-x
Ignore unused variables referred to by an extern declaration

-y
Same as -vx
Command Arguments:
file ...
C program file(s)
Example:   

Checks the type casts in the file test.c:

$ lint –c test.c
ln—Make hard or symbolic links to files
Syntax:    ln [-fns]  source file  [ target ]
                 ln [-fns]  source file ...  target 
Purpose: Create a hard link to a file
Output:   An entry in the specified directory that points to another file
Options and Option Arguments:
-f
Link files without questioning the user, even if the mode of  target forbids writing.
            If link is an existing file, do not overwrite the contents of the file.

-s
Create a symbolic link
Command Arguments:
source file    Pathname of a file to be linked, which can be either a regular or special file. 
                       If the s option is specified,  source file  can also be a directory.
target 
          Pathname of the new directory entry to be created or of an existing directory in
                      which the new directory entries are to be created.
Example:    

Create a hard link  between the file small and the directory /usr1/b/bobk:

$ ln /usr1.b/bobk small
Create a symbolic link between the directory /usr/contrib/bobk and the all the files in directory /usr1.b/bobk :

$ ln –s usr/contrib/bobk /usr1.b/bobk/*.*
lp – Solaris command to print files or alter the print queue.
Syntax:

lp [ -E ] [ -U username ] [ -c ] [ -d destination[/instance]] [ -h hostname[:port] ] 

[ -m ]  [  -n  num-copies  ]  [  -o option[=value]  ]  [  -q priority ] [ -s ] [ -t title ] 

[ -H handling ] [ -P page-list ] [ -- ] file(s)
lp [ -E ] [ -U username ] [ -c ]  [ -h hostname[:port] ] [ -I job-id ] [ -n num-copies ] 

[ -o option[=value] ] [ -q priority ]  [ -t title ] [ -H handling ] [ -P pagelist ]

Purpose:
     lp submits files for printing or alters a pending job. Use a
     filename of "-" to force printing from the standard input.
Output: Jobs printed or jobs altered at the designated printer or its queue.
Options and Option Arguments:
     --      Marks  the  end  of  options;  use this to print a file
          whose name begins with a dash (-).
     -E     Forces encryption when connecting to the server.
     -U username     Specifies the username to use when  connecting  to  the
          server.
     -c     This  option  is  provided  for backwards-compatibility
          only. On systems that support it,  this  option  forces
          the  print  file  to  be  copied to the spool directory
          before printing. In CUPS, print files are  always  sent
          to the scheduler via IPP which has the same effect.
     -d destination    Prints files to the named printer.
     -h hostname[:port]    Chooses an alternate server.
     -i job-id             Specifies an existing job to modify.
     -m                     Sends an email when the job is completed.
     -n copies           Sets the number of copies to print from 1 to 100.
     -o "name=value [name=value ...]"  Sets one or more job options.
     -q priority   Sets the job priority from 1 (lowest) to 100 (highest).
                        The default priority is 50.
     -s                Do not report the resulting job IDs (silent mode.)
     -t "name"           Sets the job name.
     -u username       Submits jobs as username.
     -H hh:mm
     -H hold
     -H immediate
     -H restart
     -H resume      Specifies when the job should be printed.  A  value  of
          immediate  will  print the file immediately, a value of
          hold will hold the job indefinitely, and a  time  value
          (HH:MM) will hold the job until the specified time. Use
          a value of resume with the -i option to resume  a  held
          job.   Use  a  value  of  restart with the -i option to
          restart a completed job.
     -P page-list     Specifies which pages to print  in  the  document.  The
          list  can  contain  a  list of numbers and ranges (#-#)
          separated by commas (e.g. 1,3-5,16). The  page  numbers
          refer to the output pages and not the document s origi-
          nal pages - options like  "number-up"  can  affect  the
          numbering of the pages.
Common Job Options:
     Aside  from  the  printer-specific  options  reported by the
     lpoptions(1) command,  the  following  generic  options  are
     available:
     -o media=size
          Sets  the  page  size to size. Most printers support at
          least the size names "a4", "letter", and "legal".
     -o landscape
     -o orientation-requested=4
          Prints the job in landscape (rotated 90 degrees).
     -o sides=one-sided
     -o sides=two-sided-long-edge
     -o sides=two-sided-short-edge
          Prints on one or two sides  of  the  paper.  The  value
          "two-sided-long-edge"  is  normally  used when printing
          portrait  (unrotated)  pages,  while  "two-sided-short-
          edge" is used for landscape pages.
     -o fitplot
          Scales the print file to fit on the page.
     -o number-up=2
     -o number-up=4
     -o number-up=6
     -o number-up=9
     -o number-up=16
          Prints multiple document pages on each output page.
     -o scaling=number
          Scales  image  files to use up to number percent of the
          page.  Values greater than 100 cause the image file  to
          be printed across multiple pages.
     -o cpi=N
          Sets  the  number  of  characters  per inch to use when
          printing a text file. The default is 10.
     -o lpi=N
          Sets the number of lines per inch to use when  printing
          a text file. The default is 6.
     -o page-bottom=N
     -o page-left=N
     -o page-right=N
     -o page-top=N
          Sets  the  page  margins  when printing text files. The
          values are in points - there are 72 points to the inch.
Command Arguments:

file(s)      File or files you want to be printed.
Examples:
     1. Print  a  double-sided  legal document to a printer called "out":
         $ lp -d out -o media=legal -o sides=two-sided-long-edge filename
     2. Print an image across 4 pages:
         $ lp -d bar -o scaling=200 filename
     3. Print a text file with 12 characters per inch, 8  lines  per inch, and a 1 inch left margin:
         $ lp -d bar -o cpi=12 -o lpi=8 -o page-left=72 filename

lpq—PC-BSD utility used to show printer queue status
Syntax:  lpq[-E][-Pprinter][-a][-l][+interval]
Purpose: lpq shows the current print queue status on the named printer. 
                Jobs queued on the default destination will be shown if no printer or class is 
                 specified on the command line.
Output: Queue status at the specified printer.
Options and Option Arguments:
-a
Displays jobs numbers queued on all printers.

-E
Forces encrypted connection to the server.

+ interval 
Continuously report the jobs in the queue until the queue is empty;
                        the list of jobs is shown once every  interval  in seconds.

-l
Give a more verbose reporting format.

-P printer 
Display job numbers on queue for  printer .
Command Arguments: None
Examples:   View the print queue at the printer named qpr:

$ lpq -Pqpr
lpr—PC-BSD command to send a job to printer
Syntax:     lpr [ -P  printer  ] [ -#  copies  ] [ -C  class  ]
                       [ -J  job  ] [ -T  title  ] [ -i [  indent  ] ] [ -w  cols  ]
                       [ -m ] [ -h ] [ -s ] [  filename ... ]

Purpose: Send files to printer
Output:   Files sent to the print queue as print jobs.
Options and Option Arguments:
-P  printer 
Send output to the named  printer 

-#  copies 
Produce the number of  copies  indicated for each named file

-C  class 
Print  class  as the job classification on the burst page

-J  job 
            Print  job  as the job name on the burst page

-T  title 
Use  title  instead of the file name for the title

-I [ indent ]
Indent output  indent  <space> characters. 
                        Eight <space> characters is the default.

-w  cols 
Use  cols  as the page width for pr

-m
Send mail upon completion

-h
Suppress printing the burst page

-s
Use full pathnames (not symbolic links) of the files to be printed rather than trying to copy them
Command Arguments:
filename ...
Files to be submitted to print queue and printed
Example:   

Send the file grades.eps to the PostScript printer named qpr:

$ lpr –Pqpr grades.eps
lprm—Cancel print jobs
Syntax:   lprm[-E][-][-Pprinter][jobID(s)]

Purpose: lprm cancels print jobs that have been queued for printing. 
                The -P option speci- fies the destination printer or class.
                  If no arguments are supplied, the current job on the default destination is cancelled. 
                 Once you use the lpq command to find out jobID(s) numbers, you can specify one
                 or more job ID numbers to cancel those jobs, or use the - option to cancel all jobs.
                 This command is part of the Common UNIX Printing System(CUPS).
Output: Cancelled print jobs on designated printers.
Options and Option Arguments:
-E
Forces encrypted connection to the server.

-P printer 
The default printer or designated  printer .

-
Deletes all jobs in the print spool.
Command Arguments:
jobID(s)      Job ID number(s) for jobs you want to dequeue.
Examples:   

Dequeue Job Number 3991 from the print queue at qpr:

$ lprm –Pqpr 3991
ls—List contents of directory
Syntax:    ls [ -aAbcCdfFgilLmnopqrRstux1 ] [  file ... ]
Purpose: For each  file  that is a directory, list the contents of the directory; for each  file
                that is an ordinary file, repeat its name and any other information requested
Output:  The output is sorted alphabetically by default. When no argument is given, the current directory is listed. When several arguments are given, the arguments are first sorted appropriately, but file arguments appear before directories and their contents.
Options and Option Arguments:
-a
List all entries, including those that begin with a dot (.), which are normally not listed

-A
List all entries, including those that begin with a dot (.), with the exception
            of the working directory (.) and the parent directory (..)

-b
Force printing of nonprintable characters to be in the octal \ ddd  notation

-c
Use time of last modification of the i-node (file cre- ated, mode changed, and so on)
            for sorting (-t) or printing (-l or -n)

-C
Multicolumn output with entries sorted down the columns

-d
If an argument is a directory, list only its name (not its contents)

-f
Force each argument to be interpreted as a direc- tory; list the name found in each slot

-F
Put a slash (/) after each filename if the file is a di- rectory, an asterisk (*)
            if the file is an executable, and an at-sign (@) if the file is a symbolic link

-g
Same as -l, except that the owner is not printed

-i
For each file, print the i-node number in the first column of the report

-l
List in long format, giving mode, ACL indication, number of links, owner, group,
            size in bytes, and time of last modification for each file

-L
If an argument is a symbolic link, list the file or di- rectory the link references rather than the link itself

-m
Stream output format; files are listed across the page, separated by commas

-n
Same as -l, except that the owner s UID and group s GID numbers are printed,
            rather than the associated character strings

-o
The same as -l, except that the group is not printed

-p
Put a slash (/) after each filename if the file is a directory

-q
Force printing of nonprintable characters in file names as the character question mark (?)

-r
Reverse the order of sort to get reverse alphabetic or oldest first, as appropriate

-R
Recursively list subdirectories encountered

-s
Give size in blocks, including indirect blocks, for each entry

-t
Sort by time stamp (latest first) instead of by name

-u
Use time of last access instead of last modification for sorting (with the -t option)
            or printing (with the -l option)

-x
Multicolumn output with entries sorted across, rather than down, the page

-1
Print one entry per line of output
Command Arguments:
file… 
Pathname(s) of  file(s) to be written; if the file specified is not found,
            a diagnostic message will be output to stderr.
Example:   

List only the names of all files in the present working directory that have the file extension .pdf:

$ ls *.pdf
Display a long listing of all hidden and regular files in the present working directory:

$ ls –la
mail—Read mail or send mail to users
Syntax:   
Sending mail
mail [ -tw ] [ -m  message type  ]  recipient ...
Reading mail
mail [ -ehpPqr ] [ -f  file  ]
Purpose: Send or read e-mail to/from other users
Output:  When sending e-mail, the user is allowed to compose a message with a header; while reading e-mail, the user is prompted for appropriate commands to view and dispose of messages. The mail command, unless otherwise influenced by command line arguments, prints a user s mail messages in last-in, first-out (LIFO) order.
Options and Option Arguments:

The following affect sending mail:
-m  message type 
Add a Message-Type: line to the message header with the value  message type 

-t
Add a To: line to the message header for each  recipient 

-w
Send a letter to a remote recipient without waiting for completion of the remote transfer program.

The following affect reading mail:
-e
Do not print mail

-h
Display a window of headers initially, rather than the latest message

-p
Print all messages without prompting for disposition

-P
Print all messages with  all  header lines displayed, rather than the default selective header line display

-q
Mail terminates after interrupts

-r
Print messages in first-in, first-out (FIFO) order

-f  file 
Use  file  (e.g., mbox) instead of the default  mailfile  For each message, the user is prompted
            with a ? and a line is read from the standard input.
The following commands are available to determine the disposition of the message:
#
Print the number of the current message.

-
Print previous message.

<new-line>, +, or n
Print next message

! command 
Escape to shell to do  command 

a
Print message that arrived during mail session

d or dp
Delete current message and print next message

d  n 
Delete message number  n . Do not go on to next message

dq
Delete message and quit mail

h
Display a window of headers around current message

h  n 
Display a window of headers around message num- ber  n 

h a
Display headers of all messages in user s  mailfile 

h d
Display headers of messages scheduled for deletion

m [  persons  ]
Mail (and delete) the current message to named  persons 

n
Print message number  n 

p
Print current message again, overriding any indica- tions of binary (i.e., unprintable) content

P
Override default brief mode and print current mes- sage again, displaying all header lines

q or <Ctrl-D>
Put undeleted mail back in  mailfile  and quit mail 

r [  users  ]
Reply to sender and other  user s; then delete message

s [  files  ]
Save message in the named  file s (mbox is default) and delete message

u [  n  ]
           Undelete message number  n  (default is last read)

w [  files  ]
Save message contents, without any header lines, in the named  files  
                       (mbox is default) and delete message

x
Put all mail back in  mailfile  unchanged and exit mail

y [  files  ]
Same as -w option

?
            Print a command summary
Command Arguments:
recipient ...
A  recipient  is usually a valid username or Internet e-mail address. 
                       When  recipients  are named, mail assumes that a message is being sent. 
                       It reads from stdin to eof (<Ctrl-D>) or, if reading from a terminal
                       device, until it reads a line consisting of just a period. When either of those 
                       indicators is received, mail adds the letter to the mailfile for each  recipient .
Example:


Run mail and display a list of message headers rather than the default message:

$ mail –h
make—Maintain, update, and regenerate related programs and files
Syntax:    make [ -d dd D DD e [-f  makefile  ] ...] [  target  ] [  macro=value  ]
Purpose: Maintain the most current versions of executable program modules
Output:  List of shell commands associated with each target, typically to create or update a file of the same name
Options and Option Arguments:
-d
Display the reasons why make chooses to rebuild a target

-dd
Display the dependency check and processing in detail

-D
Display the text of the  makefiles  read in

-DD
Display the text of the  makefiles , make.rules file, the statefile, and all hidden dependency reports

-e
Environment variables override assignments within  makefiles 

-f  makefile 
Use the description file makefile. A  -  as the  makefile  argument denotes stdin. 
                        Contents of  makefile , when present, override the standard set of implicit rules 
                        and predefined macros.
Command Arguments:
target 
Target names, which are the executable modules  
macro=value 
Macro definition. This definition overrides any regular definition for the specified
                        macro within the makefile itself or in the environment
Example:   

Print a test session using the makefile on stdout instead of executing the instructions in the makefile:

$ make  –n source.c
man—Find and display reference manual pages
Syntax:   man [ - ] [ -adFlrt ] [ -M  path  ] [ -T  macro-package  ] [-s  section  ]  name ...
                man [ -M  path  ] -k  keyword ...
                man [ -M  path  ] -f  file ...
Purpose: Display the UNIX online reference manual pages
Output:  Complete manual pages that the user selects by  name  or one-line summaries selected either by  keyword  (k), or by the name of an associated file (-f)
Options and Option Arguments:
-a
Show all manual pages matching  name  within the manpath search path

-d
Debug; display what a section specifier evaluates to, method used for searching, and paths
            searched by man

-f  file ...
Attempt to locate manual pages related to any of the given  file s

-F
Force man to search all directories specified by manpath or the man.cf file,
            rather than using the windex lookup database

-k  keyword ...
     Print out one-line summaries from the windex database (table of contents)
                             that contain any of the given  keywords.

-l
List all manual pages found within the search path matching  name 

-M  path 
Specify an alternative search path for manual pages

-r
Reformat man page but do not display it

-s  section ...
Specify sections of the manual for man to search

-t
Arrange for the specified man pages to be formatted for a troff display

-T  macro-package 
Format man pages, by using  macro-package , rather than the standard man macros
Command Arguments:
 name 
A keyword or the name of a standard utility
Example:   

Output the man command content for ssh to a file named sshdoc.txt, using col formatting, in the present working directory:
% man ssh | col –bx > sshdoc.txt

mesg—Permit or deny messages
Syntax:    mesg [ -n | -y | n | y ]
Purpose: Allow other users to send write, talk, or other utility messages to your console window
Output:   With no arguments, report the current state without changing it
Options and Option Arguments:
-n | n
Deny permission to other users to send message to the terminal

-y | y
Grant permission to other users to send messages to the terminal
Command Arguments:    None
Example:    

Deny message writing to your terminal:

$ mesg n
mkdir—Make directories
Syntax:     mkdir [ -m  mode  ] [ -p ]  dir ...
Purpose: Create one or more directories under a parent directory
Output:  Specified directories under a parent directory for which user has write permission
Options and Option Arguments:
-m  mode 
Allow users to specify mode to be used for new directories. Choices for modes
                        are listed under the chmod command.

-p
Creates  dir  by creating all the nonexisting parent directories first. The mode given to
            intermediate di- rectories will be the difference between 777 and the bits set in the file
            mode creation mask. The difference, however, must be at least 300 (write and execute 
            permission for the user).
Command Arguments:
dir 
Pathname of a directory to be created
Example:  

Create a directory below the present working directory named fall2015:
$ mkdir fall2015

more—Browse or page through a text file
Syntax:     more [ -cdflrsuw ] [ - lines  ] [ + linenumber  ] [ +/ pattern  ] [  filename ... ]
Purpose: Display file(s) one screenful at a time on the console window
Output:   If stdout is not a terminal, more acts like cat, except that a header is printed before each file in a series.
Options and Option Arguments:
-c
Clear before displaying. Redraw the screen instead of scrolling (for faster displays)

-d
Display error messages rather than ringing the ter- minal bell if an unrecognized command is used

-s
Squeeze; replace multiple blank lines with a single blank line

-f
Do not fold long lines

-l
Do not treat formfeed characters (<Ctrl-L>) as page breaks

-r
Cause more to interpret control characters from input

-u
Suppress generation of underlining escape sequences

-w
Normally, more exits at end of its input, but with -w, prompts and waits for any key
            to be struck before exiting.

- lines 
Display the indicated number of  lines  in each screenful, rather than the default
            (the number of lines in the terminal screen less 2)

+ linenumber 
Start up at  linenumber 

+/ pattern 
Start up two lines above the line containing the regular expression  pattern 
Command Arguments:
filename ...
File(s) to be scrolled through
Example:   

Page through the file named sshdoc.txt, showing the control characters as ^x:

$ more –r sshdoc.txt

mv—Move or rename files
Syntax:    mv [-fi]  source   targetfile 
                 mv [-fi]  source...   targetdir 
Purpose: Move files and directories and rename them
Output:  In the first syntactic form, mv moves the file named by the  source  argument to the destination specified by the  target ile ;  source  and  targetfile  may not have the same name. If  targetfile  does not exist, mv creates a file named  targetfile . If  targetfile  exists, its contents are overwritten. This first syntactic form is recognized when the final argument does not name an existing directory.

In the second syntactic form, mv moves each file named by a  source argument to a destination file in the existing directory named by the  targetdir  argument. The destination path for each  source  is the concatenation of the target directory, a single slash character (/), and the last pathname component of the  source . This second form is recognized when the final argument names an existing directory.
Options and Option Arguments:
-f
Move the file(s) without prompting even if writing over an existing  target 

-i
Prompt for confirmation whenever the move would overwrite an existing  target . 
            A y answer means that the move should proceed. Any other answer prevents mv from 
            overwriting  target .
Command Arguments:
source 
Pathname of a file or directory to be moved
 target file 
New pathname for the file or directory being moved
 target dir 
Pathname of an existing directory into which the in- put files are to be moved
Example:  Rename the file named file1 in the present working directory to file2:

$ mv file1 file2
Push or move the file named file2 up to the parent of the present working directory:

$ mv file2 ..
Move the file named filex down into the sub-directory named junk:

$ mv filex junk
nice—Change scheduling priority of a command
Syntax: nice [ - increment  | -n  increment  ]  command  [  argument ... ] 
Purpose: Execute a command line at a lower priority than it ordinarily has 
Output: Commands run at a lower scheduling priority
Options and Option Arguments:
- increment  | -n  increment   An  increment  must be in the range 1–19; if not specified,
                                               an  increment  of 10 is used. 
                                              An increment  greater than 19 is equivalent to 19.
Command Arguments:
 command 
Name of a command to be invoked
 argument 
Any string to be supplied as an argument when  command  is invoked
Example:  

Run the lpr command on the file bank.eps with the lowest possible priority:

$ nice –n 19 lpr –Pqpr bank.eps

nm—Print name list of an object file
Syntax:   nm [ -AChlnPprRsuVv ] [ -ox ] [ -g | -u ] [ -t  format  ]  file ... 
Purpose:  Display the symbol table of each ELF object file specified by  file  
Output:     Symbol table on stdout
Options and Option Arguments:
-A
Write full pathname or library name of an object on each line

-C
Clarify C++ symbol names before printing them

-g
Write only external (global) symbol information

-h
Do not display output heading data

-l
Distinguish between weak and global symbols by ap- pending a * to the key letter for weak symbols

-n
Sort external symbols by name before they are printed

-o
Print the value and size of a symbol in octal instead of decimal (equivalent to -t o).

-p
Produce easy to parse, terse output. Each symbol name is preceded by its value
            (blanks if undefined) and one of the the following letters:
            A     Absolute symbol
            B     bss (uninitialized data space) symbol 
            D
Data object symbol
            F
File symbol
            N
Symbol has no type.
            S          Section symbol
            T         Text symbol
            U         Undefined

-P
Write information in a portable output format, as specified in stdout

-r
Prepend name of the object file or archive to each output line

-R
Print archive name (if present), followed by object file and symbol name

-s
Print section name instead of section index

-t  format 
Write each numeric value in the specified format.
                   The format depends on a single character used as
                   the  format  option argument as follows:
           d
Write offset in decimal (default)
           o
Write offset in octal
           x
Write offset in hexadecimal
          -u
Print undefined symbols only
          -v
Sort external symbols by value before they are printed
          -V
Print the version of the nm command executing on stderr
          -x
Print the value and size of a symbol in hexadecimal instead of decimal
Command Arguments:
file 
Pathname of an object file, executable file, or object-file library
Examples:    

Display the version of the nm command:

$ nm –V
Run nm on the object library mathlib.o:

$ nm mathlib.o
nohup—Run a command immune to hangups
Syntax:    nohup  command  [  arguments  ]
Purpose: Execute the named command and arguments after user has logged off
Output:   All stopped, running, and background jobs will ignore hangup signal and continue running, if their invocations are preceded by the nohup command or if the process programmatically has chosen to ignore the hangup signal.
Options and Option Arguments:   None
Command Arguments:
command 
Command to be invoked; if the  command  operand names any special utilities,
                        the results are undefined.
arguments 
Any string to be supplied as an argument when invoking the  command  operand
Example:  Run the lpr command even after you ve logged out:

$ nohup lpr –Pqpr bank.eps
notify- See jobs.

od—Octal dump
Syntax:   od [ -bcCDdFfOoSsvXx ] [ -] [  file  ] [  offset string  ]
                od [ -bcCDdFfOoSsvXx ] [ -A  address base  ] [ -j  skip  ] [ -N  count  ]
                  [ -t  type string  ] ...[ - ] [  file  ]
Purpose: Display the octal representation of a file, including nonprinting characters
Output:  Copies sequentially each input file to stdout and transforms input data according to the output types specified by the options
Options and Option Arguments:
-A  address base 
Specify the input offset base. The address base option argument must be a
                                    character.The characters d, o, and x specify that the offset base will be written
                                    in decimal, octal, or hexadecimal, respectively

-b
Interpret bytes in octal

-c
Display single-byte characters

-C
Interpret bytes as single-byte or multibyte characters, according to the current setting of the
            lc_ctype locale category

-d
Interpret words in unsigned decimal

-D
Interpret long words in unsigned decimal

-f
Interpret long words in floating point

-F
Interpret double long words in extended precision

-j  skip 
Jump over skip bytes from the beginning of the input

-N  count 
Format no more than count bytes of input

-o
Interpret words in octal

-O
Interpret long words in unsigned octal

-s
Interpret words in signed decimal

-S
Interpret long words in signed decimal

-t  type string 
Specify one or more output types

-v
Show all input data (verbose). Without the -v op- tion, all groups of output lines identical
            to the immediately preceding output line (except for byte offsets), will be replaced
            with a line containing only an asterisk (*).

-x
Interpret words in hex

-X
Interpret long words in hex
Command Arguments:
-                Use stdin in addition to any files specified. When this operand is not given, stdin is used
            only if no  file  operands are specified.
file 
Pathname of a file to be read; if no  file  operands are specified, stdin will be used
Example:   

Dump the file sshdoc.txt to stdout showing named characters:

$ od –t a sshdoc.txt
passwd, yppasswd — modify a user's password
Syntax:
     passwd [-l] [user]
     yppasswd [-l] [-y] [-d domain] [-h host] [-o]

Purpose:
     The passwd utility changes the user's local, Kerberos, or NIS password.
     If the user is not the super-user, passwd first prompts for the current
     password and will not continue unless the correct password is entered.
     When entering the new password, the characters entered do not echo, in
     order to avoid the password being seen by a passer-by.  The passwd 
     utility prompts for the new password twice in order to detect typing errors.
Output: Changed password for user.
Options and Option Arguments:
     -l      Cause the password to be updated only in the local password file,
             and not with the Kerberos database.  When changing only the local
             password, pwd_mkdb(8) is used to update the password databases.

     The following additional options are supported for use with NIS:
     -y      Override passwd's checking heuristics and forces it into NIS
             mode.
     -l      When NIS is enabled, the -l flag can be used to force passwd into
             “local only” mode.  
     -d domain      Specify what domain to use when changing an NIS password.  
     -h host           Specify the name of an NIS server.  
     -o      Do not automatically override the password authentication checks
              for the super-user on the NIS master server; assume “old” mode
              instead.  
Command Arguments: None
Example:
Change password:

$ passwd
paste—Merge corresponding or subsequent lines of files
Syntax:   paste [-s] [-d  list ]  file ...
Purpose: Merge corresponding lines of files into vertical columns
Output:  The paste command concatenates the corresponding lines of the given input files and writes the resulting lines to stdout. The default operation of paste will concatenate the corresponding lines of the input files. The newline character of every line except the line from the last input file will be replaced with a <Tab> character.
Options and Option Arguments:
-d  list 
   Unless a backslash character (\) appears in  list , each character in  list  is an element 
               specifying a delimiter character. If a backslash character appears in  list , the backslash character
               and  one or more char- acters following it are an element specifying a delimiter character.

-s
Concatenate all the lines of each separate input file in command line order. The newline character
            of every line except the last line in each input file will be replaced with the <Tab> character,
            unless other- wise specified by the -d option.
Command Arguments:
file 
Pathname of an input file. If - is specified for one or more of the  file s, the standard input
            will be used; the standard input will be read one line at a time, circularly, for each instance of -.
Example:   Constructs a table of peoples names and addresses in a single file named addbook from two files, named name and address:

$ paste name address > addbook
pfctl - control the packet filter (PF) device (PC-BSD)
Syntax:
     pfctl [-AdeghmNnOPqRrvz] [-a anchor] [-D macro= value] [-F modifier]
           [-f file] [-i interface] [-K host | network] [-k host | network |
           label | id] [-o level] [-p device] [-s modifier] [-t table -T
           command [address ...]] [-x level]

Purpose:
     The pfctl utility communicates with the packet filter device using the ioctl interface described in pf.  It allows ruleset and parameter configuration and retrieval of status information from the packet filter.
Output: Modified packet filtering behavior
Options and Option Arguments:
     -A      Load only the queue rules present in the rule file.  Other rules
             and options are ignored.
     -a anchor
             Apply flags -f, -F, and -s only to the rules in the specified
             anchor.  In addition to the main ruleset, pfctl can load and
             manipulate additional rulesets by name, called anchors.  The main
             ruleset is the default anchor.
     -D macro=value
             Define macro to be set to value on the command line.  Overrides
             the definition of macro in the ruleset.
     -d      Disable the packet filter.
     -e      Enable the packet filter.
     -F modifier
             Flush the filter parameters specified by a modifier 
     -f file
             Load the rules contained in file.  This file may contain macros,
             tables, options, and normalization, queueing, translation, and
             filtering rules.  With the exception of macros and tables, the
             statements must appear in that order.
     -g      Include output helpful for debugging.
     -h      Help.
     -i interface
             Restrict the operation to the given interface.
     -K host | network
             Kill all of the source tracking entries originating from the
             specified host or network.  A second -K host or -K network option
             may be specified, which will kill all the source tracking entries
             from the first host/network to the second.
     -k host | network | label | id
             Kill all of the state entries matching the specified host,
             network, label, or id.
     -m      Merge in explicitly given options without resetting those which
             are omitted.  
     -N      Load only the NAT rules present in the rule file.  Other rules
             and options are ignored.
     -n      Do not actually load rules, just parse them.
     -O      Load only the options present in the rule file.  Other rules and
             options are ignored.
     -o level
             Control the ruleset optimizer, overriding any rule file settings.

             -o none       Disable the ruleset optimizer.
             -o basic      Enable basic ruleset optimizations.  This is the
                           default behaviour.
             -o profile    Enable basic ruleset optimizations with profiling.
             For further information on the ruleset optimizer, see pf.conf(5).
     -P      Do not perform service name lookup for port specific rules,
             instead display the ports numerically.
     -p device
             Use the device file device instead of the default /dev/pf.
     -q      Only print errors and warnings.
     -R      Load only the filter rules present in the rule file.  Other rules
             and options are ignored.
     -r      Perform reverse DNS lookups on states when displaying them.
     -s modifier
             Show the filter parameters specified by modifier
     -T command [address ...]
             Specify the command (may be abbreviated) to apply to the table.
     -t table
             Specify the name of the table.
     -v      Produce more verbose output.  A second use of -v will produce
             even more verbose output including ruleset warnings.  See the
             previous section for its effect on table commands.
     -x level
             Set the debug level (may be abbreviated) 
     -z      Clear per-rule statistics.
Command Arguments:
          None
Examples:
1. Enable PF and load the rule set in a single command

# sudo pfctl -ef /etc/pf.conf
2. Enable PF

# sudo pfctl -e
If PF is already enabled, the system responds with this message:

pfctl: pf already enabled

3. Start PF

# sudo /etc/rc.d/pf start
4. Once you have made rule set changes, this incorporates those changes

# sudo pfctl -ef /etc/pf.conf
5. Verbose mode of the previous

# sudo pfctl -vf /etc/pf.conf
6. After making extensive changes to your rule set, check them before attempting

to load the rule set

# pfctl -nf /etc/pf.conf
7. Get complete info on your system

# sudo pfctl -s info
8. Display statistics along with the rule

# pfctl -vs rules

9. Show all filter rules inside the anchor authpf/smith(1234), which would
 have been created for user smith by authpf

# pfctl -a "authpf/smith(1234)" -s rules
pg – Solaris file perusal filter for terminals
Syntax: pg [-number] [-p string] [-cefnrs] [+ linenumber] 
                  [+/ pattern /] [filename]...

Purpose:
The pg command is a filter that allows the examination of filenames one screenful at a time on a terminal. If the user types a RETURN, another page is displayed; other possibilities are listed below.

This command is different from previous paginators in that it allows you to back up and review something that has already passed.

To determine terminal attributes, pg scans the database for the terminal type specified by the environment variable TERM . If TERM is not defined, the terminal type dumb is assumed.
Output: File contents one screenful at a time, similar to more.
Options and Option Arguments:
–number   An integer specifying the size (in lines) of the window that pg is to use
                 instead  of the default. (On a terminal containing 24 lines, 
                 the default window size is 23).
–p string  pg uses string as the prompt. If the prompt string contains a %d,
                the first occurrence of %d in the prompt will be replaced by the current 
                page number when the prompt is issued. The default prompt string is ``:''.
–c            Home the cursor and clear the screen before displaying each page. 
               This option is ignored if clear_screen is not defined for this terminal 
                type in  the data base.
–e            pg does not pause at the end of each file.
–f            Normally, pg splits lines longer than the screen width, but some
               sequences of characters in the text being displayed (for instance, 
               escape sequences for underlining) generate undesirable results. 
              The –f option inhibits pg from splitting lines.
–n           Normally, commands must be terminated by a <newline> character. 
              This option causes an automatic end of command as soon as a command
               letter is entered.
–r           Restricted mode. The shell escape is disallowed. pg prints an error message
               but does not exit.
–s           pg prints all messages and prompts in the standard output mode. 

+linenumber       Start up at linenumber.

+/pattern/            Start up at the first line containing the regular expression pattern.

Commands:
The perusal commands and their defaults are as follows:

(+1)<newline> or <blank>

This causes one page to be displayed. The address is specified in pages.

(+1) l

With a relative address this causes pg to simulate scrolling the screen, forward or backward, the number of lines specified. With an absolute address this command prints a screenful beginning at the specified line.

(+1) d or ^D

Simulates scrolling half a screen forward or backward.

if

Skip i screens of text.

iz

Same as <newline> except that i, if present, becomes the new default number of lines per screenful.

Typing a single period causes the current page of text to be redisplayed.

$

Displays the last full window in the file. Use with caution when the input is a pipe.

q or Q

Quit pg.
Command Arguments:

filename    A path name of a text file to be displayed. If no filename is given,
                  or if it is −, the standard input is read.
Example:
Page through file1:

% pg file1
ping—Send packets to network hosts and receive replies
Syntax:    ping[-dfLnqRrv][-c count][-I ifaddr][-i wait][-l preload] 
                        [-p pattern][-S ifaddr][-s packetsize][-t ttl][-w maxwait]host

Purpose: Ping uses the ICMP protocol s mandatory ECHO_REQUEST datagram to elicit an ICMP ECHO_RESPONSE from a host or gateway. ECHO_REQUEST data- grams (``pings  ) have an IP and ICMP header, followed by a ``struct timeval   and then an arbitrary number of ``pad   bytes used to fill out the packet. This program is intended for use in network testing, measurement and management.
Output: Datagrams from "pinged" host.
Options and Option Arguments:
-c  count 
Stop after sending (and receiving) count ECHO_RESPONSE packets.

-D
            Set the Don t Fragment bit.

-d
            Set the SO_DEBUG option on the socket being used.

-f
            Flood ping.  Output packets as fast as they come back or one hundred times
                        per second, whichever is more. For every ECHO_REQUEST sent a period ``.   is printed,
                        while for every ECHO_REPLY received a backspace is printed.   This provides a rapid 
                        display of how many packets are being dropped.  Only the super-user may use this option.  
                        This can be very hard on a network and should be used with caution. 
                        Only root can do a flood ping.

-I  ifaddr 
Specify the interface to transmit from on machines with multiple interfaces. 
                        For both unicast and multicast pings.

-i  wait 
Wait seconds between sending each packet.  The default is to wait for one second between each packet.  This option is incom- patible with the -f option.

-l  preload 
If preload is specified, ping sends that many packets as fast as possible before 
                        falling into its normal mode of behavior. Only root may set a preload value.

-L
For multicast pings, Disable the loopback, so the transmitting host doesn t see the ICMP requests.

-n
Numeric output only. No attempt will be made to lookup symbolic names for host addresses.

-p  pattern 
You may specify up to 16 ``pad   bytes to fill 
                        out the packet you send. This is useful for diagnosing data-dependent problems in a network.  
                        For example, ``- p ff   will cause the sent packet to be filled with all ones.

-q
Quiet output.  Nothing is displayed except the summary lines at startup time and when finished.

-R
Record route. Includes the RECORD_ROUTE op- tion in the ECHO_REQUEST 
            packet and displays  the route buffer on returned packets.  
            Note that the IP header is only large enough for nine such routes. 
            Many hosts ignore or discard this option.

-r
Bypass the normal routing tables and send directly to a host on an attached network. 
            If the host is not on a directly-attached network, an error is returned. 
            This option can be used to ping a local host through an interface that has no route through it
            (e.g., after the interface was dropped by routed).

-s  packetsize 
Specifies the number of data bytes to be sent. The default is 56, which translates into 
                        64 ICMP data bytes when combined with the 8 bytes of ICMP header data.
                        If the -D or -T options are specified, or the -t option to a unicast destination,
                        a raw socket will be used and the 8 bytes of header data are included in packet size.

-T  tos 
Use the specified type of service.

-t  ttl 
Use the specified time-to-live.

-v
Verbose output. ICMP packets other than ECHO_RESPONSE that arereceived are listed.

-w  maxwait 
Specifies the number of seconds to wait for a response to a packet before 
                        transmitting the next one. The default is 10.
Command Arguments:
host
Host name for the host you want to ping.
Examples:   Ping the host egr.up.edu:

$ ping egr.up.edu
Ping the host egr.up.edu with 3 datagram packets, of byte size 2040:

$ ping –c 3 –s 2040 egr.up.edu
pkg - a utility for manipulating packages (PC-BSD Version)
Syntax: pkg [-v] [-d] [-l] [-N] [-j <jail name or id> | -c <chroot path>]
         [-C <configuration file>] [-R <repository configuration directory>]
         <command> <flags>

Purpose: Provides an interface for manipulating packages - registering, adding, removing and upgrading of packages.
Output: User application software packages added, deleted, or upgraded on the system.
Options and Option Arguments:
     -v      Displays the current version of pkg
     -d      Show debug information
     -l      List all the available command names, and exit without performing
             any other action.  The -v option takes precedence over -l but -l
             will override any other command line arguments.
     -N      Activation status check mode.  Prevent pkg from automatically
             creating or initializing the sqlite database in
             /var/db/pkg/local.sqlite if it does not already exist.
             Prevent pkg from performing any actions if no packages are cur-
             rently installed, on the basis that a correctly initialised sys-
             tem using pkg will always have at least the pkg package itself
             registered.
             If used without any other arguments, pkg -N will run the sanity
             tests and if successful print out a short message showing how
             many packages are currently installed.  The exit status should be
             a reliable indication of whether a system is configured to use
             pkg as its package management system or not.
     -j <jail name or id>
             pkg will execute in the given <jail name or id>, where name
             matches ``jls name'' and id matches ``jls jid''.  
     -c <chroot path>
             pkg will chroot in the <chroot path> Environment
     -C <configuration file>
             pkg will use the specified file as a configuration file
     -R <repository configuration directory>
             pkg will search the directory for per-repository configuration
             files.  This overrides any value of REPOS_DIR specified in the
             main configuration file.
Commands and Command Arguments:
     help command
             Display usage information of the specified command.
     add     Install a package from either a local source or a remote one.
             When installing from remote source you need to specify the proto-
             col to use when fetching the package.
             Currently supported protocols are FTP, HTTP and HTTPS.
     annotate
             Add, modify or delete tag-value style annotations on packages.
     audit   Audits installed packages against known vulnerabilities.
     autoremove
             Delete packages which were automatically installed as dependencies and are not required any more.
     backup  Dump the local package database to a file specified on the com-
             mand-line.
     bootstrap
             This is for compatibility with the pkg bootstrapper.  If pkg
             is already installed, nothing is done.
             If invoked with the -f flag an attempt will be made to reinstall
             pkg from remote repository.  
     check   Sanity checks installed packages.
     clean   Cleans the local cache of fetched remote packages.
     convert
             Convert to and from the old pkg_add(1) format.
     create  Create a package.
     delete  Delete a package from the database and the system.
     fetch   Fetches packages from a remote repository.
     info    Display information about installed packages.
     install
             Install a package from a remote package repository.  If a package
             is found in more than one remote repository, then installation
             happens from the first one.  Downloading a package is tried from
             each package repository in turn, until the package is success-
             fully fetched.
     lock    Prevent modification or deletion of a package.
     plungis
             List the available plugins.
     query   Query information about installed packages.
     register
             Register a package in the database.
     repo    Create a local package repository for remote usage.
     rquery  Query information for remote repositories.
     search  Search for the given pattern in the remote package repositories.
     set     Modify information in the installed database.
     shell   Fires up a sqlite shell to the local or remote database.  Extreme
             care should be taken when using this command.
     shlib   Displays which packages link to a specific shared library.
     stats   Display package database statistics.
     unlock  Unlocks packages, allowing them to be modified or deleted
     update  Update the available remote repositories as listed in
             pkg.conf.
     updating
             Displays UPDATING entries of installed packages.
     upgrade
             Upgrade a package to a newer version.
     version
             Summarize installed versions of packages.
     which   Query the database for package(s) that installed a specific file.
Example(s):

Example 1  Search for a package
           $ pkg search perl

Example 2 Install a package
           Installing must specify a unique origin or version otherwise it will try installing all matches.
           $ pkg install perl-5.14

Example 3 List installed packages
           $ pkg info

Example 4 Upgrade from remote repository
           $ pkg upgrade

Example 5 Change the origin for an installed package
           $ pkg set -o lang/perl5.12:lang/perl5.14
           $ pkg install -Rf lang/perl5.14

Example 6 List non-automatic packages
           $ pkg query -e '%a = 0' %o

Example 7 List automatic packages
           $ pkg query -e '%a = 1' %o

Example 8 Delete an installed package
           $ pkg delete perl-5.14

Example 9 Remove unneeded dependencies
           $ autoremove

Example 10 Change a package from automatic to non-automatic, which will prevent autoremove from removing it
           $ pkg set -A 0 perl-5.14

Example 11 Change a package from non-automatic to automatic, which will make autoremove allow it be removed once nothing depends on it
           $ pkg set -A 1 perl-5.14

Example 12 Create package file from an installed package
           $ pkg create -o /usr/ports/packages/All perl-5.14

Example 13 Determine which package installed a file
           $ pkg which /usr/local/bin/perl

Example 14 Audit installed packages for security advisories
           $ pkg audit

Example 15 Check installed packages for checksum mismatches
           $ pkg check -s -a

Example 16 Check for missing dependencies
           $ pkg check -d -a
pkg - Image Packaging System (IPS) retrieval client (Solaris Version)
Syntax: pkg [options] [option arguments]command [command options] [command arguments]

Purpose:
      pkg  is  the  retrieval  client  for the Image Packaging System. 

       With a valid configuration, pkg can be invoked to create locations  for  packages
       to be  installed, called images, and install packages into those images. Packages 
       are published by publishers, who can make their  packages available at one or 
       more repositories, or in package archives. pkg retrieves packages from a 
       publisher's  repository  or  package  archives and installs the packages into an image.

       Packages can only be installed into file systems that are part of a Boot 

       Environment.  
       For example, on a default Solaris installation, only datasets under 
       rpool/ROOT/BEname/ are supported for package operations.

       A publisher name identifies a person, group of persons, or an organization as 
       the source of one or more packages. To avoid  publisher  name collisions and 
       help identify the publisher, a best practice is to use a domain name that represents 
       the entity publishing  the  packages  as  a publisher name.

       A repository is a location where clients can publish and retrieve package 
       content (files contained within the package such  as  programs and documents) 
       and metadata (information about the package such as its name and description). 
       As an example, a publisher  named  example.org  might have their repository 
       located at the URI http://example.org/repository.

       pkg  can  also  uninstall packages, refresh publisher metadata (such as the list 
       of available packages), validate package  installation  in  an image,  and  query 
       the image for various tokens. These queries can also be made of pkg repositories.

       Images can be of three types: 
       full images, capable of providing a  complete  system; 
       partial images, which are linked to a full image (parent image), but do not provide 
       a complete system on  their  own;  
       and  user images.
Output: New, deleted, or modified IPS packages
Options and Option Arguments:
     The following options are supported:
     -R dir
         Operate on the image rooted  at  directory  dir.  If  no
         directory  was specified or determined based on environ-
         ment, the default is /. See the "Environment  Variables"
         section for more information.
     --help or -?
         Display a usage message.
Commands, Command Options, and Command Arguments:
refresh [--full] [publisher ...]

install [-nvq] [-g path_or_uri ...] [--accept]
         [--licenses] [--no-be-activate] [--no-index] [--no-refresh]
         [--no-backup-be | --require-backup-be] [--backup-be-name name]
         [--deny-new-be | --require-new-be] [--be-name name]
         [--reject pkg_fmri_pattern ...] pkg_fmri_pattern ...

uninstall [-nvq] [--no-be-activate] [--no-index]
         [--no-backup-be | --require-backup-be] [--backup-be-name name]
         [--deny-new-be | --require-new-be] [--be-name name]
         pkg_fmri_pattern ...

update [-fnvq] [-g path_or_uri ...] [--accept]
         [--licenses] [--no-be-activate] [--no-index] [--no-refresh]
         [--no-backup-be | --require-backup-be] [--backup-be-name name]
         [--deny-new-be | --require-new-be] [--be-name name]
         [--reject pkg_fmri_pattern ...] [pkg_fmri_pattern ...]

list [-Hafnsuv] [-g path_or_uri ...]
         [--no-refresh] [pkg_fmri_pattern ...]

info [-lr] [-g path_or_uri ...] [--license]
         [pkg_fmri_pattern ...]

contents [-Hmr] [-a attribute=pattern ...]
         [-g path_or_uri ...] [-o attribute ...] [-s sort_key]
         [-t action_type ...] [pkg_fmri_pattern ...]

search [-HIaflpr] [-o attribute ...]
         [-s repo_uri] query

verify [-Hqv] [pkg_fmri_pattern ...]

fix [--accept] [--licenses] [pkg_fmri_pattern ...]

revert [-nv] [--no-be-activate]
         [--no-backup-be | --require-backup-be] [--backup-be-name name]
         [--deny-new-be | --require-new-be] [--be-name name]
         (--tagged tag-name ... | path-to-file ...)

mediator [-aH] [-F format] [mediator ...]

set-mediator [-nv] [-I implementation]
         [-V version] [--no-be-activate]
         [--no-backup-be | --require-backup-be] [--backup-be-name name]
         [--deny-new-be | --require-new-be] [--be-name name]
         mediator ...

unset-mediator [-nvIV] [--no-be-activate]
         [--no-backup-be | --require-backup-be] [--backup-be-name name]
         [--deny-new-be | --require-new-be] [--be-name name]
         mediator ...

variant [-H] [variant_spec]

change-variant [-nvq] [-g path_or_uri ...]
         [--accept] [--licenses] [--no-be-activate]
         [--no-backup-be | --require-backup-be] [--backup-be-name name]
         [--deny-new-be | --require-new-be] [--be-name name]
         variant_spec=instance ...

facet [-H] [facet_spec]

change-facet [-nvq] [-g path_or_uri ...]
         [--accept] [--licenses] [--no-be-activate]
         [--no-backup-be | --require-backup-be] [--backup-be-name name]
         [--deny-new-be | --require-new-be] [--be-name name]
         facet_spec=[True|False|None] ...

avoid [pkg_fmri_pattern ...]

unavoid [pkg_fmri_pattern ...]

freeze [-n] [-c reason] [pkg_fmri_pattern] ...

unfreeze [-n] [pkg_name_pattern] ...

property [-H] [propname ...]

set-property propname propvalue

add-property-value propname propvalue

remove-property-value propname propvalue

unset-property propname ...

publisher [-HPn] [publisher ...]

set-publisher [-Ped] [-k ssl_key] [-c ssl_cert]
         [-g origin_to_add | --add-origin origin_to_add ...]
         [-G origin_to_remove | --remove-origin origin_to_remove ...]
         [-m mirror_to_add | --add-mirror mirror_to_add ...]
         [-M mirror_to_remove | --remove-mirror mirror_to_remove ...]
         [-p repo_uri] [--enable] [--disable] [--no-refresh]
         [--reset-uuid] [--non-sticky] [--sticky]
         [--search-after publisher] [--search-before publisher]
         [--search-first]
         [--approve-ca-cert path_to_CA]
         [--revoke-ca-cert hash_of_CA_to_remove]
         [--unset-ca-cert hash_of_CA_to_remove]
         [--set-property name_of_property=value]
         [--add-property-value name_of_property=value_to_add]
         [--remove-property-value name_of_property=value_to_remove]
         [--unset-property name_of_property_to_delete]
         [publisher]

unset-publisher publisher ...

history [-Hl] [-t [time | time-time],...]
         [-o column,...] [-n number]

purge-history

update-format

version

help

image-create [-FPUfz] [--force]
         [--full | --partial | --user] [--zone]
         [-k ssl_key] [-c ssl_cert]
         [--no-refresh] [--variant variant_spec=instance ...]
         [-g path_or_uri | --origin path_or_uri ...]
         [-m uri | --mirror uri ...]
         [--facet facet_spec=(True|False) ...]
         [(-p | --publisher) [name=]repo_uri] dir

Sub-Commands:

refresh [--full] [publisher ...]

install [-nvq] [-g path_or_uri ...] [--accept] [--licenses]
     [--no-be-activate] [--no-index] [--no-refresh] [--no-
     backup-be | --require-backup-be] [--backup-be-name name] [-
     -deny-new-be | --require-new-be] [--be-name name] [--reject
     pkg_fmri_pattern ...] pkg_fmri_pattern ...

uninstall [-nvq] [--no-be-activate] [--no-index] [--no-
     backup-be | --require-backup-be] [--backup-be-name name] [-
     -deny-new-be | --require-new-be] [--be-name name]
     pkg_fmri_pattern ...

update [-fnvq] [-g path_or_uri ...] [--accept] [--licenses]
     [--no-be-activate] [--no-index] [--no-refresh] [--no-
     backup-be | --require-backup-be] [--backup-be-name name] [-
     -deny-new-be | --require-new-be] [--be-name name] [--reject
     pkg_fmri_pattern ...] [pkg_fmri_pattern ...]

list [-Hafnsuv] [-g path_or_uri ...] [--no-refresh]
     [pkg_fmri_pattern ...]

info [-lr] [-g path_or_uri ...] [--license]
     [pkg_fmri_pattern ...]

contents [-Hmr] [-a attribute=pattern ...] [-g path_or_uri
     ...] [-o attribute,...] [-s sort_key] [-t action_type ...]
     [pkg_fmri_pattern ...]

search [-HIaflpr] [-o attribute,...] [-s repo_uri] query

verify [-Hqv] [pkg_fmri_pattern ...]

fix [--accept] [--licenses] [pkg_fmri_pattern ...]

revert [-nv] [--no-be-activate] [--no-backup-be | --
     require-backup-be] [--backup-be-name name] [--deny-new-be |
     --require-new-be] [--be-name name] (--tagged tag-name ... |
     path-to-file ...)

mediator [-aH] [-F format] [mediator ...]

set-mediator [-nv] [-I implementation] [-V version] [--no-
     be-activate] [--no-backup-be | --require-backup-be] [--
     backup-be-name name] [--deny-new-be | --require-new-be] [--
     be-name name] mediator ...

unset-mediator [-nvIV] [--no-be-activate] [--no-backup-be |
     --require-backup-be] [--backup-be-name name] [--deny-new-be
     | --require-new-be] [--be-name name] mediator ...

variant [-H] [variant_spec]

change-variant [-nvq] [-g path_or_uri ...] [--accept] [--
     licenses] [--no-be-activate] [--no-backup-be | --require-
     backup-be] [--backup-be-name name] [--deny-new-be | --
     require-new-be] [--be-name name] variant_spec=instance ...

facet [-H] [facet_spec]

change-facet [-nvq] [-g path_or_uri ...] [--accept] [--
     licenses] [--no-be-activate] [--no-backup-be | --require-
     backup-be] [--backup-be-name name] [--deny-new-be | --
     require-new-be] [--be-name name]
     facet_spec=[True|False|None] ...

avoid [pkg_fmri_pattern ...]

unavoid [pkg_fmri_pattern ...]

freeze [-n] [-c reason] [pkg_fmri_pattern] ...

unfreeze [-n] [pkg_name_pattern] ...

property [-H] [propname ...]

set-property propname propvalue

add-property-value propname propvalue

unset-property propname ...

publisher [-HPn] [publisher ...]

set-publisher [-Ped] [-k ssl_key] [-c ssl_cert] [-g
     origin_to_add | --add-origin origin_to_add ...] [-G
     origin_to_remove | --remove-origin origin_to_remove ...] [-m
     mirror_to_add | --add-mirror mirror_to_add ...] [-M
     mirror_to_remove | --remove-mirror mirror_to_remove ...] [-p
     repo_uri] [--enable] [--disable] [--no-refresh] [--reset-
     uuid] [--non-sticky] [--sticky] [--search-after publisher]
     [--search-before publisher] [--search-first] [--approve-ca-
     cert path_to_CA] [--revoke-ca-cert hash_of_CA_to_remove] [-
     -unset-ca-cert hash_of_CA_to_remove] [--set-property
     name_of_property=value] [--add-property-value
     name_of_property=value_to_add] [--remove-property-value
     name_of_property=value_to_remove] [--unset-property
     name_of_property_to_delete] [publisher]

unset-publisher publisher ...

history [-Hl] [-t [time | time-time],...] [-o column,...]
     [-n number]

purge-history

version

image-create [-FPUfz] [--force] [--full | --partial | --
     user] [--zone] [-k ssl_key] [-c ssl_cert] [--no-refresh] [-
     -variant variant_spec=instance ...] [-g path_or_uri | --

origin path_or_uri ...] [-m uri | --mirror uri ...] [--facet
     facet_spec=(True|False) ...] [(-p | --publisher)
     [name=]repo_uri] dir
Example(s):

Example 1 Create an Image With Publisher Configured
     Create a new, full image, with publisher example.com, stored at /aux0/example_root.
       $ pkg image-create -F -p example.com=http://pkg.example.com:10000 \
       /aux0/example_root

Example 2 Create an Image, Specifying Additional Origins and Mirror
     Create a new, full image, with publisher  example.com,  that also  has  an additional mirror, two additional origins, and is stored at /aux0/example_root.
       $ pkg image-create -F -p example.com=http://pkg.example.com:10000 \
       -g http://alternate1.example.com:10000/ \
       -g http://alternate2.example.com:10000/ \
       -m http://mirror.example.com:10000/ \
       /aux0/example_root

Example 3 Create an Image With No Publisher Configured
     Create a new, full image with no  publishers  configured  at /aux0/example_root.
       $ pkg image-create -F /aux0/example_root
 Example 4 Install a Package
     Install the latest version of  the  widget  package  in  the current image.
       $ pkg install application/widget

Example 5 List Specified Contents of a Package
     List the contents  of  the  system/file-system/zfs  package. Display  the action name, the mode of the file (if defined), the size (if defined), the path, and the target (if a link). Limit  the  action  to  types dir, file, link, and hardlink, since specifying the action.name attribute, which is  available for all actions, displays a line for all actions, which is not desired here.
       $ pkg contents -t dir,file,link,hardlink \
       -o action.name,mode,pkg.size,path,target system/file-system/zfs
       ACTION.NAME MODE PKG.SIZE PATH                 TARGET
       dir         0755          etc
       dir         0755          etc/fs
       dir         0755          etc/fs/zfs
       link                      etc/fs/zfs/mount     ../../../usr/sbin/zfs
       link                      etc/fs/zfs/umount    ../../../usr/sbin/zfs
       dir         0755          etc/zfs
       dir         0755          kernel
       dir         0755          kernel/drv
       dir         0755          kernel/drv/amd64
       file        0755  1706744 kernel/drv/amd64/zfs
       file        0644      980 kernel/drv/zfs.conf
       dir         0755          kernel/fs
       dir         0755          kernel/fs/amd64
       hardlink                  kernel/fs/amd64/zfs  ../../../kernel/drv/amd64/zfs
       ...
Example 6 List Specified Contents of Two Packages
     List the contents of web/browser/firefox and mail/thunderbird,  limiting  the display to just the package name and path attributes of  actions  whose  path  attribute ends in .desktop or .png.

$ pkg contents -o pkg.name,path -a path=\*.desktop \
       -a path=\*.png web/browser/firefox mail/thunderbird
       PKG.NAME            PATH
       web/browser/firefox usr/share/applications/firefox.desktop
       mail/thunderbird    usr/share/applications/thunderbird.desktop
       web/browser/firefox usr/share/pixmaps/firefox-icon.png
       mail/thunderbird    usr/share/pixmaps/thunderbird-icon.png
       ...
Example 7 Search for a Package
     Search the package database for the token bge.
       $ pkg search bge
       INDEX       ACTION VALUE                      PACKAGE
       driver_name driver bge                        pkg:/driver/network/bge@0.5.11-0.169
       basename    file   kernel/drv/sparcv9/bge     pkg:/driver/network/bge@0.5.11-0.169
       basename    file   kernel/drv/amd64/bge       pkg:/driver/network/bge@0.5.11-0.169
       pkg.fmri    set    solaris/driver/network/bge pkg:/driver/network/bge@0.5.11-0.169
     The token is in the package driver/network/bge both  as  the
     basename     for     the     file     action    representing
     /kernel/drv/arch/bge and as a driver name.
Example 8 Search for Packages that Depend on  the  Specified Package
     Search for installed packages that depend on package/pkg.
       $ pkg search -l 'depend::package/pkg'
       INDEX       ACTION VALUE                    PACKAGE
       incorporate depend package/pkg@0.5.11-0.169 

       pkg:/consolidation/ips/ips        incorporation@0.5.110.169 
       require     depend package/pkg@0.5.11-0.169 pkg:/system/install@0.5.11-0.169
       require     depend package/pkg@0.5.11-0.169 pkg:/package/pkg/system-repository@0.5.11-0.169
Example 9 Search for Dependencies
       Search for all incorporate dependencies in  installed  packages.

       $ pkg search -l 'depend:incorporate:'
       INDEX       ACTION VALUE                           PACKAGE
       incorporate depend pkg:/BRCMbnx@0.5.11,5.11-0.133  pkg:/consolidation/osnet/osnet-incorporation@0.5.11-0.169
       incorporate depend pkg:/BRCMbnxe@0.5.11,5.11-0.133 pkg:/consolidation/osnet/osnet-incorporation@0.5.11-0.169
       ...
Example 10 Add a Publisher
     Add a new publisher example.com, with a  repository  located at http://www.example.com/repo.
       $ pkg set-publisher -g http://www.example.com/repo example.com

Example 11 Add a Publisher With Key and Certificate
     Add a new publisher example.com, with  a  secure  repository located  at    https://secure.example.com/repo,  and a key and certificate stored in the directory /root/creds.
       $ pkg set-publisher -k /root/creds/example.key \
       -c /root/creds/example.cert -g https://secure.example.com/repo \
       example.com

Example 12 Add and Automatically Configure a Publisher
     Add  a  new  publisher  with   a   repository   located   at /export/repo using automatic configuration.
       $ pkg set-publisher -p /export/repo

Example 13 Add and Manually Configure a Publisher
     Add a new publisher example.com with a repository located at /export/repo/example.com using manual configuration.
       $ pkg set-publisher -g /export/repo example.com

Example 14 Verify All Signed Packages
     Configure an image to verify all signed packages.
       $ pkg set-property signature-policy verify

Example 15 Require All Packages To Be Signed
     Configure an image to require all packages to be signed, and require  the  string example.com to be seen as a common name for one of the certificates in the chain of trust.
       $ pkg set-property signature-policy require-names example.com

Example 16 Require All Packages From a  Specified  Publisher To Be Signed
     Configure an image so that all packages installed from  publisher example.com must be signed.
       $ pkg set-publisher --set-property signature-policy=require-signatures \
       example.com

Example 17 Require a Specified String in the Chain of Trust
     Add the string foo to the image's list of common names  that must  be  seen  in  a  signature's chain of trust to be considered valid.
       $ pkg add-property-value signature-require-names foo

Example 18 Remove a String From the Chain  of  Trust for a Specified Publisher
     Remove the string foo from the list  of  common  names  that
     must  be  seen  to  validate  a  signature for the publisher
     example.com.
       $ pkg set-publisher --remove-property-value signature-require-names=foo \
       example.com

Example 19 Add a Trusted CA Certificate
     Add the certificate stored  in  /tmp/example_file.pem  as  a trusted CA certificate for the publisher example.com.
       $ pkg set-publisher --approve-ca-cert /tmp/example_file.pem example.com

Example 20 Revoke a Certificate
     Revoke the certificate with the hash  a12345  for  publisher example.com,  preventing the certificate from validating any signatures for packages from example.com.
       $ pkg set-publisher --revoke-ca-cert a12345 example.com

Example 21 Forget About a Certificate
     Make pkg forget that the certificate a12345 was  ever  added or revoked by the user.
       $ pkg set-publisher --unset-ca-cert a12345 example.com

Example 22 Downgrade a Package
     Downgrade the installed package foo@1.1 to an older version.
       $ pkg update foo@1.0

Example 23 Switch Conflicting Package Installation
     In the case of two conflicting packages, change which  package  is installed. Suppose package A depends on either package B or package C, and B and C are mutually exclusive. If A and  B are installed, use the following command to switch to using C instead of B without uninstalling A:
       $ pkg install --reject B C

Example 24 List Packages in a Package Archive
     List all versions of all packages in a package archive.
       $ pkg list -f -g /my/archive.p5p

Example 25 List Packages in a Package Repository
     List all versions of all packages in a repository.
       $ pkg list -f -g http://example.com:10000

Example 26 Display Information About a Package in a  Package Archive
     Display the package information for the latest version of  a package in a package archive. The package might or might not be currently installed.
       $ pkg info -g /my/archive.p5p pkg_name

Example 27 Display  Contents  of  a  Package  in  a  Package Archive
     Display the contents of a package in a package archive.  The package is not currently installed.
       $ pkg contents -g /my/archive.p5p pkg_name

Example 28 Remove All Publisher Origins and Mirrors
      Remove all of the origins and mirrors for  a  publisher and add a new origin.
       $ pkg set-publisher -G '*' -M '*' -g http://example.com:10000 \
       example.com

pr—Paginate and print files
Syntax:   pr [+ page ] [- column ] [-adFmrt] [-e[ char ][ gap ]] [-h  header ]
                    [-i[ char ][ gap ]] [-l  lines ] [-n[ char ][ width ]] [-o  offset ] [-s[ char ]]
                    [-w  width ] [-fp] [ file ...]
Purpose: Format files in pages, according to options, and display on standard output 
Output:  Each page contains a heading of page number, file name, date, and time. 
Options and Option Arguments:
+ page 
Begin output at page number  page  of formatted input.

- column    Produce multicolumn output arranged in  column  columns (default is 1)
                  and is written down each col- umn in the order in which the text is received from the input file

-a
Modify effect of the - column  option so that the columns are filled across the 
            page in a round-robin order

-d
Produce double-spaced output

-e[ char ][ gap ]
Expand each input <Tab> character to the
                                    next greater column position specified by the formula  n 

*Note*-  gap + 1 , where  n  is an integer > 0. If any nondigit character,  char , is specified,
               it will be used as the input tab character.

-f
Use a formfeed character for new pages

-h  header 
Use the string  header  to replace the contents of the  file  operand in the page header

-l  lines 
Override the 66-line default and reset the page length to  lines 

-m
Merge files; format stdout so that pr writes one line from each file specified by
            file , side by side, into text columns of equal fixed widths according to the
            number of column positions.

-n[ char ][ width ]
Provide  width -digit line numbering (default for width  is 5). If  char
                                   (any nondigit  character) is given, it will be appended to the line number 
                                   to separate it  from whatever follows (default for  char  is a <Tab> character).

-o  offset 
Precede each line of output by offset <space>s

-p
Pause before beginning each page if stdout is di- rected to a terminal

-r
Write no diagnostic reports on failure to open files

-s[ char ]
Separate text columns by the single character  char  instead of by the appropriate
                        number of <space> characters (default for  char  is the <Tab> character).

-t
Write neither the five-line identifying header nor the five-line trailer usually supplied for each page; quit writing after the last line of each file without spac- ing to the end of the page

-w  width 
Set the width of the line to  width  column positions for multiple text-column output only

-F
Fold the lines of the input file. When used in multi- column mode 
           (with the -a or -m options), lines will be folded to fit the current column s width;
           otherwise, they will be folded to fit the current line width (80 columns).

-i[ char ][ gap ]     In output, replace <space> characters with <Tab> characters wherever 
                              one or more  adjacent <space> characters reach column positions  gap+1 ,
                              2*gap+1 ,    3*gap+1 , and so on. If  gap  is 0 or is omitted, default <Tab> 
                              settings at every eighth column position are used. If any nondigit character,  
                             char , is specified, it will be used as the output <Tab> character.
Command Arguments:
 file 
Pathname of a file to be written; if no  file  operands are specified or if a  file  operand is -, stdin will be used.
Example:  Constructs a three-column list from three input files, f1, f2, and f3 in the file listc:

% pr –m f1 f2 f3 > listc
ps—Report process status
Syntax:   ps [ -aAcdefjl ] [ -g  grplist  ] [ -n  namelist  ] [[ -o  format  ] ... ]
                     [ -p  proclist  ] [ -s  sidlist  ] [ -t  term  ] [ -u  uidlist  ] [ -U  uidlist  ]
                     [ -G  gidlist  ]
Purpose:  Display information on active processes
Output:    A five-column display of process identification number (pid), terminal on which displayed (tt), state (e.g., sleeping, idle, running or static), amount of time running (time), and command name with which the process was started (command), all shown on stdout.
Options and Option Arguments:
-a
Print information about processes most frequently requested

-A
Write information for all processes

-c
Print information in a format that reflects scheduler properties

-d
Print information about all processes except session leaders

-e
Print information about every process now running

-f
Generate a full list

-g  grplist    List only process data whose group leader s ID num- ber(s) appears in  grplist
                   (A group leader is a process whose process ID number is identical to its process
                   group ID number.)

-G  gidlist   Write information for processes whose real group ID numbers are given in  gidlist.
                    The  gidlist  must be a single argument in the form of a blank-separated or comma-separated list.

-j
Print session ID and process group ID

-l
Generate a five-column-wide listing of process information

-n  namelist 
Specify the name of an alternative system  namelist  file in place of the default

-o  format 
Write information according to the format specifica- tion given in  format 

-p  proclist 
List only process data whose process ID numbers are given in  proclist 

-s  sidlist 
List information on all session leaders whose IDs ap- pear in  sidlist 

-t  term 
List only process data associated with  term 

-u  uidlist 
List only process data whose effective user ID num- ber or login name is given in  uidlist .

-U  uidlist 
Write information for processes whose real user ID numbers or login names
                       are given in  uidlist 
Command Arguments:    None
Example:    

Display a verbose listing of information about current processes running:

$ ps –l

pstree -- list processes as a tree (PC-BSD only)
Syntax:
     pstree [-Uw] [-f file] [-g n] [-l n] [-p pid] [-s string] [-u user] [rootpid ...]

Purpose:
     Tree sorted output front-end for ps.  pstree uses the output of the
     ps program to show nicely formatted process family trees.
     For each rootpid argument, pstree shows one tree rooted at that process.
     By default, if no rootpid argument is given, it shows a single tree
     rooted at process 1.
Output: Tree sorted output
Options and Option Arguments:
     -f file       Read input from file instead of running ``ps –kaxwwo user,pid,ppid,pgid,command''.  
                    If file is a single dash (`-'), pstree reads from standard input.
     -g n         Use graphics chars for tree.  n = 1: IBM-850, n = 2: VT100, n= 3: UTF8.
     -l n          Show a maximum of n levels.
     -p pid     Show only parents and descendants of the process pid.
     -s string  Show only parents and descendants of processes containing the string in their commandline.
     -U           Do not show branches containing only root processes.
     -u user    Show only parents and descendants of processes of user.
     -w           Wide output, not truncated to terminal width.
Command Argument:

rootpid…         PID of where to begin the tree from.          
Examples:
     1. Show branches of processes containing ``httpd'' using VT100 graphic chars:
     $ pstree -g 2 -s httpd
     2. Show process number ``15495'' and its descendants:
     $ pstree 15495
     3. Show process number ``15495'' and its parents and descendants:
     $ pstree -p 15495
ptree –print process trees (Solaris only)
Syntax:
     ptree [-a] [-c] [-z zone] [pid | user]...

Purpose:
     The ptree utility prints the process  trees  containing  the specified  pids or users, with child 
      processes indented from their respective parent processes. An argument of all digits
      is taken to be a process-ID, otherwise it is assumed to be a user login name. The default is all processes.
Output: Process tree of PID or user.
Options and Option Arguments:
     -a         All. Print all processes, including  children  of
                process 0.
     -c         Contracts. Print process contract memberships  in
                addition  to parent-child relationships. See pro-
                cess(4). This option implies the -a option.
     -z zone    Zones. Print  only  processes  in  the  specified
                zone.  Each  zone ID can be specified as either a
                zone name or a numerical zone ID.
     *Note*- This option is only useful when executed  in  the
                global zone.
Command Arguments:
    pid     Process-id or a  list  of  process-ids.  ptree  also
             accepts  /proc/nnn  as  a  process-id,  so the shell
             expansion  /proc/*  can  be  used  to  specify   all
             processes in the system.
     user    Username  or  list  of  usernames.  Processes  whose
             effective user IDs match those given are displayed.
Examples:
     The following command  prints  the  process  tree  (including
     children of process 0) for processes which match the command
     name ssh:
       $ ptree -a `pgrep ssh`
               1     /usr/sbin/init
                 100909 /usr/lib/ssh/sshd
                   569150 /usr/lib/ssh/sshd
                     569157 /usr/lib/ssh/sshd
                       569159 -ksh
                         569171 bash
                           569173 /bin/ksh
                             569193 bash

python , python2.7 - an interpreted, interactive, object-oriented programming
       language.

*Note*- Depending on the version that is installed on your system, the python command

runs that version. 
Syntax:
       python [ -B ] [ -d ] [ -E ] [ -h ] [ -i ] [ -m module-name ]
              [ -O ] [ -OO ] [ -R ] [ -Q argument ] [ -s ] [ -S ] [ -t ] [  -u]
              [ -v ] [ -V ] [ -W argument ] [ -x ] [ -3 ] [ -?  ]
              [ -c command | script | - ] [ arguments ] [filename]

Purpose:
       Python is an interpreted, interactive, object-oriented programming lan-
       guage that combines remarkable power with very clear  syntax.   For  an
       introduction  to  programming  in Python you are referred to the Python
       Tutorial.  The Python Library Reference documents built-in and standard
       types, constants, functions and modules.  Finally, the Python Language Reference
       Manual by Guido Von Rossum describes the syntax and semantics of the core
       language in (perhaps  too) much detail.
       Python's basic power can be extended with your own modules written in C
       or  C++.   On  most  systems  such  modules  may be dynamically loaded.
       Python is also adaptable as an extension language for existing applica-
       tions.  
Output: You are put into the python command interpreter.
Options and Option Arguments:
       -B     Don't write .py[co] files on import.
       -c command
              Specify  the command to execute.  This terminates
              the option list (following options are passed as arguments
              to the command).
       -d     Turn  on parser debugging output (for wizards only, depending on
              compilation options).
       -E     Ignore environment variables like PYTHONPATH and PYTHONHOME that
              modify the behavior of the interpreter.
       -h ,  -? ,  --help
              Prints the usage for the interpreter executable and exits.
       -i     When  a  script  is passed as first argument or the -c option is
              used, enter interactive mode after executing the script  or  the
              command.  It does not read the $PYTHONSTARTUP file.  This can be
              useful to inspect global variables  or  a  stack  trace  when  a
              script raises an exception.
       -m module-name
              Searches  sys.path for the named module and runs the correspond-
              ing .py file as a script.
       -O     Turn on basic optimizations.  This changes the  filename  exten-
              sion  for  compiled  (bytecode)  files from .pyc to .pyo.  Given
              twice, causes docstrings to be discarded.

       -OO    Discard docstrings in addition to the -O optimizations.
       -R     Turn on "hash randomization", so that the hash() values of  str,
              bytes  and  datetime  objects are "salted" with an unpredictable
              pseudo-random value.  Although they remain  constant  within  an
              individual  Python  process,  they  are  not predictable between
              repeated invocations of Python.
       -Q argument
              Division control; see PEP 238.  The  argument  must  be  one  of
              "old"  (the  default,  int/int  and  long/long  return an int or
              long), "new" (new division semantics, i.e. int/int and long/long
              returns  a float), "warn" (old division semantics with a warning
              for int/int and long/long), or "warnall" (old division semantics
              with a warning for all use of the division operator).  For a use
              of "warnall", see the Tools/scripts/fixdiv.py script.
       -s     Don't add user site directory to sys.path.
       -S     Disable the import of the module  site  and  the  site-dependent
              manipulations of sys.path that it entails.
       -t     Issue  a  warning  when  a source file mixes tabs and spaces for
              indentation in a way that makes it depend on the worth of a  tab
              expressed  in  spaces.   Issue an error when the option is given
              twice.
       -u     Force stdin, stdout and stderr to  be  totally  unbuffered.   On
              systems  where  it matters, also put stdin, stdout and stderr in
              binary mode.  Note that there is internal  buffering  in  xread-
              lines(),  readlines()  and  file-object  iterators ("for line in
              sys.stdin") which is not influenced by  this  option.   To  work
              around  this, you will want to use "sys.stdin.readline()" inside
              a "while 1:" loop.
       -v     Print a message each time a module is initialized,  showing  the
              place  (filename  or  built-in  module) from which it is loaded.
       -V ,  --version
              Prints the Python version number of the executable and exits.
       -W argument
              Warning control.  Python sometimes  prints  warning  message  to
              sys.stderr.   
       -3     Warn  about  Python 3.x incompatibilities that 2 to 3 cannot triv-
              ially fix.
Command Arguments:

[filename]       File containing python code.
Example:
Start up the Python 2.7 interpreter on PC-BSD:

$ python2.7
Execute the commands in the file myfile.py with the python 2.7 interpreter:

$ python2.7 myfile.py
ranlib—Convert archives to random libraries
Syntax:    ranlib  archive 
Purpose: Add a table of contents to archive libraries, which converts each archive to a form that can be linked more rapidly
Output:   Archived library
Options and Option Arguments:   None
Command Arguments:
 archive 
Archive library
Example:    

Add a table of contents to the object file library mathlib.a:

$ ranlib mathlib.a
rcp — remote file copy
Syntax:   rcp [-46p] filename1 filename2
                rcp [-46pr] filename ... directory

Purpose:
     The rcp utility copies files between machines.  Each file or directory
     argument is either a remote file name of the form “ruser@rhost:path”, or
     a local file name (containing no ‘:’ characters, or a ‘/’ before any ‘:’s).
Output: File(s) copied over a network.
Options and Option Arguments:
     -4      Use IPv4 addresses only.
     -6      Use IPv6 addresses only.
     -p      Cause rcp to attempt to preserve (duplicate) in its copies the
             modification times and modes of the source files, ignoring the
             umask(2).  By default, the mode and owner of file2 are preserved
             if it already existed; otherwise the mode of the source file mod‐
             ified by the umask on the destination host is used.
     -r      If any of the source files are directories, rcp copies each sub‐
             tree rooted at that name; in this case the destination must be a
             directory.

*Note*-
     If path is not a full path name, it is interpreted relative to the login
     directory of the specified user ruser on rhost, or your current user name
     if no other remote user name is specified.  A path on a remote host may
     be quoted (using ‘\’, ‘"’, or ‘´’) so that the metacharacters are
     interpreted remotely.
     The rcp utility does not prompt for passwords; it performs remote 
     Execution via rsh, and requires the same authorization.
     The rcp utility handles third party copies, where neither source nor target files
     are on the current machine.
Command Arguments:
1. Each  filename  or  directory  argument is either a remote file name of the form- 
hostname : path  or a local file name 
(containing no “:” (colon) characters, or “/” (back- slash) before any “:” (colon) characters). 

2. If a  filename is not a full pathname, it is interpreted relative to your home directory on  hostname.

3. Hostnames may also take the form  username @ hostname : filename  

*Note*- To use  username  rather than the current local user’s name as the user name on the remote host,

use Internet domain addressing of the remote host, which  takes the form:
 username @ host.domain : filename  

which specifies the user name to be used, the host name, and the domain in which that host resides. 

4. File names that are not full pathnames will be interpreted relative to the home directory of the user named  username  on the remote host.
Example: Copy all PDF files in the present working directory to the directory lhotse.up.edu/koretsky/acrobat, retaining the same file permissions:

$  rcp –p *.pdf lhotse.up.edu:/koretsky/acrobat
rlogin—Remote login
Syntax:    rlogin [ -L ] [ -8 ] [ -e c  ] [ -l  username  ]  hostname 
Purpose: Connect via network connection to a remote host
Output:    After the user supplies a password, a new login session begins in the console window
Options and Option Arguments:
-L
Allow the session to be run in “litout” mode

-8
Pass 8-bit data instead of 7-bit data across the network

-e  c     Specify a different escape character,  c , for the line used to disconnect from the remote host

-l  username       Specify a different  username  for the remote login; if this option is not used,
                          the remote username used is the same as the user s local username.
Command Arguments:
hostname 
Listed in the  hosts  database, which may be contained in the /etc/hosts file, the Network Information Service (NIS) hosts map, the Internet domain name server, or a combination of these locations. Each host has one official name (the first name in the database entry) and, optionally, one or more nicknames. Either official host names or nicknames may be specified in  hostname .
Example:    Remote login user bobk on host upsun25:

% rlogin –l bobk upsun25
rm, unlink — remove directory entries
Syntax:     rm [-f | -i] [-dIPRrvWx] file ...
                 unlink file

Purpose:
     The rm utility attempts to remove the non-directory type files specified
     on the command line.  If the permissions of the file do not permit writing,
     and the standard input device is a terminal, the user is prompted
     (on the standard error output) for confirmation.
Output: Removed or unlinked files.
Options and Option Arguments:
     -d      Attempt to remove directories as well as other types of files.
     -f      Attempt to remove the files without prompting for confirmation,
             regardless of the file's permissions.  If the file does not
             exist, do not display a diagnostic message or modify the exit
             status to reflect an error.  The -f option overrides any previous
             -i options.
     -i      Request confirmation before attempting to remove each file,
             regardless of the file's permissions, or whether or not the standard
             input device is a terminal.  The -i option overrides any
             previous -f options.
     -I      Request confirmation once if more than three files are being
             removed or if a directory is being recursively removed.  This is
             a far less intrusive option than -i yet provides almost the same
             level of protection against mistakes.
     -P      Overwrite regular files before deleting them.  Files are over‐
             written three times, first with the byte pattern 0xff, then 0x00,
             and then 0xff again, before they are deleted.  Files with multiple
             links will not be overwritten nor deleted and a warning will
             be issued.  If the -f option is specified, files with multiple
             links will also be overwritten and deleted.  No warning will be
             issued.

*Note*- The -P flag is not considered a security feature!
             Specifying this flag for a read only file will cause rm to generate
             an error message and exit.  The file will not be removed or
             overwritten.
     -R      Attempt to remove the file hierarchy rooted in each file argu‐
             ment.  The -R option implies the -d option.  If the -i option is
             specified, the user is prompted for confirmation before each
             directory's contents are processed (as well as before the attempt
             is made to remove the directory).  If the user does not respond
             affirmatively, the file hierarchy rooted in that directory is
             skipped.
     -r      Equivalent to -R.
     -v      Be verbose when deleting files, showing them as they are removed.
     -W      Attempt to undelete the named files.  Currently, this option can
             only be used to recover files covered by whiteouts in a union
             file system (see undelete).
     -x      When removing a hierarchy, do not cross mount points.

*Notes*- 
     1. The rm utility removes symbolic links, not the files referenced by the
     links. It is an error to attempt to remove the files /, . or ...
     2. When the utility is called as unlink, only one argument, which must not
     be a directory, may be supplied.  No options may be supplied in this simple
     mode of operation, which performs an unlink operation on the
     passed argument.

     3. The rm command uses getopt(3) to parse its arguments, which allows it to
     accept the ‘--’ option which will cause it to stop processing flag
     options at that point.  This will allow the removal of file names that
     begin with a dash (‘-’).  For example:
     $ rm -- -filename
     4. The same behavior can be obtained by using an absolute or relative path
     reference.  For example:
           $ rm /home/user/-filename
           $ rm ./-filename
     5. When -P is specified with -f the file will be overwritten and removed
     even if it has hard links.
Command Arguments:

file …           Files to be unlinked or removed.
Examples:
Recursively remove all files contained within the foobar directory hierarchy:
           $ rm -rf foobar
Either of these commands will remove the file -f:
           $ rm -- -f
           $ rm ./-f
Delete all files in directory /usr/local/help that end in the extension .pdf: 
           $ rm/usr/local/help/*.pdf
From the present working directory, delete all files contained in as well as the non-empty directory named fish, plus all sub-directories below fish, and all files in those sub-directories:
           $ rm -r fish
Do the same thing as the previous example, but prompt the user before deletion of each file and directory:
           $ rm -ir fish
rmdir—Remove directories
Syntax:    rmdir [-ps]  dirname ...
Purpose: Delete the empty directories specified from the parent directory; to delete non- empty directories, see the rm -r command
Output:  With no options set, the mdir command removes empty directories with no confirmation. If  dirname  does not exist, an error message is generated. Directories will be processed in the order specified. If a directory and a subdirectory of that directory are specified in a single invocation of rmdir, the subdirectory must be specified before the parent directory so that the parent directory will be empty when rmdir tries to remove it.
Options and Option Arguments:
-p
Allow user to remove the directory  dirname  and its parent directories that
            become empty. A message is printed on stderr about whether the whole path is
            removed or part of the path remains for some reason.

-s
Suppress the message printed on stderr when -p is in effect
Command Arguments:
dirname … 
Pathname(s) of an empty directory to be removed
Examples:
Delete the empty directory catfish:

$ rmdir catfish  

From the present working directory, delete all files contained in as well as the

non-empty directory named fish, plus all sub-directories below fish, and all files in those sub-directories:

$ rm –r fish
Do the same thing as the previous example, but prompt the user before deletion of each file and directory:

$ rm –ir fish
rsh—Remote shell
Syntax:    rsh [ -n ] [ -l  username  ]  hostname   command 
                 rsh  hostname  [ -n ] [ -l  username  ]  command 
Purpose: Execute a command on a remote host computer
Output:  The rsh command connects to the specified  hostname  and executes the specified  command ; rsh copies its stdin to the remote command, stdout of the remote command to its standard output, and stderr of the remote command to its stderr. Interrupt, quit, and terminate signals are propagated to the remote command; rsh normally terminates when the remote command does. If the local user omits  command , instead of executing a single command, rsh logs the user onto the remote host, using rlogin.
Options and Option Arguments:
-l  username 
Use  username  as the remote user name instead
                        of the user s local user name. In the absence of this option, 
                        the remote user name is the same as the local user name.

-n
Redirect the input of rsh to /dev/null; needed to avoid conflicts between rsh and the
           shell that invokes  it
Command Arguments:
 username 
The local user s user name
 hostname 
Name of the remote host computer the local user wants to execute  command  on
 command 
Command the local user wants to execute
Example:  

Remote login to the computer lhotse.up.edu with the login name koretsky:

$ rsh –l bobk upsun25
rsync -  Remote file copy, synchronize file trees across local disks, directories or across a network.
Syntax:
 Local file to Local file:
      rsync [option]... Source [Source]... Dest
 Local to Remote:
      rsync [option]... Source [Source]... [user@]host:Dest   #
      rsync [option...] [user@]host::Source... [Dest]
      rsync [option...] rsync://[user@]host[:PORT]/Source... [Dest]
 Remote to Local:
      rsync [option]... [user@]host:Source... [Dest]          #
      rsync [option]... [user@]host::Dest
      rsync [option]... rsync://[user@]host[:PORT]/Dest
note-
 # = via remote shell rather than the rsync daemon
Purpose:

rsync is a program that behaves in much the same way as rcp , but has many more options and uses. The rsync remote-update protocol greatly speeds up file transfers when the destination file already exists. rsync is widely used for backups and mirroring and as an improved copy command for ordinary, non-root users.
rsync finds files that need to be transferred using a "quick check" algorithm that looks for files that have changed in size or in last-modified time. Any changes in the other preserved attributes (as requested by options) are made on the destination file directly when the quick check indicates that the file s data does not need to be updated. 
Output:
Local or remote copied files and file structures.

Options and Option Arguments:
What to copy:
 -r, --recursive             recurse into directories
 -R, --relative              use relative path names
 --exclude=PATTERN       Exclude files matching PATTERN
 --exclude-from=FILE     Read exclude patterns from FILE
 -I, --ignore-times          Don t exclude files that match length and time
 --size-only             only use file size when determining if a file should be transferred
 --modify-window=NUM     Timestamp window (seconds) for file match (default=0)
 --include=PATTERN       Don t exclude files matching PATTERN
 --include-from=FILE     Read include patterns from FILE

How to copy it:

-n, --dry-run               Perform a trial run with no changes made

-l, --links                 Copy symlinks as symlinks

-L, --copy-links            Transform symlink into referent file/dir
 --copy-unsafe-links     Only "unsafe" symlinks are transformed
 --safe-links            Ignore links outside the destination tree

-H, --hard-links            Preserve hard links

-D, --devices               Preserve devices (super-user only)

-g, --group                 Preserve group

-o, --owner                 Preserve owner (super-user only)

-p, --perms                 Preserve permissions

-t, --times                 Preserve times

-S, --sparse                Handle sparse files efficiently

-x, --one-file-system       Don t cross filesystem boundaries

-B, --block-size=SIZE       Force a fixed checksum block-size (default 700)

-e, --rsh=COMMAND           Specify rsh replacement

--rsync-path=PATH       Specify path to rsync on the remote machine

--numeric-ids           Don t map uid/gid values by user/group name

--timeout=TIME          Set IO timeout in seconds

-W, --whole-file            Copy whole files, no incremental checks

Destination options:

-a, --archive               Archive mode

-b, --backup                Make backups (see --suffix & --backup-dir)

--backup-dir=DIR        Make backups into this directory

--suffix=SUFFIX         Override backup suffix

-z, --compress              Compress file data during the transfer

-c, --checksum              Skip based on checksum, not mod-time & size

-C, --cvs-exclude           Auto ignore files in the same way CVS does

--existing              Only update files that already exist

--delete                Delete files that don t exist on the sending side

--delete-excluded       also delete excluded files on the receiving side

--delete-after          Receiver deletes after transfer, not during

--force                 Force deletion of directories even if not empty

--ignore-errors         Delete even if there are IO errors

--max-delete=NUM        Don t delete more than NUM files --log-format=FORMAT       
                                        Log file transfers using specified format

--partial               Keep partially transferred files

--progress              Show progress during transfer

-P                          equivalent to --partial --progress

--stats                 Give some file transfer stats

-T  --temp-dir=DIR          Create temporary files in directory DIR

--compare-dest=DIR      also compare destination files relative to DIR

-u, --update                update only (don t overwrite newer files)

Other Options:

--address=ADDRESS       bind to the specified address
 --blocking-io           Use blocking IO for the remote shell
 --bwlimit=KBPS          Limit I/O bandwidth, KBytes per second
 --config=FILE           Specify alternate rsyncd.conf file
 --daemon                Run as a rsync daemon
 --no-detach             Do not detach from the parent

--password-file=FILE    Get password from FILE

--port=PORT             Specify alternate rsyncd port number

-f, --read-batch=FILE       Read batch file

-F, --write-batch           Write batch file

--version               Print version number

-v, --verbose               Increase verbosity

-q, --quiet                 Decrease verbosity

-4, --ipv4                  Prefer IPv4

-6, --ipv6                  Prefer IPv6

-h, --help                  show this help screen

Command Arguments:

Source     What you want to backup or remote copy.
Dest         Where you want to back it up to or copy it to.

Examples:

*Note*- You must specify a source and a destination, one of which may be remote.


The following transfers all files matching the pattern *.c from the current directory to the directory src on the machine foo. If any of the files already exist on the remote system then the rsync remote-update protocol is used to update the file by sending only the differences.

% rsync -t *.c foo:src/

 The following recursively transfer all files from the directory src/bar on the machine foo into the /data/tmp/bar directory on the local machine. 
The files are transferred in "archive" mode, which ensures that symbolic links, devices, attributes, permissions, ownerships etc are preserved in the transfer. 
Additionally, compression will be used to reduce the size of data portions of the transfer.
% rsync -avz foo:src/bar /data/tmp

Putting a trailing slash on the source changes this behavior to transfer all files from the directory src/bar on the machine foo into the /data/tmp/. 
A trailing / on a source name means "copy the contents of this directory". Without a trailing slash it means "copy the directory". 
This difference becomes particularly important when using the --delete option.
% rsync -avz foo:src/bar/ /data/tmp

You can also use rsync in local-only mode, where both the source and destination don t have a  :  in the name. In this case it behaves like an improved copy command.
The following would list all the anonymous rsync modules available on the host somehost.mydomain.com.
% rsync somehost.mydomain.com::

To backup the home directory using a cron job: 
% rsync -Cavz . ss64:backup



ruptime—Show host status of local machines
Syntax:    ruptime [ -alrtu ]
Purpose: Give a status line display, showing each machine on the local network; formed from packets broadcast by each host on the network once a minute
Output: Machines for which no status report has been received for 5 min are shown as being down. Normally, the listing is sorted by host name, but this order can be changed by specifying one of the options.
Options and Option Arguments:
-a
Count even those users who have been idle for 1 hr or more

-l
Sort display by load average

-r
Reverse sorting order

-t
Sort display by up time

-u
Sort display by number of users
Command Arguments:    None
Example:    

Display the uptime status of local area network machines sorted by number of users:

$ ruptime –u
rwho—Who is logged onto local machines
Syntax:    rwho [ -a ]
Purpose: Produce output similar to who, but for all machines on the network. If no report has been received from a machine for 5 min, rwho considers the machine to be down and does not report users last known to be logged onto that machine.
Output:  If a user has not typed to the system for 1 min or more, rwho reports this idle time. If a user has not typed to the system for 1 hr or more, the user is omitted from the output of rwho unless the -a flag is given.
Options and Option Arguments:
-a
Report all users, regardless of whether they have typed to the system during the past hour
Command Arguments:    None
Example:  

Display usernames logged-on to the local area network machines:

$ rwho
scp—Secure copy (remote file copy program)
Syntax:    scp [-pqrvBC46][-F ssh_config][-S program][-P port] [-c cipher] 
                       [-i identity_file][-o ssh_option] [[user@]host1:]file1[…] [[user@]host2:]file2[…]

Purpose:   scp copies files between hosts on a network. It uses ssh for data transfer, and uses the same authentication and provides the same security as ssh. Unlike rcp, scp will ask for passwords or passphrases if they are needed for authenti-cation. Any file name may contain a host and user specification to indicate that the file is to be copied to/from that host. Copies between two remote hosts are permitted.
Output: Copied files on a remote host.
Option and Option Arguments:
-c cipher
 Selects the cipher to use for encrypting the data transfer. This option is directly passed to ssh.

-i identity_file
 Selects the file from which the identity (private key) for RSA authentication is read. 
                         This option is directly passed to ssh.

-p
Preserves modification times, access times, and modes from the original file.

-r
Recursively copy entire directories.

-v
Verbose mode.  Causes scp and ssh to print debugging messages about their progress.  
            This is helpful in debugging connection, authentication, and configuration problems.

-B
Selects batch mode (prevents asking for passwords or passphrases).

-q
Disables the progress meter.

-C
Compression enable.  Passes the -C flag to ssh to enable compression.

-F ssh_config
Specifies an alternative per-user configuration file for ssh. This option is directly passed to ssh.

-P port
            Specifies the port to connect to on the remote host.
                        Note that this option is written with a capital `P , because -p is already reserved for
                        preserving the times and modes of the file in rcp.

-S program
Name of program to use for the encrypted connection. 
                        The program must understand ssh options.

-o ssh_option
Can be used to pass options to ssh in the format used in ssh_config.  
                        This is useful for specifying options for which there is no separate scp 
                        command-line flag. For example, forcing the use of pro- tocol version 1
                        is specified using scp -o Protocol=1.

-4
Forces scp to use IPv4 addresses only.

-6
Forces scp to use IPv6 addresses only.
Command Arguments:
file1[…],file2[…]
Source and destination file(s) on local and remote machines.
Examples:  Copies a local file named forwarding to the remote host lhotse.up.edu as for- ward, in verbose mode:

$ scp –v forwarding lhotse.up.edu forward
sed—Stream editor
Syntax:   sed [ -n ] [ -e  script  ] ... [ -f  script file  ] ... [  script  ] [  file ... ]
Purpose: Read one or more text files and make editing changes according to a script of editing commands. The script is obtained from either the  script  option argument string or a combination of the option arguments from the e  script  and -f  script file  options.
Output:  Write editing changes to stdout
Options and Option Arguments:
-e  script        The  script  argument is an edit command for sed; if there is just one
                      -e option and no -f option, the flag -e may be omitted.

-f  script file 
Take the script from  script file , which consists of editing commands, one per line

-n
            Suppress the default output
Command Arguments:
file …
  Pathname(s) of a file(s) whose contents will be read and edited.
              If multiple file  operands are specified, named files will be read in the order
              specified and the concatenation will be edited. If no  file  operands are specified, stdin will be used.
script 
A string to be used as the script of editing com- mands. The application must not
            present a  script  that violates the restrictions of a text file except that the final character 
            need not be a newline character.
Example:   

Read script file named dos, and apply it to edit the file windows.txt:

$ sed –f dos windows.txt
Display on stdout using the p command, all lines in a file named book that contain the word "UNIX":

$ sed  /UNIX/ p  book
setfacl - set ACL information
Syntax:
              setfacl [-bdhkn] [-a position entries] [-m entries] [-M file]
             [-x entries | position] [-X file] [file ...]

Purpose:
     The setfacl utility sets discretionary access control information on the
     specified file(s).  If no files are specified, or the list consists of
     the only ‘-‘ , the file names are taken from the standard input. 
     Also used in conjunction with the getfacl command.
Output: Modified ACL specifications.
Options and Option Arguments:
     -a position entries
             Modify the ACL on the specified files by inserting new ACL
             entries specified in entries, starting at position position,
             counting from zero.  This option is only applicable to NFSv4
             ACLs.
     -b      Remove all ACL entries except for the three required entries
             (POSIX.1e ACLs) or six "canonical" entries (NFSv4 ACLs).  If the
             POSIX.1e ACL contains a â€œmaskâ€� entry, the permissions of the
             “group” entry in the resulting ACL will be set to the permission
             associated with both the “group” and “mask” entries of the cur-
             rent ACL.
     -d      The operations apply to the default ACL entries instead of access
             ACL entries.  Currently only directories may have default ACL's.
             This option is not applicable to NFSv4 ACLs.
     -h      If the target of the operation is a symbolic link, perform the
             operation on the symbolic link itself, rather than following the
             link.
     -k      Delete any default ACL entries on the specified files.  It is not
             considered an error if the specified files do not have any
             default ACL entries.  An error will be reported if any of the
             specified files cannot have a default entry (i.e. non-directo-
             ries).  This option is not applicable to NFSv4 ACLs.
     -m entries
             Modify the ACL on the specified file.  New entries will be added,
             and existing entries will be modified according to the entries
             argument.  For NFSv4 ACLs, it is recommended to use the -a and -x
             options instead.
     -M file
             Modify the ACL entries on the specified files by adding new ACL
             entries and modifying existing ACL entries with the ACL entries
             specified in the file file.  If file is -, the input is taken
             from stdin.
     -n      Do not recalculate the permissions associated with the ACL mask
             entry.  This option is not applicable to NFSv4 ACLs.
     -x entries | position
             If entries is specified, remove the ACL entries specified there
             from the access or default ACL of the specified files.  Other-
             wise, remove entry at index position, counting from zero.
     -X file
             Remove the ACL entries specified in the file file from the access
             or default ACL of the specified files.

     The above options are evaluated in the order that they appear on the command-
     line.

POSIX.1e ACL ENTRIES
     A POSIX.1E ACL entry contains three colon-separated fields: an ACL tag,
     an ACL qualifier, and discretionary access permissions as follows-
     ACL tag
             The ACL tag specifies the ACL entry type and consists of one of
             the following: “user” or ‘u’ specifying the access granted to the
             owner of the file or a specified user; "group" or "g" specifying
             the access granted to the file owning group or a specified group;
             "other" or "o" specifying the access granted to any process that
             does not match any user or group ACL entry; "mask" or "m" speci-
             fying the maximum access granted to any ACL entry except the
             "user" ACL entry for the file owner and the "other" ACL entry.
     ACL qualifier
             The ACL qualifier field describes the user or group associated
             with the ACL entry.  It may consist of one of the following: uid
             or user name, gid or group name, or empty.  For "user" ACL
             entries, an empty field specifies access granted to the file
             owner.  For "group" ACL entries, an empty field specifies access
             granted to the file owning group.  "mask" and "other" ACL entries
             do not use this field.
     access permissions
             The access permissions field contains up to one of each of the
             following: "r", "w", and "x" to set read, write, and execute per-
             missions, respectively.  Each of these may be excluded or
             replaced with a "-" character to indicate no access.

     A "mask" ACL entry is required on a file with any ACL entries other than
     the default "user", "group", and "other" ACL entries.  If the -n option
     is not specified and no "mask" ACL entry was specified, the setfacl util-
     ity will apply a "mask" ACL entry consisting of the union of the permis-
     sions associated with all "group" ACL entries in the resulting ACL.

     Traditional POSIX interfaces acting on file system object modes have mod"
     ified semantics in the presence of POSIX.1e extended ACLs.  When a mask
     entry is present on the access ACL of an object, the mask entry is sub"
     stituted for the group bits; this occurs in programs such as stat or
     ls.  When the mode is modified on an object that has a mask entry, the
     changes applied to the group bits will actually be applied to the mask
     entry.  These semantics provide for greater application compatibility:
     applications modifying the mode instead of the ACL will see conservative
     behavior, limiting the effective rights granted by all of the additional
     user and group entries; this occurs in programs such as chmod.

     ACL entries applied from a file using the -M or -X options shall be of
     the following form: one ACL entry per line, as previously specified;
     whitespace is ignored; any text after a "#" is ignored (comments).

     When POSIX.1e ACL entries are evaluated, the access check algorithm
     checks the ACL entries in the following order: file owner, "user" ACL
     entries, file owning group, "group" ACL entries, and "other" ACL entry.

     Multiple ACL entries specified on the command line are separated by com-
     mas.

     It is possible for files and directories to inherit ACL entries from
     their parent directory.  This is accomplished through the use of the
     default ACL.  It should be noted that before you can specify a default
     ACL, the mandatory ACL entries for user, group, other and mask must be
     set.  For more details see the examples below.  Default ACLs can be cre-
     ated by using -d.

NFSv4 ACL ENTRIES
     An NFSv4 ACL entry contains four or five colon-separated fields: an ACL
     tag, an ACL qualifier (only for "user" and "group" tags), discretionary
     access permissions, ACL inheritance flags, and ACL type, as follows-
     ACL tag
             The ACL tag specifies the ACL entry type and consists of one of
             the following: "user" or "u" specifying the access granted to the
             specified user; "group" or "g" specifying the access granted to
             the specified group; "owner@" specifying the access granted to
             the owner of the file; "group@" specifying the access granted to
             the file owning group; "everyone@" specifying everyone.  Note
             that "everyone@" is not the same as traditional Unix "other" - it
             means, literally, everyone, including file owner and owning
             group.
     ACL qualifier
             The ACL qualifier field describes the user or group associated
             with the ACL entry.  It may consist of one of the following: uid
             or user name, or gid or group name.  In entries whose tag type is
             one of "owner@", "group@", or "everyone@", this 
             field is omitted altogether, including the trailing comma.
     access permissions
             Access permissions may be specified in either short or long form.
             Short and long forms may not be mixed.  Permissions in long form
             are separated by the "/" character; in short form, they are con"
             catenated together.  Valid permissions are:
             Short       Long
             r           read_data
             w           write_data
             x           execute
             p           append_data
             D           delete_child
             d           delete
             a           read_attributes
             A           write_attributes
             R           read_xattr
             W           write_xattr
             c           read_acl
             C           write_acl
             o           write_owner
             s           synchronize

             In addition, the following permission sets may be used:

             Set                Permissions
             full_set         all permissions, as shown above
             modify_set   all permissions except write_acl and write_owner
             read_set       read_data, read_attributes, read_xattr and read_acl
             write_set     write_data, append_data, write_attributes and
                                 write_xattr

     ACL inheritance flags
             Inheritance flags may be specified in either short or long form.
             Short and long forms may not be mixed.  Access flags in long form
             are separated by the "/" character; in short form, they are con-
             catenated together.  Valid inheritance flags are:
             Short  Long
             f      file_inherit
             d      dir_inherit
             i      inherit_only
             n      no_propagate

             Inheritance flags may be only set on directories.

     ACL type
             The ACL type field is either "allow" or "deny".

     ACL entries applied from a file using the -M or -X options shall be of
     the following form: one ACL entry per line, as previously specified;
     whitespace is ignored; any text after a "#" is ignored (comments).
     NFSv4 ACL entries are evaluated in their visible order.
     Multiple ACL entries specified on the command line are separated by com"
     mas.
     Note that the file owner is always granted the read_acl, write_acl,
     read_attributes, and write_attributes permissions, even if the ACL would
     deny it.

Command Argumnts: 

file …         Target(s) of the ACL specification being executed.
Examples:
1.
          # setfacl -d -m u::rwx,g::rx,o::rx,mask::rwx dir
          # setfacl -d -m g:admins:rwx dir
     The first command sets the mandatory elements of the POSIX.1e default
     ACL.  The second command specifies that users in the group admins can have
     read, write, and execute permissions for directory named "dir".  It
     should be noted that any files or directories created underneath dir
     will inherit these default ACLs upon creation.

2.
          # setfacl -m u::rwx,g:mail:rw file
     Sets read, write, and execute permissions for the file owner's POSIX.1e
     ACL entry and read and write permissions for group mail on file.

3.
           # setfacl -m owner@:rwxp::allow,g:mail:rwp::allow file
     Semantically equal to the example above, but for NFSv4 ACL.

4.
           # setfacl -M file1 file2
     Sets/updates the ACL entries contained in file1 on file2.

5.
          # setfacl -x g:mail:rw file
     Remove the group mail POSIX.1e ACL entry containing read/write permis-
     sions from file.

6.
           # setfacl -x0 file
     Remove the first entry from the NFSv4 ACL from file.

7.
           # setfacl -bn file
     Remove all “access” ACL entries except for the three required from file.

8.
           # getfacl file1 | setfacl -b -n -M - file2
     Copy ACL entries from file1 to file2.

sftp—Secure shell file transfer program
Syntax:    sftp[-vC1][-b batchfile][-o ssh_option][-s subsystem of sftp_server]
                       [-B buffer_size][-F ssh_config][-P sftp_server path][-R num_requests][-S program]host
                 sftp [[user@]host[:file [file]]] 
                 sftp [[user@]host[:dir[/]]]
Purpose: sftp is an interactive file transfer program, similar to ftp, which performs all operations over an encrypted ssh transport. It may also use many features of ssh, such as public key authentication and compression. sftp connects and logs into the specified host, then enters an interactive command mode.

The second syntax format shown above will retrieve files automatically if a non-interactive authentication method is used; otherwise it will do so after successful interactive authentication.

The third syntax format above allows the sftp client to start in a remote directory.
Output: Files transferred between local and remote machine.
Options and Option Arguments:
-b batchfile
Batch mode reads a series of commands from an input batchfile 
                        instead of stdin. Since it lacks user interaction it should be used in conjunction with
                        non-interactive authentication.
                        sftp will abort if any of the following commands fail: get, put, rename, ln, rm, mkdir, chdir, lchdir and lmkdir.

-o ssh_option
Can be used to pass options to ssh in the format used in ssh_config. 
                       This is useful for specifying options for which there is no separate sftp command- line flag.  
                       For example, to specify an alternate port use: sftp -oPort=24.

-s subsystem | sftp_server
Specifies the SSH2 subsystem or the path for an sftp server
                                                on the remote host. A path is useful for using sftp over protocol version 1, 
                                                or when the remote sshd does not have an sftp subsystem configured.

-v
Raise logging level. This option is also passed to ssh.

-B buffer_size
Specify  the size of the buffer that sftp uses when transferring files. 
                        Larger buffers require fewer round trips at the cost of higher memory
                        consumption. The default is 32768 bytes.

-C
Enables compression (via ssh s -C flag).

-F ssh_config
Specifies an alternative per-user configuration file for ssh. This option is directly passed to ssh.

-P sftp_server path
Connect directly to a local sftp-server (rather than via ssh) 
                                    This option may be useful in  debugging the client and server.

-R num_requests
Specify how many requests may be outstanding at any one time. 
                                    Increasing this may slightly improve file transfer speed but will increase
                                    memory usage. The default is 16 outstanding requests.

-S program
Name of the program to use for the encrypted connection. 
                        The program must understand ssh options.

-1
Specify the use of protocol version 1.

Interactive Commands:
Once in interactive mode, sftp understands a set of commands similar to those of ftp. Commands are case insensitive and pathnames may be enclosed in quotes if they contain spaces.

bye
                        Quit sftp.

lcd path
            Change local directory to path.

chgrp grp path
            Change group of file path to grp. grp must be a numeric GID.

chmod mode path
Change permissions of file path to mode.

chown own path
Change owner of file path to own. own must be a numeric UID.

exit
                        Quit sftp.

get [flags] remote-
Retrieve the remote-path and store it on the

path [local-path] local machine.  If the local path name is not specified, 
                                                     it is given the same name it has on the remote machine. 
                                                     If the -P flag is specified, then the file s full permission and
                                                     access time are copied too.

help
                         Display help text.

lls [ls-options [path]]   Display local directory listing of either path or current directory if path is not specified.

lmkdir path
            Create local directory specified by path.

ln oldpath newpath
Create a symbolic link from oldpath to newpath.

lpwd
                        Print local working directory.

ls [path]
           Display remote directory listing of either path or current directory
                                   if path is not specified.

lumask umask
           Set local umask to umask.

mkdir path
           Create remote directory specified by path.

put [flags] local-path [local-path]-  Upload local-path and store it on the remote path [local-path] machine. 
                                                         If the remote path name is not specified, it is given the same name
                                                         it has on the local machine.
                                                         If the -P flag is specified, then the file s full permission and access 
                                                         time are copied too.

pwd
                       Display remote working directory.

quit
                       Quit sftp.

rename oldpath newpath
Rename remote file from oldpath to newpath.

rmdir path
           Remove remote directory specified by path.

rm path
           Delete remote file specified by path.

symlink oldpath  newpath       Create a symbolic link from oldpath to newpath. 

!command
           Execute command in local shell.

!
                       Escape to local shell.

?
                       Same as  help.
Command Arguments:
host
Host name of the computer you want to establish an ftp connection with.
user@host
Username and hostname of the computer you want to establish an ftp connection with.
Examples:   Start an interactive sftp session with the host lhotse.up.edu, and then retrieve the file guest from that host into the current working directory on your local host:

$ sftp lhotse.up.edu
> get guest
Sends a file named list from the present working directory to the remote host

$ lhotse.up.edu:sftp list lhotse.up.edu

sleep—Create a process that waits a specified time
Syntax:   sleep  time 
Purpose:  Suspend the process that executes sleep for the  time  specified 
Output:    Used in shell scripts, process is in the wait state for specified time 
Options and Option Arguments:  None
Command Arguments:
 time 
Interval specified in seconds
Example:   Create a process running in the background that reminds you to wake up in 16 seconds:

$ sleep 16; echo "Wake UP" &
sort—Sort, merge, or sequence check text files
Syntax:     sort [ -cmu ] [ -o  output  ] [ -T  directory  ] [ -y [  kmem  ]] 
                         [ -dfiMnr ] [ -b ] [ t  char  ] [ -k  keydef  ] [  file ...]
Purpose: Sort the lines in  file , usually in alphabetical order. Comparisons are based on one or more sort keys extracted from each line of input. By default, there is one sort key: the entire input line. Lines are ordered according to a collating sequence.
Output:   Files are sorted and merged; then sort writes the result to stdout.
Options and Option Arguments:
-c
            Check that the single input file is ordered as specified by the arguments and the 
                        collating sequence in effect.

-m
            Merge only; the input files are considered to be already sorted.

-u
            Unique; suppress all but one in each set of lines hav- ing equal keys

-o  output 
Specify name of an output file to be used instead of stdout

-T  directory 
Place temporary files in  directory 

-y  kmem 
Amount of main memory initially used by sort; if  kmem  is present, 
                        sort will start using that number of kilobytes of memory.

The following options override the default ordering rules. When ordering options appear independently of any key field specifications, the requested field ordering rules are applied globally to all sort keys:

-d
“Dictionary” order: only letters, digits, and blanks (<spaces> and <Tabs>) are 
             significant in comparisons

-f
Fold lowercase letters into uppercase letters

-i
Ignore nonprintable characters

-M
Compare as months. The first three nonblank characters of the field are folded to
            uppercase and compared

-n
Restrict the sort key to an initial numeric string, consisting of optional blank 
            characters, optional minus sign, and zero or more digits with an optional radix 
            character and thousands separators (as de- fined in the current locale), 
            which will be sorted by arithmetic value.

-r
Reverse the sense of comparisons

The treatment of field separators can be altered by using the following options:

-b
Ignore leading blank characters when determining the starting and ending 
            positions of a restricted sort key

-t  char 
Use  char  as the field separator character

Sort keys can be specified by using the following options.

-k  keydef 
Restricted sort key field definition with format defined as: -k  field start  
                        [  type  ] [  field end   [  type  ] ]
Command Arguments:
 file 
Pathname of a file to be sorted, merged, or checked; if no  file  operands are 
            specified or if a  file  operand is -, stdin will be used.
Example:    

Alphabetize a file of words named "words", remove duplicate instances, and print the frequency of each on stdout:

$ sort –fd words | uniq –c
spell—Report spelling errors
Syntax:     spell [ -bilvx ] [ + local file  ] [  file ]...
Purpose: Collect words from the named  file s and look them up in a spelling list. Words that neither occur among nor are derivable (by applying certain inflections, pre- fixes, or suffixes) from words in the spelling list are written to stdout.
Output:    Misspelled words at stdout
Options and Option Arguments:
-b
Check British spelling

-i
Cause deroff to ignore .so and .nx commands

-l
Follow the chains of  all  included files

-v
Print all words not literally in the spelling list, as well as plausible derivations from
            the words in the spelling list

-x
Print every plausible stem, one per line, with = pre- ceding each word

+ local file 
Specify a set of words that are correct spellings (in addition to spell s own spelling list) 
                       for each job. A user-provided file,  local file , contains a sorted list of words, one per line.
Command Arguments:
 file 
Pathname of a text file to check for spelling errors; if no files are named, words
            are collected from stdin.
Example:   Check the spelling of words in a file named quotes.txt and output the mis- spellings into a file named missed;

$ spell quotes.txt > missed
ssh — OpenSSH SSH client (remote login program)
Syntax:
     ssh [-1246AaCfgKkMNnqsTtVvXxYy] [-b bind_address] [-c cipher_spec]
         [-D [bind_address:]port] [-E log_file] [-e escape_char]
         [-F configfile] [-I pkcs11] [-i identity_file]
         [-L [bind_address:]port:host:hostport] [-l login_name] [-m mac_spec]
         [-O ctl_cmd] [-o option] [-p port]
         [-R [bind_address:]port:host:hostport] [-S ctl_path] [-W host:port]
         [-w local_tun[:remote_tun]] [user@]hostname [command]
     ssh -Q protocol_feature

Purpose:
     ssh (SSH client) is a program for logging into a remote machine and for
     executing commands on a remote machine.  It is intended to replace rlogin
     and rsh, and provide secure encrypted communications between two
     untrusted hosts over an insecure network.  X11 connections and arbitrary
     TCP ports can also be forwarded over the secure channel.
     ssh connects and logs into the specified hostname (with optional user
     name).  The user must prove her identity to the remote machine using
     one of several methods depending on the protocol version used (see
     below).
     If command is specified, it is executed on the remote host instead of a
     login shell.
Output: A remote connection over a secure channel to a host on a network or the Internet. 
Options and Option Arguments:
     -1      Forces ssh to try protocol version 1 only.
     -2      Forces ssh to try protocol version 2 only.
     -4      Forces ssh to use IPv4 addresses only.
     -6      Forces ssh to use IPv6 addresses only.
     -A      Enables forwarding of the authentication agent connection.  This
             can also be specified on a per-host basis in a configuration
             file. Agent forwarding should be enabled with caution!  
     -a      Disables forwarding of the authentication agent connection.
     -b bind_address
             Use bind_address on the local machine as the source address of
             the connection.  Only useful on systems with more than one
             address.
     -C      Requests compression of all data (including stdin, stdout,
             stderr, and data for forwarded X11 and TCP connections).  
     -c cipher_spec
             Selects the cipher specification for encrypting the session.
             For protocol version 2, cipher_spec is a comma-separated list of
             ciphers listed in order of preference.  See the Ciphers keyword
             in ssh_config for more information.
     -D [bind_address:]port
             Specifies a local “dynamic” application-level port forwarding.
             This works by allocating a socket to listen to port on the local
             side, optionally bound to the specified bind_address.  Whenever a
             connection is made to this port, the connection is forwarded over
             the secure channel, and the application protocol is then used to
             determine where to connect to from the remote machine.  
             IPv6 addresses can be specified by enclosing the address in
             square brackets.  Only the superuser can forward privileged
             ports.  
     -E log_file
             Append debug logs to log_file instead of standard error.
     -e escape_char
             Sets the escape character for sessions with a pty (default: ‘~’).
             The escape character is only recognized at the beginning of a
             line.  The escape character followed by a dot (‘.’) closes the
             connection; followed by control-Z suspends the connection; and
             followed by itself sends the escape character once.  Setting the
             character to “none” disables any escapes and makes the session
             fully transparent.
     -F configfile
             Specifies an alternative per-user configuration file.  If a 
             configuration file is given on the command line, the system-wide
             configuration file (/etc/ssh/ssh_config) will be ignored.  The
             default for the per-user configuration file is ~/.ssh/config.
     -f      Requests ssh to go to background just before command execution.
             This is useful if ssh is going to ask for passwords or
             passphrases, but the user wants it in the background.  This
             implies -n.  The recommended way to start X11 programs at a
             remote site is with something like ssh -f host xterm.
     -g      Allows remote hosts to connect to local forwarded ports.
     -I pkcs11  Specify the PKCS#11 shared library ssh should use to communicate
                      with a PKCS#11 token providing the user's private RSA key.
     -i identity_file
             Selects a file from which the identity (private key) for public
             key authentication is read.  The default is ~/.ssh/id_dsa, ~/.ssh/id_ecdsa and
             ~/.ssh/id_rsa for protocol version 2.  Identity files may also be
             specified on a per-host basis in the configuration file.  It is
             possible to have multiple -i options (and multiple identities
             specified in configuration files).  ssh will also try to load
             certificate information from the filename obtained by appending
             -cert.pub to identity filenames.
     -K      Enables GSSAPI-based authentication and forwarding (delegation)
             of GSSAPI credentials to the server.
     -k      Disables forwarding (delegation) of GSSAPI credentials to the
             server.
     -L [bind_address:]port:host:hostport
             Specifies that the given port on the local (client) host is to be
             forwarded to the given host and port on the remote side.  This
             works by allocating a socket to listen to port on the local side,
             optionally bound to the specified bind_address.  Whenever a con‐
             nection is made to this port, the connection is forwarded over
             the secure channel, and a connection is made to host port
             hostport from the remote machine.  Port forwardings can also be
             specified in the configuration file.  IPv6 addresses can be spec‐
             ified by enclosing the address in square brackets.  Only the
             superuser can forward privileged ports.  By default, the local
             port is bound in accordance with the GatewayPorts setting.  How‐
             ever, an explicit bind_address may be used to bind the connection
             to a specific address.  The bind_address of “localhost” indicates
             that the listening port be bound for local use only, while an
             empty address or ‘*’ indicates that the port should be available
             from all interfaces.
     -l login_name
             Specifies the user to log in as on the remote machine.  This also
             may be specified on a per-host basis in the configuration file.
     -M      Places the ssh client into “master” mode for connection sharing.
             Multiple -M options places ssh into “master” mode with confirma‐
             tion required before slave connections are accepted.  Refer to
             the description of ControlMaster in ssh_config(5) for details.
     -m mac_spec
             Additionally, for protocol version 2 a comma-separated list of
             MAC (message authentication code) algorithms can be specified in
             order of preference.  See the MACs keyword for more information.
     -N      Do not execute a remote command.  This is useful for just forwarding 
               ports (protocol version 2 only).
     -n      Redirects stdin from /dev/null (actually, prevents reading from
             stdin).  This must be used when ssh is run in the background.  A
             common trick is to use this to run X11 programs on a remote
             machine.  For example, ssh -n shadows.cs.hut.fi emacs & will
             start an emacs on shadows.cs.hut.fi, and the X11 connection will
             be automatically forwarded over an encrypted channel.  The ssh
             program will be put in the background.  (This does not work if
             ssh needs to ask for a password or passphrase; see also the -f
             option.)
     -O ctl_cmd
             Control an active connection multiplexing master process.  When
             the -O option is specified, the ctl_cmd argument is interpreted
             and passed to the master process.  Valid commands are: “check”
             (check that the master process is running), “forward” (request
             forwardings without command execution), “cancel” (cancel forward‐
             ings), “exit” (request the master to exit), and “stop” (request
             the master to stop accepting further multiplexing requests).
     -o option
             Can be used to give options in the format used in the configuration
             file.  This is useful for specifying options for which there
             is no separate command-line flag.  
     -p port
             Port to connect to on the remote host.  This can be specified on
             a per-host basis in the configuration file.
     -Q protocol_feature
             Queries ssh for the algorithms supported for the specified ver‐
             sion 2 protocol_feature.  The queriable features are: “cipher”
             (supported symmetric ciphers), “MAC” (supported message integrity
             codes), “KEX” (key exchange algorithms), “key” (key types).  Pro‐
             tocol features are treated case-insensitively.
     -q      Quiet mode.  Causes most warning and diagnostic messages to be
             suppressed.
     -R [bind_address:]port:host:hostport
             Specifies that the given port on the remote (server) host is to
             be forwarded to the given host and port on the local side.  This
             works by allocating a socket to listen to port on the remote
             side, and whenever a connection is made to this port, the connec‐
             tion is forwarded over the secure channel, and a connection is
             made to host port hostport from the local machine.
                  -S ctl_path
             Specifies the location of a control socket for connection shar‐
             ing, or the string “none” to disable connection sharing.  Refer
             to the description of ControlPath and ControlMaster in
             ssh_config for details.
     -s      May be used to request invocation of a subsystem on the remote
             system.  Subsystems are a feature of the SSH2 protocol which
             facilitate the use of SSH as a secure transport for other appli‐
             cations (eg. sftp).  The subsystem is specified as the remote
             command.
     -T      Disable pseudo-tty allocation.
     -t      Force pseudo-tty allocation.  This can be used to execute arbi‐
             trary screen-based programs on a remote machine, which can be
             very useful, e.g. when implementing menu services.  Multiple -t
             options force tty allocation, even if ssh has no local tty.
     -V      Display the version number and exit.
     -v      Verbose mode.  Causes ssh to print debugging messages about its
             progress.  This is helpful in debugging connection, authentication
             and configuration problems.  Multiple -v options increase
             the verbosity.  The maximum is 3.
     -W host:port
             Requests that standard input and output on the client be forwarded
             to host on port over the secure channel.  Implies -N, -T,
             ExitOnForwardFailure and ClearAllForwardings.  Works with 
             Protocol version 2 only.
     -w local_tun[:remote_tun]
             Requests tunnel device forwarding with the specified tun(4)
             devices between the client (local_tun) and the server
             (remote_tun).
     -X      Enables X11 forwarding.  This can also be specified on a per-host
             basis in a configuration file.
             X11 forwarding should be enabled with caution.  Users with the
             ability to bypass file permissions on the remote host (for the
             user's X authorization database) can access the local X11 display
             through the forwarded connection.  An attacker may then be able
             to perform activities such as keystroke monitoring.

             For this reason, X11 forwarding is subjected to X11 SECURITY
             extension restrictions by default.  Please refer to the ssh -Y
             option and the ForwardX11Trusted directive in ssh_config(5) for
             more information.
     -x      Disables X11 forwarding.
     -Y      Enables trusted X11 forwarding.  Trusted X11 forwardings are not
             subjected to the X11 SECURITY extension controls.
     -y      Send log information using the syslog(3) system module.  By
             default this information is sent to stderr.
     ssh may additionally obtain configuration data from a per-user configura‐
     tion file and a system-wide configuration file.  The file format and con‐
     figuration options are described in ssh_config(5).

X11 FORWARDING
     If the ForwardX11 variable is set to “yes” (or see the description of the
     -X, -x, and -Y options above) and the user is using X11 (the DISPLAY
     environment variable is set), the connection to the X11 display is auto‐
     matically forwarded to the remote side in such a way that any X11 pro‐
     grams started from the shell (or command) will go through the encrypted
     channel, and the connection to the real X server will be made from the
     local machine.  The user should not manually set DISPLAY.  Forwarding of
     X11 connections can be configured on the command line or in configuration
     files.

     The DISPLAY value set by ssh will point to the server machine, but with a
     display number greater than zero.  This is normal, and happens because
     ssh creates a “proxy” X server on the server machine for forwarding the
     connections over the encrypted channel.

     ssh will also automatically set up Xauthority data on the server machine.
     For this purpose, it will generate a random authorization cookie, store
     it in Xauthority on the server, and verify that any forwarded connections
     carry this cookie and replace it by the real cookie when the connection
     is opened.  The real authentication cookie is never sent to the server
     machine (and no cookies are sent in the plain).

     If the ForwardAgent variable is set to “yes” (or see the description of
     the -A and -a options above) and the user is using an authentication
     agent, the connection to the agent is automatically forwarded to the
     remote side.

VERIFYING HOST KEYS
     When connecting to a server for the first time, a fingerprint of the
     server's public key is presented to the user (unless the option
     StrictHostKeyChecking has been disabled).  Fingerprints can be determined
     using ssh-keygen(1):
           $ ssh-keygen -l -f /etc/ssh/ssh_host_rsa_key
     If the fingerprint is already known, it can be matched and the key can be
     accepted or rejected.  Because of the difficulty of comparing host keys
     just by looking at hex strings, there is also support to compare host
     keys visually, using random art.  By setting the VisualHostKey option to
     “yes”, a small ASCII graphic gets displayed on every login to a server,
     no matter if the session itself is interactive or not.  By learning the
     pattern a known server produces, a user can easily find out that the host
     key has changed when a completely different pattern is displayed.
     Because these patterns are not unambiguous however, a pattern that looks
     similar to the pattern remembered only gives a good probability that the
     host key is the same, not guaranteed proof.
     To get a listing of the fingerprints along with their random art for all
     known hosts, the following command line can be used:
           $ ssh-keygen -lv -f ~/.ssh/known_hosts
     If the fingerprint is unknown, an alternative method of verification is
     available: SSH fingerprints verified by DNS.  An additional resource
     record (RR), SSHFP, is added to a zonefile and the connecting client is
     able to match the fingerprint with that of the key presented.

     In this example, we are connecting a client to a server,
     “host.example.com”.  The SSHFP resource records should first be added to
     the zonefile for host.example.com:
           $ ssh-keygen -r host.example.com

Command Arguments:

user@hostname      Username and host on a server to which you want to open
                                 an ssh channel.
command                Command to be executed instead of login.
Example:   

Start-up an ssh session using the username koretsky on the remote host lhotse.up.edu:

$ ssh –l koretsky @lhotse.up.edu
stop- See jobs.

strip—Strip symbol table and debugging and line number information from an object file
Syntax:    strip [-lVx]  file ...
Purpose: Remove the symbol table, debugging information, and line number information from elf object files
Output:    Object file(s) with specified information removed
Options and Option Arguments:
-l
Strip line number information only; do not strip the symbol table or debugging information

-V
Print, on stderr, the version number of strip

-x
Do not strip the symbol table; debugging and line number information may be stripped
Command Arguments:
 file… 
Pathname(s) referring to an executable file(s)
Examples:  

Remove the line numbers only from an ELF object file named sorted.o:

$ strip –l sorted.o
stty —Set the options for a terminal
Syntax:     stty [ -a ] [ -g ] [  modes  ]
Purpose: Set certain terminal I/O options for the device that is the current stdin; without arguments, 

it reports the settings of certain options.
Output:  Terminal characteristics changed
Options and Option Arguments:
-a
Write to stdout all the option settings for the terminal

-g
Report current settings in a form that can be used as an argument to another stty command. 
            Emits termios-type output if the underlying driver supports it; 
            otherwise, it emits termio-type output.

Control Modes:
parenb (-parenb)
Enable (disable) parity generation and detection 

parext (-parext)
Enable (disable) extended parity generation and detection for mark and space parity

parodd (-parodd)
Select odd (even) parity or mark (space) parity if parext is enabled

cs5 cs6 cs7 cs8
Select character size

0
                        Hang up line immediately

110 - 460800
            Set terminal baud rate to the number given, if possible 
                                    (All speeds are not supported by all hardware interfaces.)

ispeed 0 - 460800
Set terminal input baud rate to the number given, if possible

ospeed 0 - 460800
Set terminal output baud rate to the number given, if possible

hupcl (-hupcl)
            Hang up (do not hang up) connection on last close 

hup (-hup)
            Same as hupcl (-hupcl)

cstopb (-cstopb)
Use two (one) stop bits per character cread (-cread)
Enable (disable) receiver

crtscts (-crtscts)
Enable output hardware flow control 

crtsxoff (-crtsxoff)
Enable input hardware flow control

clocal (-clocal)
Assume a line without (with) modem control 

loblk (-loblk)
            Block (do not block) output from a noncurrent layer

defeucw
            Set the widths of multibyte Extended Unix Code (EUC)  characters

Input Modes:
ignbrk (-ignbrk)
Ignore (do not ignore) break on input 

brkint (-brkint)
Signal (do not signal) INTR on break

ignpar (-ignpar)
Ignore (do not ignore) parity errors 

parmrk (-parmrk)
Mark (do not mark) parity errors inpck 

(-inpck)
Enable (disable) input parity checking

istrip (-istrip)
Strip (do not strip) input characters to 7 bits

inlcr (-inlcr)
Map (do not map) NL to CR on input

igncr (-igncr)
Ignore (do not ignore) CR on input

icrnl (-icrnl)
Map (do not map) CR to NL on input

iuclc (-iuclc)
Map (do not map) uppercase alphabetics to lower- case on input

ixon (-ixon)
Enable (disable) Start/Stop output control

ixany (-ixany)
Allow any character (only DC1) to restart output

ixoff (-ixoff)
Request that the system send (not send) Start/Stop characters when the
                        input queue is nearly empty/full

imaxbel (-imaxbel)
Echo (do not echo) BEL when input line is too long

Output Modes:
opost ( - opost) Postprocess output (do not postprocess output; ignore all other output modes)

olcuc (-olcuc)
 Map (do not map) lowercase alphabetics to uppercase on output

onlcr (-onlcr)
 Map (do not map) NL to CR-NL on output

ocrnl (-ocrnl)
 Map (do not map) CR to NL on output

onocr (-onocr)  Do not (do) output CRs at column zero

onlret (-onlret)
 On the terminal NL to perform (not to perform) CR function

ofill (-ofill)
 Use fill characters (use timing) for delays

ofdel (-ofdel)
 Fill characters are DELs (NULs)

cr0 cr1 cr2 cr3
    Select style of delay for carriage returns

nl0 nl1
                Select style of delay for linefeeds

tab0 tab1 tab2 tab3
Select style of delay for horizontal tabs 

bs0 bs1
    Select style of delay for backspaces

ff0 ff1
                Select style of delay for formfeeds

vt0 vt1
                Select style of delay for vertical tabs

Local Modes:
isig (-isig)
Enable (disable) checking of characters against the special control 
                        characters INTR, QUIT, SWTCH, and SUSP

icanon (-icanon)
Enable (disable) canonical input (ERASE and KILL processing)

xcase (- xcase) 
Canonical (unprocessed) uppercase/lowercase presentation

echo (-echo)
            Echo back (do not echo back) every character typed

echoe (-echoe)
            Echo (do not echo) ERASE character as a backspace-space-backspace  string

echok (-echok)
Echo (do not echo) NL after KILL character 

echonl (-echonl)
Echo (do not echo) NL

noflsh (- noflsh)
Disable (enable) flush after INTR, QUIT, or SUSP 

stwrap (-stwrap)
Disable (enable) truncation of lines longer than 79 characters on a synchronous line

tostop (-tostop)
Send (do not send) SIGTTOU when background processes write to the terminal

echoctl (-echoctl)
Echo (do not echo) control characters as ^ char , delete as ^?

echoprt (-echoprt)
Echo (do not echo) erase character as character is “erased”

echoke (-echoke)
BS-SP-BS erase (do not BS-SP-BS erase) entire line on line kill

flusho (-flusho)
Flush (do not) output

pendin (-pendin)
Retype (do not retype) pending input at next read or input character

iexten (-iexten)
Enable (disable) special control characters 

stflush (-stflush)
Enable (disable) flush on a synchronous line after every write

stappl (-stappl)
Use application mode (use line mode) on a synchronous line

Hardware Flow Control Modes:
rtsxoff (-rtsxoff)
Enable (disable) RTS hardware flow control on input

ctsxon (-ctsxon)
Enable (disable) CTS hardware flow control on output

dtrxoff (-dtrxoff)
Enable (disable) DTR hardware flow control on input

cdxon (-cdxon)
Enable (disable) CD hardware flow control on output

isxoff (-isxoff)
Enable (disable) isochronous hardware flow control on input

Clock Modes:
xcibrg
           Get transmit clock from internal baud rate generator

xctset
           Get the transmit clock from transmitter signal element timing (DCE source) lead, 
                       CCITT V.24 circuit 114, and EIA-232-D pin 15

xcrset
           Get transmit clock from receiver signal element tim- ing (DCE source) lead,
                       CCITT V.24 circuit 115, and EIA-232-D pin 17

rcibrg
           Get receive clock from internal baud rate generator

rctset
           Get receive clock from transmitter signal element timing (DCE source) lead, 
                       CCITT V.24 circuit 114, and EIA-232-D pin 15

rcrset
           Get receive clock from receiver signal element tim- ing (DCE source) lead, 
                       CCITT V.24 circuit 115, and EIA-232-D pin 17

tsetcoff
           Transmitter signal element timing clock not provided

tsetcrbrg         Output receive baud rate generator on transmitter signal element 
                       timing (DTE source) lead, CCITT V.24 circuit 113, EIA-232-D pin 24.

tsetctbrg
Output transmit baud rate generator on transmitter signal element timing
                        (DTE source) lead, CCITT V.24 circuit 113, and EIA-232-D pin 24

tsetctset
Output tranmitter signal element timing (DCE source) on transmitter signal
                        element timing (DTE source) lead, CCITT V.24 circuit 113, and EIA-232-D pin 24

tsetcrset
Output receiver signal element timing (DCE source) on transmitter signal 
                        element timing (DTE source) lead, CCITT V.24 circuit 113, and EIA-232-D pin 24

rsetcoff
Receiver signal element timing clock not provided

rsetcrbrg
Output receive baud rate generator on receiver sig- nal element timing
                       (DTE source) lead, CCITT V.24 circuit 128, and no EIA-232-D pin

rsetctbrg
Output transmit baud rate generator on receiver signal element timing (DTE source)
                        lead, CCITT V.24 circuit 128, and no EIA-232-D pin

rsetctset
Output transmitter signal element timing (DCE source) on receiver signal
                        element timing (DTE source) lead, CCITT V.24 circuit 128, and no EIA-232-D pin

rsetcrset
Output receiver signal element timing (DCE source) on receiver signal element
                        timing (DTE source) lead, CCITT V.24 circuit 128, and no EIA-232-D pin
Command Arguments:    None
Example:  

Display current terminal settings:

$ stty
sudo -- execute a command as another user
Syntax:
     sudo -h | -K | -k | -V
     sudo -v [-AknS] [-a type] [-g group] [-h host] [-p prompt] [-u user]
     sudo -l [-AknS] [-a type] [-g group] [-h host] [-p prompt] [-U user]
          [-u user] [command]
     sudo [-AbEHnPS] [-a type] [-C num] [-c class] [-g group] [-h host]
          [-p prompt] [-r role] [-t type] [-u user] [VAR=value] [-i | -s]
          [command]

Purpose:
     sudo allows a permitted user to execute a command as the superuser or
     another user, as specified in a security policy file named sudoers.
     Security policies may log successful and failed attempts to use sudo.  If
     an I/O plugin is configured, the running command's input and output may
     be logged as well.
Output: Executed command as the superuser or another user.
Options and Option Argument(s):     
     -A, --askpass
                 Normally, if sudo requires a password, it will read it from
                 the user's terminal.  If the -A (askpass) option is speci-
                 fied, a (possibly graphical) helper program is executed to
                 read the user's password and output the password to the stan-
                 dard output.
     -b, --background
                 Run the given command in the background.  Note that it is not
                 possible to use shell job control to manipulate background
                 processes started by sudo.  Most interactive commands will
                 fail to work properly in background mode.
     -C num, --close-from=num
                 Close all file descriptors greater than or equal to num
                 before executing a command.  
     -c class, --login-class=class
                 Run the command with resource limits and scheduling priority
                 of the specified login class.  
     -E, --preserve-env
                 Indicates to the security policy that the user wishes to pre-
                 serve their existing environment variables.  The security
                 policy may return an error if the user does not have permis-
                 sion to preserve the environment.
     -e, --edit  Edit one or more files instead of running a command.  In lieu
                 of a path name, the string "sudoedit" is used when consulting
                 the security policy.  If the user is authorized by the pol-
                 icy, the following steps are taken:
                 1.   Temporary copies are made of the files to be edited with
                      the owner set to the invoking user.
                 2.   The editor specified by the policy is run to edit the
                      temporary files.  The sudoers policy uses the
                      SUDO_EDITOR, VISUAL and EDITOR environment variables (in
                      that order).  If none of SUDO_EDITOR, VISUAL or EDITOR
                      are set, the first program listed in the editor
                      sudoers(5) option is used.
                 3.   If they have been modified, the temporary files are
                      copied back to their original location and the temporary
                      versions are removed.
     -g group, --group=group
                 Run the command with the primary group set to group instead
                 of the primary group specified by the target user's password
                 database entry.  The group may be either a group name or a
                 numeric group ID (GID) prefixed with the `#' character (e.g.
                 #0 for GID 0).  
     -H, --set-home
                 Request that the security policy set the HOME environment
                 variable to the home directory specified by the target user's
                 password database entry.  Depending on the policy, this may
                 be the default behavior.
     -h, --help  Display a short help message to the standard output and exit.

     -h host, --hosthost
                 Run the command on the specified host if the security policy
                 plugin supports remote commands.  Note that the sudoers plug-
                 in does not currently support running remote commands.  This
                 may also be used in conjunction with the -l option to list a
                 user's privileges for the remote host.
     -i, --login
                 Run the shell specified by the target user's password data-
                 base entry as a login shell.  
     -K, --remove-timestamp
                 Similar to the -k option, except that it removes the user's
                 cached credentials entirely and may not be used in conjunc-
                 tion with a command or other option.  
     -k, --reset-timestamp
                 When used without a command, invalidates the user's cached
                 Credentials.
     -l, --list  If no command is specified, list the allowed (and forbidden)
                 commands for the invoking user (or the user specified by the
                 -U option) on the current host.  
     -n, --non-interactive
                 Avoid prompting the user for input of any kind.  If a pass-
                 word is required for the command to run, sudo will display an
                 error message and exit.
     -P, --preserve-groups
                 Preserve the invoking user's group vector unaltered.  
     -p prompt, --prompt=prompt
                 Use a custom password prompt with optional escape sequences.
     -S, --stdin
                 Write the prompt to the standard error and read the password
                 from the standard input instead of using the terminal device.
                 The password must be followed by a newline character.
     -s, --shell
                 Run the shell specified by the SHELL environment variable if
                 it is set or the shell specified by the invoking user's pass-
                 word database entry.  If a command is specified, it is passed
                 to the shell for execution via the shell's -c option.  If no
                 command is specified, an interactive shell is executed.
     -U user, --other-user=user
                 Used in conjunction with the -l option to list the privileges
                 for user instead of for the invoking user.  The security pol-
                 icy may restrict listing other users' privileges.  The
                 sudoers policy only allows root or a user with the ALL privi-
                 lege on the current host to use this option.
     -u user, --user=user
                 Run the command as a user other than the default target user
                 (usually root ). The user may be either a user name or a
                 numeric user ID (UID) prefixed with the `#' character (e.g.
                 #0 for UID 0).  When running commands as a UID, many shells
                 require that the `#' be escaped with a backslash (`\').  Some
                 security policies may restrict UIDs to those listed in the
                 password database.  The sudoers policy allows UIDs that are
                 not in the password database as long as the targetpw option
                 is not set.  Other security policies may not support this.
     -V, --version
                 Print the sudo version string as well as the version string
                 of the security policy plugin and any I/O plugins.  If the
                 invoking user is already root the -V option will display the
                 arguments passed to configure when sudo was built and plugins
                 may display more verbose information such as default options.
     -v, --validate
                 Update the user's cached credentials, authenticating the user
                 if necessary.  For the sudoers plugin, this extends the sudo
                 timeout for another 5 minutes by default, but does not run a
                 command.  Not all security policies support cached creden-
                 tials.

     --          The -- option indicates that sudo should stop processing com-
                 mand line arguments.
Command Arguments:

command    The command(s) to be executed.

COMMAND EXECUTION
     When sudo executes a command, the security policy specifies the execution
     environment for the command.  Typically, the real and effective user and
     group and IDs are set to match those of the target user, as specified in
     the password database, and the group vector is initialized based on the
     group database (unless the -P option was specified).

     The following parameters may be specified by security policy:
     1. real and effective user ID
     2. real and effective group ID
     3. supplementary group IDs
     4. the environment list
     5. current working directory
     6. file creation mode mask (umask)
     7. BSD login class
     8. scheduling priority (aka nice value)

   Process model
     When sudo runs a command, it calls fork(2), sets up the execution envi-
     ronment as described above, and calls the execve system call in the child
     process.  The main sudo process waits until the command has completed,
     then passes the command's exit status to the security policy's close
     function and exits.  If an I/O logging plugin is configured or if the
     security policy explicitly requests it, a new  pseudo-terminal (``pty'')
     is created and a second sudo process is used to relay job control signals
     between the user's existing pty and the new pty the command is being run
     in.  This extra process makes it possible to, for example, suspend and
     resume the command.  Without it, the command would be in what POSIX terms
     an ``orphaned process group'' and it would not receive any job control
     signals.  As a special case, if the policy plugin does not define a close
     function and no pty is required, sudo will execute the command directly
     instead of calling fork(2) first.  The sudoers policy plugin will only
     define a close function when I/O logging is enabled, a pty is required,
     or the pam_session or pam_setcred options are enabled.  Note that
     pam_session and pam_setcred are enabled by default on systems using PAM.

   Signal handling
     When the command is run as a child of the sudo process, sudo will relay
     signals it receives to the command.  Unless the command is being run in a
     new pty, the SIGHUP, SIGINT and SIGQUIT signals are not relayed unless
     they are sent by a user process, not the kernel.  Otherwise, the command
     would receive SIGINT twice every time the user entered control-C.  Some
     signals, such as SIGSTOP and SIGKILL, cannot be caught and thus will not
     be relayed to the command.  As a general rule, SIGTSTP should be used
     instead of SIGSTOP when you wish to suspend a command being run by sudo.

     As a special case, sudo will not relay signals that were sent by the com-
     mand it is running.  This prevents the command from accidentally killing
     itself.  On some systems, the reboot(8) command sends SIGTERM to all non-
     system processes other than itself before rebooting the system.  This
     prevents sudo from relaying the SIGTERM signal it received back to
     reboot(8), which might then exit before the system was actually rebooted,
     leaving it in a half-dead state similar to single user mode.  Note, how-
     ever, that this check only applies to the command run by sudo and not any
     other processes that the command may create.  As a result, running a
     script that calls reboot(8) or shutdown(8) via sudo may cause the system
     to end up in this undefined state unless the reboot(8) or shutdown(8) are
     run using the exec() family of functions instead of system() (which
     interposes a shell between the command and the calling process).

Examples:
     The following examples assume a properly configured sudoers security policy file!
     1. To get a file listing of an unreadable directory:
           $ sudo ls /usr/local/protected
     2. To list the home directory of user sarwar on a machine where the file system
     holding ~sarwar is not exported as root:
           $ sudo -u sarwarls ~sarwar
     3. To edit the index.html file as user www:
           $ sudo -u www vi ~www/htdocs/index.html
     4. To view system logs only accessible to root and users in the adm group:
           $ sudo -g adm view /var/log/syslog
     5. To run an editor as jim with a different primary group:
           $ sudo -u jim -g video vi ~jim/pictures.txt
     6. To shut down a machine:
           $ sudo shutdown -r +15 "quick reboot"
     7. To make a usage listing of the directories in the /home partition.  Note
     that this runs the commands in a sub-shell to make the cd and file redi-
     rection work.
           $ sudo sh -c "cd /home ; du -s * | sort -rn > USAGE"
tail—Deliver last part of a file
Syntax:     tail [ -f | -r ] [ -c  number  | -n  number  ] [  file  ]
                  tail [ +  number  [ l | b | c ] [ f ]] [  file  ]
                  tail [ +  number  [ l ] [ f | r ]] [  file  ]

Purpose: By default, display the last 10 lines of  file . Copying begins at a point in the file indicated by the c  number , -n  number , or  number  option (if + number  is specified, begins at distance number from the beginning; if -  number  is speci- fied, begins from the end of the input; if  number  is null, the value 10 is as- sumed). Hence,  number  is counted in units of lines or bytes according to the -c or -n options, or lines, blocks, or bytes, according to the appended option l, b, or c. When no units are specified, counting is by lines.
Output:  The tail command copies the named file to stdout, beginning at a designated place determined by options and option arguments.
Options and Option Arguments:
-b
Units of blocks

-c  number   The  number  option argument must be a decimal integer whose sign
                    affects the location in the file, measured in bytes, to begin the copying.

+
Copying starts relative to the begin- ning of the file

-
Copying starts relative to the end of the file

none
Copying starts relative to the end of the file

*Note*- The origin for counting is 1; that is, -c +1 repre- sents the first byte of the file and -c –1 the last.

-c
Units of bytes

-f
Follow; if the input file is not a pipe, the program will not terminate after the line
            of the input file has been copied but will enter an endless loop. Useful for monitoring growth of a file

-l
Units of lines

-n  number 
Equivalent to -c  number , except the starting location in the file is measured
                        in lines instead of bytes. The origin for counting is 1; that is, -n +1 represents the
                       first line of the file and -n –1 the last.

-r
Reverse. Copies lines from the specified starting point in the file in reverse order. 
            The default for r is to print the entire file in reverse order.
Command Arguments:
 file 
Pathname of an input file; if no  file  operands are specified, stdin will be used.
Example:  

Display the last 20 lines of the file named source.c:

$ tail -20 source.c
talk—Talk to another user
Syntax:    talk  address  [  terminal  ]
Purpose:  Provide a two-way, screen-oriented communication program
Output:   When first invoked, talk sends a message similar to

Message from TalkDaemon@ hermachine  at  time  ... talk: connection requested by  your address 

talk: respond with: talk [ your address ] to the specified  address . At this point, the recipient of the message can reply by typing: talk [ your address ].

Once communication has been established, the two parties can type simultaneously, with their output displayed in separate regions of the screen.
Options and Option Arguments: None
Command Arguments:
address 
Recipient of the talk session; one form of  address  is the  username , as returned by who. Other address formats and how they are handled are unspecified.
terminal 
If recipient is logged on more than once,  terminal  can be used to indicate
                        the appropriate terminal name. If  terminal  is not specified, the talk message will 
                        be displayed on one or more accessible terminals in use by recipient. 
                        The format of  terminal  will be the same as that returned by who.
Examples:   

Talk to the user named sarwar on the local machine upsun25 at ttyp2:

$ talk sarwar@upsun25 ttyp2
tar - manipulate archives and archived files and directories.
Syntax- tar [options] [device] [pattern]
              tar [bundled-flags
args]
[file | pattern ...]
              tar {-c} [options]
[files | directories]
              tar {-r | -u} -f archive-file [options] [files | directories]
              tar {-t | -x} [options] [patterns]

Purpose-
     tar creates and manipulates streaming archive files, where options are controlling  parameters, device can be the pathname to a tape drive, disk file, or std output, and pattern is the object that generates the archive include list (based on filename expansion syntax and regular expression construction).
Output- Archived or restored files and directories.
Options and Option Arguments-

Unless specifically stated otherwise, options are applicable in all operating modes.

*Note*- The second form above shows a bundled option word.  This syntax is
     provided for compatibility
with historical
implementations.  
     The other forms above show the preferred syntax. The first option to
     tar is a mode indicator from the following list:
     -c
     Create a new archive containing the specified items.  The long


     option form is --create.
     -r
     Like -c, but new entries are appended to the archive.  Note that


     this only works on
uncompressed archives stored in regular files.


     The -f option is required. The long option form is --append.
     -t
     List archive contents to stdout.  The long
option form is --list.
     -u
     Like -r, but new entries are added
only if
they have a modifica-


     tion date newer than the corresponding entry in the archive.


     Note that this only works on uncompressed archives stored in reg-


     ular files.The -f option is required. The long form is


     --update.
     -x
     Extract to
disk from the archive.
If a file with the same
name


     appears more than once in the archive, each copy will be


     extracted,
with later copies overwriting (replacing) earlier


     copies.  The long option form is --extract.
      In -c, -r, or -u mode, each specified file or directory is added to the
     archive in the order specified on the command line. By default, the con-
     tents of each directory are also archived.
     In extract or list mode, the entire command line is read and parsed
     before the
archive is opened.  The pathnames or patterns on the command
     line indicate which items in the archive should be processed.  Patterns
     are shell-style “globbing” patterns.
Options and Option Arguments-
     @archive


     (c and r mode only) The specified archive is opened and the


     entries in it will be appended to the current archive.  
     -a, --auto-compress


     (c mode only) Use the archive suffix to decide a set of the for-


     mat and the compressions.
     -B, --read-full-blocks


     Ignored for compatibility with other tar implementations.
     -b
blocksize, --block-size blocksize


     Specify the block size, in
512-byte records, for tape drive I/O.


     As
a rule,
this argument is only needed when reading from or


     writing to tape drives, and usually not even then as the default


     block size
of 20 records (10240 bytes) is very common.
     -C
directory, --cd
directory, --directory directory


     In c and r
mode, this changes the directory before adding the


     following files.  In x mode, change directories after opening the


     archive but before
extracting entries from the archive.
     --chroot


     (x
mode only) chroot() to the current directory after processing


     any -C options and
before extracting any files.
     --exclude pattern


     Do
not process files or directories that match the
specified pat-


     tern.  Note that exclusions take precedence over patterns or


     filenames specified on the
command line.
     --format format


     (c, r, u mode only) Use the specified format for the created ar-


     chive.
     -f
file, --file file


     Read the archive from or write the archive to the specified file.


     The filename can be - for std input or std output. The


     default varies by system; on PC-BSD, the default is /dev/sa0.
     --gid id


     Use the provided group id number. 
     --gname name


     Use the provided group name
     -H
     (c
and r mode only) Symbolic links named on the command line will


     be followed; the target of
the link will be archived, not the link itself.
     -h
     (c
and r mode only) Synonym for -L.
     -I
     Synonym for -T.
     --help  Show usage.
     --include pattern


     Process only files or directories that match the specified
pat-


     tern.  Note that exclusions specified with
--exclude take prece-


     dence over
inclusions.  If
no inclusions are explicitly specified,


     all entries are processed by default.  The –include option


     is
especially useful when filtering archives.  For example, the


     command



   tar -c -f new.tar --include='*foo*' @old.tgz

     creates a new archive new.tar containing only the entries from


     old.tgz containing
the string `foo'.
     -J, --xz


     (c mode only) Compress the resulting archive with xz.  In


     extract or list modes, this option is ignored.  Note that, unlike


     other tar implementations,
this implementation recognizes XZ com-


     pression automatically when reading archives.
     -j, --bzip, --bzip2, --bunzip2


     (c
mode only) Compress the resulting archive with bzip2.  In


     extract or
list modes, this option
is ignored.  Note that,
unlike


     other tar implementations,
this implementation recognizes bzip2


     compression automatically when reading archives.
     -k, --keep-old-files


     (x
mode only) Do not overwrite existing files.  In particular, if


     a file appears more than once in an archive, later
copies will


     not overwrite earlier copies.
     --keep-newer-files


     (x
mode only) Do not overwrite existing files that are newer than


     the versions appearing in the archive being extracted.
     -L, --dereference


     (c
and r mode only) All symbolic links will be followed.  Nor-


     mally, symbolic links are archived as such.  With this option,


     the target
of the link will be archived instead.
     -l, --check-links


     (c
and r modes only) Issue a warning message unless all links to


     each file are archived.
     --lrzip


     (c
mode only) Compress the resulting archive with lrzip.  In


     extract or list modes, this option is ignored.
     --lzma  (c
mode only) Compress the resulting archive with the original


     LZMA algorithm.  Use of this option is discouraged.

     --lzop  (c
mode only) Compress the resulting archive with lzop.
     -m, --modification-time


     (x
mode only) Do not extract modification time. By default, the


     modification time is set to the time stored in the
archive.
     -n, --norecurse, --no-recursion


     (c, r, u modes only) Do not recursively archive the contents of


     directories.
     --newer date


     (c, r, u modes only) Only include files and directories newer


     than the specified
date.  This compares ctime entries.
     --newer-mtime date


     (c, r, u modes only) Like --newer,
except it compares mtime


     entries instead of ctime entries.
     --newer-than file


     (c, r, u modes only) Only include files and directories newer


     than the specified
file.  This compares ctime entries.
     --newer-mtime-than file


     (c, r, u modes only) Like --newer-than, except it compares mtime


     entries instead ofctime entries.
     --nodump


     (c and r modes only) Honor the nodump file flag by skipping this


     file.
     --null  (use with -I or -T) Filenames or patterns are separated by
null


     characters, not by
newlines.  This
is often used to read file-


     names output by the -print0 option
to find(1).
     --no-same-owner


     (x
mode only) Do not extract owner --no-same-permissions


     (x
mode only) Do not extract full permissions (SGID, SUID, sticky


     bit, ACLs,
extended attributes or extended file flags).  This is


     the reverse of -p and the default behavior
if tar is run as non-


     root.
     --numeric-owner


     This is equivalent
to --uname "" --gname "".  
     -O, --to-stdout


     (x, t modes only) In extract (-x) mode, files will be written to


     standard out rather than being extracted to disk.
In list
(-t)


     mode, the file listing will be written to stderr rather than the


     usual stdout.
     -o
     (x
mode) Use the user and group of the user running the program


     rather than those specified in the
archive.  
     -o
     (c, r, u mode) A synonym for --format ustar
     --older date


     (c, r, u modes only) Only include files and directories older


     than the specified
date.  This compares ctime entries.
     --older-mtime date


     (c, r, u modes only) Like --older,
except it compares mtime


     entries instead of
ctime entries.
     --older-than file


     (c, r, u modes only) Only include files and directories older


     than the specified
file.  This compares ctime entries.
     --older-mtime-than
file


     (c, r, u modes only) Like --older-than, except it compares mtime


     entries instead of
ctime entries.
     --one-file-system


     (c, r, and
u modes) Do not cross mount points.
     --options options


     Selected optional behaviors for particular modules.

     -P, --absolute-paths


     Preserve pathnames.  
     -p, --insecure, --preserve-permissions


     (x
mode only) Preserve file permissions.  
     --posix


     (c, r, u mode only) Synonym for --format pax
     -q, --fast-read


     (x
and t mode only) Extract or list only the first
archive entry


     that matches each pattern or filename operand.  
     -S
     (x
mode only) Extract files as sparse files.  For every block on


     disk, check first if it contains only NULL
bytes and seek over it


     otherwise.
 This works similar to the conv=sparse option of dd.
     -s
pattern


     Modify file or archive member names according to pattern. The


     pattern has the format /old/new/[ghHprRsS] where old is a basic


     regular expression, new is
the replacement string of the matched


     part, and the optional trailing letters modify how
the replace-


     ment is handled.  If old is not matched, the pattern is skipped.


     Within new, ~ is substituted with the match, \1 to
\9 with
the


     content of
the corresponding captured group. The optional trail-


     ing g specifies that matching should continue after the matched


     part and stop on the first
unmatched pattern.  The optional


     trailing s specifies that the pattern applies to the value of


     symbolic links.  The optional trailing p specifies
that after a


     successful
substitution the original path name and the new path


     name should be printed to std error. Optional trailing H,


     R, or S characters suppress substitutions for hardlink targets,


     regular filenames, or symbolic link targets, respectively.  Optional


     trailing h, r, or s characters enable substitutions for hardlink


     targets, regular filenames, or symbolic link targets, respectively.


     The default is hrs which applies substitutions to all names.  In


     particular, it is never necessary to specify h, r, or s.
     --same-owner


     (x
mode only) Extract owner and group IDs. This is the reverse


     of
--no-same-owner and the default behavior if tar is run as


     root.
     --strip-components
count


     Remove the specified number of leading path elements.  
     -T
filename, --files-from filename


     In x or t mode, tar will read the list of names to be extracted


     from filename.  In
c mode, tar will read names to be archived
     -U, --unlink, --unlink-first


     (x
mode only) Unlink files before creating them.  
     --uid id


     Use the provided user id number and ignore
the user name from the


     archive.  On create, if --uname is
not also specified, the
user


     name will be set to match the user
id.
     --uname name


     Use the provided user name.  
     --use-compress-program program


     Pipe the input (in
x or t mode) or the output (in c mode) through


     program instead of
using the builtin compression support.
     -v, --verbose


     Produce verbose output.  In create
and extract modes, tar will


     list each file name as it is read from or written to the archive.


     In
list mode, tar will produce output similar to that of ls.


     Additional
-v options will
provide additional detail.
     --version


     Print version of tar and libarchive, and exit.
     -w, --confirmation, --interactive


     Ask for confirmation for every action.
     -X
filename, --exclude-from filename


     Read a list of exclusion patterns from the
specified file.
 See


     --exclude for more
information about the handling of exclusions.
     -y
     (c
mode only) Compress the resulting archive with bzip2.  In


     extract or
list modes, this option
is ignored.  Note that,
unlike


     other tar implementations,
this implementation recognizes bzip2


     compression automatically when reading archives.
     -Z, --compress, --uncompress


     (c
mode only) Compress the resulting archive with compress.


     In
extract
or list
modes, this option is ignored.
Note that,


     unlike other tar implementations, this implementation recognizes


     compress compression automatically when reading archives.
     -z, --gunzip, --gzip


     (c
mode only) Compress the resulting archive with gzip. In


     extract or list modes, this option
is ignored.  Note that,
unlike


     other tar implementations,
this implementation recognizes gzip


     compression automatically when reading archives.
Command Arguments:

device     pathname to a tape drive, disk file, or std output.
pattern   the object that generates the archive include list 
                (based on filename expansion syntax and regular expression construction).
Examples:
1. The following creates a new archive called file.tar.gz that contains two
     files source.c and source.h:


 $  tar -czf file.tar.gz source.c source.h
2. To view a detailed table of contents for this archive:


 $  tar -tvf file.tar.gz
3. To extract all entries from the archive on
the default tape drive:


 $  tar -x
4. To examine
the contents of
an ISO 9660 cdrom image:


 $ tar -tf image.iso
5. To move file hierarchies, invoke tar as


 $ tar -cf - -C srcdir . | tar -xpf - -C destdir
     or, more traditionally


 $ cd srcdir ; tar -cf - . | (cd destdir ; tar -xpf -)
6. Create a new archive new.tar


 $ tar -c -f new.tar foo1 @old.tgz -C/tmp foo2
     This command will  read the file foo1 from the
     current directory and add it to the output
archive.  It will then read
     each entry from old.tgz and add those entries to the output archive.
     Finally, it will switch to the /tmp directory and add foo2
to the output
     archive.
 7. Create an archive of /usr1.b/bobk, display the progress of the command on stdout in verbose mode, and save the archive on the device /dev/hd0/bobk;

$ tar cvf /dev/hdo /usr1.b/bobk
 8. Extract or restore the files from device /dev/hd0/bobk  into the present working directory:
 $ tar xvf /dev/hd0/bobk .

tee—Duplicate the standard input
Syntax:    tee [-ai] [ file ...]
Purpose: Duplicate stdin, one copy to stdout and the other copy to a file
Output:    The tee command will copy stdin to stdout, making a copy in zero or more files.

The options determine whether the specified files are overwritten or appended to.
Options and Option Arguments:
-a
Append output to the files rather than overwriting them

-i
Ignore  interrupts
Command Arguments:
 file …   
Pathname(s) of output file(s)
Example:    

Display on stdout the cat of a file source.c and then save it in two files named- source1.c and source2.c:

$ cat source.c | tee source1.c source2.c

telnet—User interface to a remote system
Syntax:    telnet [ -8ELcdr ] [ -e  escape char  ] [ -l  user  ] [ -n  tracefile  ] [  host  [  port  ] ]
Purpose: Allow communication with another host. If telnet is invoked without arguments, it enters command mode, indicated by its prompt telnet>. In this mode, it accepts and executes its associated commands. If it is invoked with arguments, it performs an open command with those arguments.
Output:   Operations in telnet command mode
Options and Option Arguments:
-8
Specify an 8-bit data path

-E
Stop any character from being recognized as an es- cape  character

-L
Specify an 8-bit data path on output, which causes the binary option to be negotiated on output

-c
Disable reading of the user s .telnetrc file

-d
Set initial value of the debug toggle to true

-e  escape char   Set initial escape character to  escape char 

-l  user 
When connecting to a remote system that understands the environ option,
                        send user to the remote system as the value for the variable user

-n  tracefile 
Open tracefile for recording trace information

-r
Specify a user interface similar to rlogin
Command Arguments:
 host 
DNS host name of remote computer to connect to
port 
Standard or nonstandard virtual connection on the telnet server
Example:   

Connect to the remote computer lhotse.up.edu with login name koretsky:

$ telnet –l koretsky lhotse.up.edu

test—Evaluate condition(s) or make execution of actions dependent on the evaluation of condition(s)
Syntax:    test [  condition  ] [  condition  ]
Purpose: In a shell script, evaluate the  condition  and indicate result of the evaluation by its exit status. An exit status of 0 indicates that the condition evaluated as true, and an exit status of 1 indicates that the condition evaluated as false.
Output:   Exit status of 0 or 1
Options and Option Arguments:   None
Command Arguments:
condition 
An expression that contains one or more criteria
Example:  

In a shell script, test the value of the variable string1 to see if it s equal to 1:
test –n string1

top - display and update information about the top cpu processes
Syntax:
PC-BSD
       top  [ -abCHIijnPqStuvz ] [ -dcount ] [ -mio|cpu ] [ -ofield ]
               [ -stime ] [ -Uusername ] [ number ]
Solaris
       top [ -CISTabcinqtuv ] [ -dcount ] [ -mmode ] [ -ofield ] 
              [-stime ] [ -Uusername ] [ number ]

Purpose:
       Top displays the top processes on the system and  periodically  updates
       this  information.   If standard output is an intelligent terminal (see
       below) then as many processes as will fit on the  terminal  screen  are
       displayed  by  default.   Otherwise,  a  good  number of them are shown
       (around 20).  Raw cpu percentage is used to  rank  the  processes.   If
       number  is  given,  then  the  top  number  processes will be displayed
       instead of the default.
       Top makes a distinction between terminals that support  advanced  capa‐
       bilities and those that do not.  This distinction affects the choice of
       defaults for certain options.  In the remainder of  this  document,  an
       "intelligent"  terminal  is  one that supports cursor addressing, clear
       screen, and clear to end of line.  Conversely, a "dumb" terminal is one
       that  does  not  support  such features.  If the output of top is redi-
       rected to a file, it acts as if it were being run on a dumb terminal.
Output: Top process descriptions on the standard output.
Options and Option Arguments:
      PC-BSD
 -C     Toggle CPU display mode.  By default top displays  the  weighted
              CPU  percentage  in the WCPU column (this is the same value that
              ps displays as CPU).  Each time -C flag is passed it  toggles
              between  "raw  cpu"  mode  and  "weighted cpu" mode, showing the
              "CPU" or the "WCPU" column respectively.
       -S     Show system processes in the  display.   Normally,  system  pro‐
              cesses  such  as  the pager and the swapper are not shown.  This
              option makes them visible.
       -a     Display command names derived from  the  argv[]  vector,  rather
              than  real  executable  name. It's useful when you want to watch
              applications, that puts their status information there.  If  the
              real  name  differs from argv[0], it will be displayed in paren‐
              thesis.
       -b     Use "batch" mode.  In this mode, all input from the terminal  is
              ignored.  Interrupt characters (such as <Ctrl-C> and <Ctrl-\>) still have an
              effect.  This is the default on a dumb  terminal,  or  when  the
              output is not a terminal.
       -H     Display  each  thread  for a multithreaded process individually.
              By default a single summary line is displayed for each  process.
       -i     Use  "interactive" mode.  In this mode, any input is immediately
              read for processing.  See the section on "Interactive Mode"  for
              an  explanation of which keys perform what functions.  After the
              command is processed, the screen will  immediately  be  updated,
              even  if  the  command  was  not  understood.   This mode is the
              default when standard output is an intelligent terminal.
       -I     Do not display idle processes.  By default,  top  displays  both
              active and idle processes.
       -j     Display the jail ID.
       -t     Do not display the top process.
       -mdisplay
              Display either 'cpu' or 'io' statistics.  Default is 'cpu'.
       -n     Use  "non-interactive" mode.  This is identical to "batch" mode.
       -P     Display per-cpu CPU usage statistics.
       -q     Renice top to -20 so that it will run faster.  This can be  used
              when  the system is being very sluggish to improve the possibil‐
              ity of discovering the problem.  This option can only be used by
              root.
       -u     Do not take the time to map uid numbers to usernames.  Normally,
              top will read as much of the file "/etc/passwd" as is  necessary
              to  map  all the user id numbers it encounters into login names.
              This option disables all that, while possibly decreasing  execu‐
              tion  time.  The uid numbers are displayed instead of the names.
       -v     Write version number information to  stderr  then  exit  immedi‐
              ately.   No  other  processing  takes  place when this option is
              used.  To see current revision information while top is running,
              use the help command "?".
       -z     Do not display the system idle process.
       -dcount
              Show only count displays, then exit.  A display is considered to
              be one update of the screen.  This option  allows  the  user  to
              select  the  number of displays he wants to see before top auto‐
              matically exits.  For intelligent terminals, no upper  limit  is
              set.  The default is 1 for dumb terminals.
       -stime Set  the  delay  between  screen  updates  to time seconds.  The
              default delay between updates is 2 seconds.
       -ofield
              Sort the process display area on the specified field.  The field
              name  is  the  name  of the column as seen in the output, but in
              lower case.  Likely values are "cpu", "size", "res", and "time",
              but  may vary on different operating systems.  Note that not all
              operating systems support this option.
       -Uusername
              Show only those processes owned by username.  This  option  cur‐
              rently  only  accepts usernames and will not understand uid num‐
              bers.
Interactive Mode
       When  top  is running in "interactive mode", it reads commands from the
       terminal and acts upon them accordingly.  
       These commands are currently recognized:

       <Ctrl-L>     Redraw the screen.
       h or ? Display a summary of the commands (help screen).  Version infor‐
              mation is included in this display.
       q      Quit top.
       d      Change  the  number of displays to show (prompt for new number).
              Remember that the next display counts as one, so typing d1  will
              make top show one final display and then immediately exit.
       m      Toggle the display between 'cpu' and 'io' modes.
       n or # Change  the  number of processes to display (prompt for new num‐
              ber).
       s      Change the number of seconds to delay between  displays  (prompt
              for new number).
       S      Toggle the display of system processes.
       a      Toggle the display of process titles.
       k      Send  a signal ("kill" by default) to a list of processes.  This
              acts similarly to the command kill.
       r      Change the priority (the "nice") of a list of  processes.   This
              acts similarly to the command renice.
       u      Display  only processes owned by a specific username (prompt for
              username).  If the username specified is simply "+",  then  pro‐
              cesses belonging to all users will be displayed.
       o      Change  the  order in which the display is sorted.  This command
              is not available on all systems.  The sort key names  vary  from
              system  to  system  but  usually include:  "cpu", "res", "size",
              "time".  The default is cpu.
       e      Display a list of system errors (if any) generated by  the  last
              kill or renice command.
       H      Toggle the display of threads.
       i      (or I) Toggle the display of idle processes.
       j      Toggle the display of jail(8) ID.
       P      Toggle the display of per-CPU statistics.
       t      Toggle the display of the top process.
       z      Toggle the display of the system idle process.

Solaris
-C, --color     Turn off the use of color in the display.

-I, --idle-procs    Do  not  display  idle  processes.   By  default,   top
                           displays both active and idle processes.

-S, --system-procs  Show system processes in the display.  Normally, system
                               processes  such  as  the  pager and the swapper are not
                               shown.  This option makes them visible.

-T, --tag-names     List all available color tags and the  current  set  of
                              tests used for color highlighting, then exit.
      -a, --all     Show all processes for as long as  possible.   This  is
                       shorthand  for "-d all all".  This option is especially
                       handy in batch mode.
      -b, -n, --batch  Use "batch" mode.  In this mode,  all  input  from  the
                              terminal  is ignored.  Interrupt characters (such as ^C
                              and ^\) still have an effect.  This is the default on a
                            dumb terminal, or when the output is not a terminal.
     -c, --full-commands    Show the full command line for each process. Default is
                                         to show just the command name.  This option is not sup-
                                         ported on all platforms.
     -i, --interactive
          Use "interactive" mode.  In this  mode,  any  input  is
          immediately  read  for  processing.  See the section on
          "Interactive Mode" for an  explanation  of  which  keys
          perform  what  functions.   After  the  command is pro-
          cessed, the screen will immediately be updated, even if
          the  command  was  not  understood.   This  mode is the
          default when standard output is an  intelligent  termi-
          nal.
     -q, --quick
          Renice top to -20 so that it will run faster.  This can
          be  used  when  the  system  is  being very sluggish to
          improve the possibility  of  discovering  the  problem.
          This option can only be used by root.
     -t, --threads
          Show individual threads on separate lines.  By default,
          on  systems  which  support  threading, each process is
          shown with a count  of  the  number  of  threads.  This
          option  shows  each  thread  on  a separate line.  This
          option is not supported on all platforms.
     -u, --uids
          Do not take the time to map uid numbers  to  usernames.
          Normally,   top   will   read   as  much  of  the  file
          "/etc/passwd" as is necessary to map all  the  user  id
          numbers  it  encounters  into login names.  This option
          disables all that, while possibly decreasing  execution
          time.   The  uid  numbers  are displayed instead of the
          names.
     -v, --version
          Write version number information to  stderr  then  exit
          immediately.  No other processing takes place when this
          option is used.  To see  current  revision  information
          while top is running, use the help command "?".
     -d count, --displays count
          Show only count displays, then exit.  A display is con-
          sidered  to  be  one update of the screen.  This option
          allows the user to select the  number  of  displays  he
          wants  to  see  before  top  automatically  exits.  Any
          proper prefix of the words  "infinity",  "maximum",  or
          "all"  can  be  used  to indicate an infinite number of
          displays.  The default  for  intelligent  terminals  is
          infinity.  The default for dumb terminals is 1.
     -m mode, --mode=mode
          Start the display in an alternate mode.  Some platforms
          support  multiple  process  displays to show additional
          process information.  The value mode is a number  indi-
          cating  which  mode  to display.  The default is 0.  On
          platforms that do not have multiple display modes  this
          option has no effect.
     -o field, --sort-order=field
          Sort the process display area on the  specified  field.
          The field name is the name of the column as seen in the
          output, but in lower case.  Likely  values  are  "cpu",
          "size",  "res",  and  "time", but may vary on different
          operating systems.  Note that not all operating systems
          support this option.
     -s time, --delay=time
          Set the delay between screen updates to  time  seconds.
          The default delay between updates is 5 seconds.
     -U username, --user=username
          Show only those  processes  owned  by  username.   This
          option  currently  only  accepts usernames and will not
          understand uid numbers.
Interactive Mode
When  top  is running in "interactive mode", it reads commands from the
       terminal and acts upon them accordingly.

These commands are currently recognized:
     h or ?
          Display a summary of the commands (help screen).   Ver-
          sion information is included in this display.
     C    Toggle the use of color in the display.
     c    Display only processes whose commands match the  speci-
          fied   string.    An  empty  string  will  display  all
          processes.  This command is not supported on all  plat-
          forms.
     d    Change the number of displays to show (prompt  for  new
          number).  Remember that the next display counts as one,
          so typing d1 will make top show one final  display  and
          then immediately exit.
     f    Toggle the display of the full command line.
     H    Toggle the display of threads on  separate  lines.   By
          default,  on systems which support threading, each pro-
          cess is shown with a count of the  number  of  threads.
          This  command  shows  each  thread  on a separate line.
          This command is not supported on all platforms.
     i    (or I) Toggle the display of idle processes.
     k    Send  a  signal  ("kill"  by  default)  to  a  list  of
          processes.    This   acts   similarly  to  the  command
          kill(1)).
     M    Sort display by memory usage.  Shorthand for "o size".
     m    Change to a different process display mode.  Some  sys-
          tems  provide  multiple  display  modes for the process
          display which shows different information.   This  com-
          mand toggles between the available modes.  This command
          is not supported on all platforms.
     N    Sort by process id.  Shorthand for "o pid".
     n or #     Change the number of processes to display  (prompt  for
                   new number).
     o    Change the order in which the display is sorted.   This
          command  is not available on all systems.  The sort key
          names vary fron system to system but  usually  include:
          "cpu", "res", "size", "time".  The default is cpu.
     P    Sort by CPU usage.  Shorthand for "o cpu".
     q    Quit top.
     r    Change  the  priority  (the  "nice")  of  a   list   of
          processes.   This  acts  similarly  to the command renice
     s    Change the number of seconds to delay between  displays
          (prompt for new number).
     T    Sort by CPU time.  Shorthand for "o time".
     U    Toggle between displaying usernames and uids.
     u    Display only processes owned  by  a  specific  username
          (prompt  for  username).   If the username specified is
          simply "+", then processes belonging to all users  will
          be displayed.
Command Arguments: None

Example (header only shown):

$ top

PC-BSD Version

last pid: 68271; load averages: 0.05, 0.18, 0.22 up 44+04:02:01 13:45:14

100 processes: 1 running, 98 sleeping, 1 zombie

CPU: 0.0% user, 0.0% nice, 0.3% system, 0.1% interrupt, 99.6% idle

Mem: 32M Active, 671M Inact, 1776M Wired, 1423M Free

ARC: 1232M Total, 465M MFU, 342M MRU, 16K Anon, 142M Header, 283M Other

Swap: 2048M Total, 2048M Free

Solaris Version

load averages: 0.00, 0.00, 0.00; up 4+05:56:55 18:51:51

56 processes: 55 sleeping, 1 on cpu

CPU states: 99.9% idle, 0.0% user, 0.1% kernel, 0.0% iowait, 0.0% swap

Kernel: 222 ctxsw, 523 intr, 51 syscall

Memory: 4060M phys mem, 2980M free mem, 1024M total swap, 1024M free swap

touch—Change file access and modification times
Syntax:   touch [-acm] [-r  ref file ]  file ...
                touch [-acm] [-t  time ]  file ...
                touch [-acm] [ date time ]  file ...
Purpose: Set access and modification times of each file;  file  is created if it does not already exist.
Output:  Changed access and modification time
Options and Option Arguments:
-a
Change access time of  file ; do not change modification time unless -m is also specified

-c
Do not create a specified  file  if it does not exist

-m
Change modification time of  file ; do not change access time unless -a is also specified

-r  ref file 
Use the corresponding times of the file named by  ref file  instead of the current time

-t  time 
Use the specified  time  instead of the current  time;  time  will be a decimal number
                        of the form [[ CC ] YY ] MMDDhhmm [ SS ], where each two digits  represent
                        the  following-
        MM 
Month of the year [01–12]
        DD 
Day of the month [01–31]
        hh 
Hour of the day [00–23]
        mm 
Minute of the hour [00–59]
        CC 
First two digits of the year
        YY 
Second  two  digits  of  the  year
        SS 
Second of the minute [00–59]
Command Arguments:
 file 
Pathname of a file whose times are to be modified
date time 
Use specified  date time instead of current time;  date time  is a decimal
                        number of the form  MMDDhhmm [ YY ], where each two digits represent the following-
        MM 
Month of the year [01–12]
        DD 
Day of the month [01–31]
        hh 
Hour of the day [00–23]
        mm 
Minute of the hour [00–59]
        YY 
(Optional) second two digits of the year
Example:  Modifies the date and time of the files source1.c and source2.c:

touch –a –d "4:00 Pm Dec 15" source1.c source2.c

tr—Translate characters
Syntax:    tr [-cs]  string1   string2 
                 tr -s|-d [-c]  string1 
                 tr -ds [-c]  string1   string2 

Purpose: Copy stdin to stdout with substitution or deletion of selected characters. The options specified and the  string1  and  string2  command arguments control translations that occur while characters and single-character collating elements are being copied.
Output:  With no arguments, stdin is copied to stdout
Options and Option Arguments:
-c
Complement the set of characters specified by  string1 

-d
Delete all occurrences of input characters specified by  string1 

-s
Replace instances of repeated characters with a single character
Command Arguments:
 string1 string2    Translation control strings. Each string represents a set of characters to be converted
                              to an array of characters used for the translation.
Example:  

Modifies string UWNIXDOWS to UNIX:

$ echo UWNIXDOWS | tr –d  WDOWS 

tty—Return user s terminal name
Syntax:     tty [ -l ] [ -s ]
Purpose: Write to stdout name of open terminal as stdin.
Output:  Terminal name connected to stdin. 

The following exit values are returned: 0 = stdin is a terminal, 1 = stdin is not a terminal, and >1 = an error occurred.
Options and Option Arguments:
-l
Print synchronous line number to which user s ter- minal is connected

-s
Inhibit printing of terminal pathname, allowing user to test just the exit status
Command Arguments:    None
Example:   

Display the pathname of the current terminal:

$ tty
/dev/pts/1

type - write a description of command type
Syntax:
     type name...

Purpose:
     The type utility indicates how each name command argument  would  be
     interpreted  if used as a command. type displays information
     about each argument  identifying  the argument  as  a  shell
     built-in,  function,  alias, hashed command, or keyword, and
     where applicable, may display the argument's path name.
     *Note*- There is also a shell built-in version of type that is similar
                    to the type utility.

Output: Information about command nature.
Options and Option Arguments: None
Command Arguments:
     name     A command name to be interpreted.
Examples:
$ type bg
bg is a shell builtin

$ type -a bg
bg is a shell builtin

bg is /usr/bin/bg

$ type -a sh
sh is /usr/bin/sh

sh is /usr/sbin/sh

$

umask—Get or set the file mode creation mask
Syntax:     umask [ -S ] [  mask  ]
Purpose: Set file mode creation mask of current shell execution environment to value specified by the  mask  operand. This mask affects the initial value of the file permission bits of subsequently created files.
Output:   Initial value of file permission bits
Options and Option Arguments:
-S
Produce symbolic output. The default output style is unspecified but will be recognized
           on a subsequent invocation of umask on the same system as a  mask  operand to restore the
           previous file mode creation mask.
Command Arguments:
 mask 
A string specifying the new file mode creation mask.
           The string is treated in the same way as the  mode  operand described in chmod.
Example:    

Under tsch or csh, if the file permissions mask is set to 077, set the permissions on newly-created files to be g+rwx,o+rwx:

$ umask 077
Under bash, if the file permission mask is set to 077, set the permissions on

newly created files to be g+r,o+r:

$ umask g+r,o+r
uniq—Report or filter out repeated lines in a file
Syntax:   uniq [-c|-d|-u] [ -f  fields ] [ -s  char ] [ input file  [ output file ]]
                uniq [-c|-d|-u] [- n ] [+ m ] [ input file  [ output file ]]
Purpose: Read an input file comparing adjacent lines and write one copy of each input line on the output. The second and succeeding copies of repeated adjacent input lines will not be written. Repeated lines in the input will not be detected if they are not adjacent.
Output:   If  output file  is not specified, stdout will be used.
Options and Option Arguments:
-c
Precede each output line with a count of the number of times the line occurred in input

-d
Suppress writing of lines not repeated in input

-f  fields 
Ignore the first  fields  fields on each input line when doing comparisons,
                        where  fields  is a positive decimal integer. A field is the maximal string
                        matched by the basic regular expression: [[:blank:]]*[^[:blank:]]*

-s  chars 
Ignore first  chars  characters when doing comparisons, 
                        where  chars  is a positive decimal integer

-u
Suppress writing of lines repeated in input

- n 
Equivalent to -f  fields  with  fields  set to  n 

+ m 
Equivalent to -s  chars  with  chars  set to  m 
Command Arguments:
 input file 
Pathname of input file. If  input file  is not specified or if the  input file  is -, stdin will be used.
 output file 
Pathname of output file. If  output file  is not specified,
                        stdout will be used. The results are unspecified if the file named by output   
                        file  is the file named by  input file .
Example:  

Display the unique lines UNIX WINDOWS and "UNIX" from the file named OS that contains the three lines

"UNIX WINDOWS" "UNIX WINDOWS" "UNIX":

$ uniq OS
vi, ex — text editors
Syntax:    
     vi  [-eFRrS] [-c cmd] [-t tag] [-w size] [file ...]
     ex [-FRrSsv] [-c cmd] [-t tag] [-w size] [file ...]

Purpose:
     vi is a full-screen text editor.  ex is a line-oriented text editor.
     vi and ex are different interfaces to the same program, and you can
     switch back and forth during an edit session.  The last-line mode of vi
     puts you in ex mode.
Output: 
     Edited or new text files.
Options and Option Arguments:
     -c cmd    Execute cmd on the first file loaded.  Particularly useful for
               initial positioning in the file, although cmd is not limited to
               positioning commands.  
     -e        Start editing in ex mode, as if the command name were ex.
     -F        Don t copy the entire file when first starting to edit.  (The
               default is to make a copy in case someone else modifies the
               file during your edit session.)
     -R        Start editing in read-only mode, as if the command name was
               view, or the readonly option was set.
     -r        Recover the specified files, or, if no files are specified,
               list the files that could be recovered.  If no recoverable
               files by the specified name exist, the file is edited as if the
               -r option had not been specified.
     -S        Run with the secure edit option set, disallowing all access to
               external programs.
     -s        Enter batch mode; applicable only to ex edit sessions.  Batch
               mode is useful when running ex scripts.  Prompts, informative
               messages and other user oriented messages are turned off, and
               no startup files or environment variables are read.  
     -t tag    Start editing at the specified tag.
     -v        Start editing in vi mode, as if the command name was vi.
     -w size   Set the initial window size to the specified number of lines.

*Note*- Command input for ex/vi is read from the standard input.  In the vi
     interface, it is an error if standard input is not a terminal.  In the ex
     interface, if standard input is not a terminal, ex will read commands
     from it regardless; however, the session will be a batch mode session,
     exactly as if the -s option had been specified.

Regular Expressions:
     ex/vi supports regular expressions (REs the first part of the ex substitute, global and v
     commands, and in search patterns.  Basic regular expressions (BREs) are
     enabled by default; extended regular expressions (EREs) are used if the
     extended option is enabled.  The use of regular expressions can be
     largely disabled using the magic option.

     The following strings have special meanings in the ex/vi version of 
     regular expressions:

     ·   An empty regular expression is equivalent to the last regular expres‐
         sion used.

     ·    \  matches the beginning of the word.

     ·    \  matches the end of the word.

     ·    ~  matches the replacement part of the last substitute command.

Buffers:
     A buffer is an area where commands can save changed or deleted text for
     later use.  vi buffers are named with a single character preceded by a
     double quote, for example " c ; ex buffers are the same, but without the
     double quote.  nex/nvi permits the use of any character without another
     meaning in the position where a buffer name is expected.

     All buffers are either in line mode or character mode.  Inserting a
     buffer in line mode into the text creates new lines for each of the lines
     it contains, while a buffer in character mode creates new lines for any
     lines other than the first and last lines it contains.  The first and
     last lines are inserted at the current cursor position, becoming part of
     the current line.  If there is more than one line in the buffer, the cur‐
     rent line itself will be split.  All ex commands which store text into
     buffers do so in line mode.  The behaviour of vi commands depend on their
     associated motion command:

     ·   Ctrl-A, h, l, ,, 0, B, E, F, T, W, ^, b, e, f and t make the
         destination buffer character-oriented.

     ·   j, Ctrl-M, k,  , -, G, H, L, M, _ and | make the destination
         buffer line-oriented.

     ·   $, %, `, (, ), /, ?, [[, ]], { and } make the destination buffer
         character-oriented, unless the starting and end positions are the
         first and last characters on a line.  In that case, the buffer is
         line-oriented.

     The ex command display buffers displays the current mode for each buffer.

     Buffers named  a  through  z  may be referred to using their uppercase
     equivalent, in which case new content will be appended to the buffer,
     instead of replacing it.

     Buffers named  1  through  9  are special.  A region of text modified
     using the c (change) or d (delete) commands is placed into the numeric
     buffer  1  if no other buffer is specified and if it meets one of the
     following conditions:

     ·   It includes characters from more than one line.

     ·   It is specified using a line-oriented motion.

     ·   It is specified using one of the following motion commands:
         Ctrll-A, `character, n, N, %, /, {, }, (, ), and ?.

     Before this copy is done, the previous contents of buffer  1  are moved
     into buffer  2 ,  2  into buffer  3 , and so on.  The contents of buffer
      9  are discarded.  Note that this rotation occurs regardless of the user
     specifying another buffer.  In vi, text may be explicitly stored into the
     numeric buffers.  In this case, the buffer rotation occurs before the
     replacement of the buffer s contents.  The numeric buffers are only
     available in vi mode.

Environment Variables:
     COLUMNS  The number of columns on the screen.  This value overrides any
              system or terminal specific values.  If the COLUMNS environment
              variable is not set when ex/vi runs, or the columns option is
              explicitly reset by the user, ex/vi enters the value into the
              environment.

     EXINIT   A list of ex startup commands, read after /etc/vi.exrc unless
              the variable NEXINIT is also set.

     HOME     The user s home directory, used as the initial directory path
              for the startup $HOME/.nexrc and $HOME/.exrc files.  This value
              is also used as the default directory for the cd command.

     LINES    The number of rows on the screen.  This value overrides any sys‐
              tem or terminal specific values.  If the LINES environment vari‐
              able is not set when ex/vi runs, or the lines option is explic‐
              itly reset by the user, ex/vi enters the value into the environ‐
              ment.

     NEXINIT  A list of ex startup commands, read after /etc/vi.exrc.

     SHELL    The user s shell of choice (see also the shell option).

     TERM     The user s terminal type.  The default is the type “unknown”.
              If the TERM environment variable is not set when ex/vi runs, or
              the term option is explicitly reset by the user, ex/vi enters
              the value into the environment.

     TMPDIR   The location used to store temporary files (see also the
              directory edit option).

Useful Configuration and Other Files:
     /bin/sh              The default user shell.

     /etc/vi.exrc         System-wide vi startup file.  It is read for ex com‐
                          mands first in the startup sequence.  Must be owned
                          by root or the user, and writable only by the owner.

     /tmp                 Temporary file directory.

     /var/tmp/vi.recover  The default recovery file directory.

     $HOME/.nexrc         First choice for user s home directory startup file,
                          read for ex commands right after /etc/vi.exrc unless
                          either NEXINIT or EXINIT are set.  Must be owned by
                          root or the user, and writable only by the owner.

     $HOME/.exrc          Second choice for user s home directory startup
                          file, read for ex commands under the same conditions
                          as $HOME/.nexrc.

     .nexrc               First choice for local directory startup file, read
                          for ex commands at the end of the startup sequence
                          if the exrc option was turned on earlier.  Must be
                          owned by the user and writable only by the owner.

     .exrc                Second choice for local directory startup file, read
                          for ex commands under the same conditions as .nexrc.
Command Arguments:
      file(s)         File(s) to be edited.
Examples:
      %vi newfile
                        Launch vi on a new file named newfile.

w—Display information about currently logged on users
Syntax:    w [ -hlsuw ] [  user  ]
Purpose: Display a summary of current activity on the system, including what each user is doing
Output:    On stdout, a heading line shows current time, length of time system has been up, number of users logged onto system, and average number of jobs in run queue over the last 1, 5 and 15 min.

The fields displayed for each user are user s login name; name of the tty user is on; time of day user logged on (in  hours : minutes ); idle time—that is, number of minutes since user last typed anything (in  hours : minutes ); CPU time used by all processes and their children on that terminal (in  minutes :  seconds ); CPU time used by currently active processes (in  minutes : seconds ); and name and arguments of current process.
Options and Option Arguments:
-h
Suppress heading

-l
Produce a long form of output, which is the default

-s
Produce a short form of output. In the short form, the tty is abbreviated and the login
            time and CPU times are left off, as are the arguments to commands.

-u
Produce heading line that shows current time, length of time system has been
            up, number of users logged onto system, and average number of jobs in run queue over
           the last 1, 5 and 15 min.

-w
Produce a long form of output, which is also the same as the default.
Command Arguments:
 user 
Name of a particular user for whom login information is displayed;
            if specified, output is restricted to that  user.
Example:   

Display an short listing of the users on the system:

$ w –s

wc—Display a count of lines, words and characters in a file
Syntax:    wc [ -c | -m | -C ] [ -lw ] [  file ... ]
Purpose: Read one or more input files and, by default, write the number of newline characters, words and bytes, contained in each input file to stdout
Output:   Writes a total count for all named files, if more than one input file is specified.
Options and Option Arguments:
-c
Count bytes

-m
Count characters

-C
Same as -m

-l
Count lines

-w
Count words delimited by white space characters or newline characters. 
            If no option is specified the de- fault is -lwc (count lines, words, and bytes.)
Command Arguments:
 file 
Pathname of an input file; if no  file  operands are specified, stdin will be used.
Example:  

Display the number of lines, words, and characters in the file named OS:

$ wc –lcw OS
whereis—Locate the binary, source, and man page files for a command
Syntax:    whereis [ -bmsu ] [ -BMS  directory ... -f ]  filename ...
Purpose:  Locate source/binary and manual sections for specified files
Output:  The supplied names are first stripped of leading pathname components and any (single) trailing extension of the form . ext. 

For example, .c. Prefixes of s. re-sulting from use of source code control are also dealt with.
Options and Option Arguments:
-b
Search only for binaries

-m
Search only for manual sections

-s
Search only for sources

-u
Search for unusual entries. A file is said to be unusual if it does not have one
           entry of each requested type.

-B
Change or otherwise limit the places where whereis searches for binaries

-M
Change or otherwise limit the places where whereis searches for manual sections

-S
Change or otherwise limit the places where

whereis searches for sources

-f
Terminate the last directory list and signal the start of file names; must be used when
            any of the B, -M, or -S options are used
Command Arguments:
 filename 
Binary, source, and man page files
Example:  

Search for the location of the C Shell program:

$ whereis csh
which—Locate a command; display its pathname or alias
Syntax:    which [  filename  ]...
Purpose: Take a list of names and look for the files that would be executed if these names were typed as commands. Each argument is expanded if it is aliased and is searched for along the user s path. Both aliases and path are taken from the user s shell resource file.
Output:   Lists paths of commands that are in  filename 
Options and Option Arguments:   None
Command Arguments:
filename 
A file containing a list of names that are commands
Example:   

Displays the paths to the commands cat, more, and ls on your system:

$ which cat more ls
who—Who is on the system
Syntax:   who [ -abdHlmpqrstTu ] [  file  ]
                who -q [ -n  x  ] [  file  ]
                whoami 
Purpose: List user s name, terminal line, login time, elapsed time since activity occurred on the line, and the process-ID of the command interpreter (shell) for each current UNIX system user
Output:  The general format for output is name  [ state ]  line time  [ idle ] [ pid ] [ comment ] [ exit ],

where-
 name 
is user s login name.
 state 
is capability of writing to the terminal.
 line 
is name of the line found in /dev.
 time 
is time since user s login.
 idle 
is time elapsed since user s last activity.
 pid 
is user s process id.
 comment 
is comment line in inittab.  
 exit 
is exit status for dead processes.

Options and Option Arguments:
-a
Process /var/adm/utmp or the named  file  with -b, -d, -l, -p, -r, -t, -T, and -u options
            turned on

-b
Indicate time and date of last reboot

-d
Display all processes that have expired and not been respawned by init

-H
Output column headings above regular output

-l
List only those lines on which system is waiting for someone to log on

-m
Output only information about current terminal

-n  x     Take a numeric argument,  x , which specifies the number of users
            to display per line;  x  must be at least 1.

-p
List any other process that is currently active and has been previously spawned by init

-q
(Quick who) display only names and number of users currently logged on. 
            When this option is used, all other options are ignored.

-r
Indicate current  run-level  of the init process

-s
(Default) list only  name ,  line , and  time  fields

-T
Same as the -s option, except that the  state idle ,  pid , and  comment  fields are also written

-t
Indicate last change to system clock (via the date command) by root

-u
List only those users who are currently logged on
Command Arguments:
 am i 
In the “C” locale, limit output to describing invoking user, 
            equivalent to the -m option. The am and i or I must be separate arguments.
 file 
Specify pathname of a file to substitute for database of logged on users that who uses by default.
Example:    

Display who is on your system:

$ who
Displays who you are on your system:

$ whoami
write—Write to another user
Syntax:    write  user  [  terminal  ]
Purpose: Read lines from user s stdin and write them to the terminal of another user.

When first invoked, it writes the message Message from [ sender-login-id ] [ sending-terminal ] [ date ]...

to  user . When it has successfully completed the connection, sender s terminal will be alerted twice to indicate that what the sender is typing is being written to the recipient s terminal.
Output:   Message on another users console window. 
Options and Option Arguments:     None 
Command Arguments:
user 
User (login) name of person to whom message will be written. 
           This argument must be of the form re- turned by who.
terminal 
Terminal identification in same format provided by who.
Example:  

Write a message to user bobk on terminal ttyC2:

$ write bobk ttyC2
xterm - terminal emulator for the X Window System
Syntax:
       xterm [-toolkitoption ...] [-option ...] [shell]

Purpose:
       The  xterm  program is a terminal emulator for the X Window System.  It
       provides DEC VT102/VT220 and selected features from higher-level termi-
       nals  such  as  VT320/VT420/VT520  (VTxxx).  
Output: Terminal or console window opens with specified shell.
Options and Option Arguments:
       The xterm terminal emulator accepts the standard X Toolkit command line
       options as well as many application-specific options.   If  the  option
       begins  with  a  `+'  instead  of  a `-', the option is restored to its
       default value.
       -version
               This causes xterm to print a version  number  to  the  standard
               output, and then exit.
       -help   This causes xterm to print out a verbose message describing its
               options, one per line.  The message is written to the  standard
               output.  After printing the message, xterm exits.  xterm 
               generates this message, sorting it and noting whether a "-option" or
               a  "+option"  turns  the feature on or off, since some features
               historically have been one or the  other.   xterm  generates  a
               concise  help  message  (multiple  options  per  line)  when an
               unknown option is used, e.g.,
                   xterm -z
               If the logic for a particular option such  as  logging  is  not
               compiled  into xterm, the help text for that option also is not
               displayed by the -help option.

      *Note*- Not  all options are necessarily configured into your copy of xterm:
       -132    Normally,  the  VT102  DECCOLM  escape  sequence  that switches
               between 80 and 132 column mode is ignored.  This option  causes
               the  DECCOLM  escape  sequence  to be recognized, and the xterm
               window will resize appropriately.
       -ah     This option indicates that xterm should  always  highlight  the
               text cursor.  By default, xterm will display a hollow text cur-
               sor whenever the focus is lost or the pointer leaves  the  win-
               dow.
       +ah     This  option  indicates  that xterm should do text cursor high-
               lighting based on focus.
       -ai     This option disables active icon support if  that  feature  was
               compiled  into  xterm.  This is equivalent to setting the vt100
               resource activeIcon to "false".
       +ai     This option enables active icon support  if  that  feature  was
               compiled  into  xterm.  This is equivalent to setting the vt100
               resource activeIcon to "true".
       -aw     This option indicates that auto-wraparound should  be  allowed.
               This  allows  the cursor to automatically wrap to the beginning
               of the next line when it is at the rightmost position of a line
               and text is output.
       +aw     This  option  indicates  that  auto-wraparound  should  not  be
               allowed.
       -b number
               This option specifies the size of the inner  border  (the  dis-
               tance  between  the outer edge of the characters and the window
               border) in pixels.  That is the vt100 internalBorder  resource.
               The default is "2".
       +bc     turn  off text cursor blinking.  This overrides the cursorBlink
               resource.
       -bc     turn on text cursor blinking.  This overrides  the  cursorBlink
               resource.
       -bcf milliseconds
               set the amount of time text cursor is off when blinking via the
               cursorOffTime resource.
       -bcn milliseconds
               set the amount of time text cursor is on when blinking via  the
               cursorOffTime resource.
       -bdc    Set  the  vt100  resource colorBDMode to "false", disabling the
               display of characters with bold attribute as color
       +bdc    Set the vt100 resource colorBDMode to "true", enabling the dis-
               play  of  characters  with  bold attribute as color rather than
               bold
       -cb     Set the vt100 resource cutToBeginningOfLine to "false".
       +cb     Set the vt100 resource cutToBeginningOfLine to "true".
       -cc characterclassrange:value[,...]
               This sets classes indicated by the given ranges  for  using  in
               selecting  by  words.   See  the  section  specifying character
               classes.  and discussion of the charClass resource.
       -cjk_width
               Set the cjkWidth resource to "true".  When turned  on,  charac-
               ters  with  East  Asian Ambiguous (A) category in UTR 11 have a
               column width of 2.  Otherwise, they have a column width  of  1.
               This may be useful for some legacy CJK text terminal-based pro-
               grams assuming box drawings and others to have a  column  width
               of  2.  It also should be turned on when you specify a TrueType
               CJK double-width (bi-width/monospace) font either with  -fa  at
               the command line or faceName resource.  The default is "false"
       +cjk_width
               Reset the cjkWidth resource.
       -class string
               This  option  allows  you  to  override xterm's resource class.
               Normally it is "XTerm", but can be set to another class such as
               "UXTerm" to override selected resources.
       -cm     This  option  disables  recognition of ANSI color-change escape
               sequences.  It sets the colorMode resource to "false".
       +cm     This option enables recognition  of  ANSI  color-change  escape
               sequences.  This is the same as the vt100 resource colorMode.
       -cn     This  option indicates that newlines should not be cut in line-
               mode selections.  It sets the cutNewline resource to "false".
       +cn     This option indicates that newlines should be cut in  line-mode
               selections.  It sets the cutNewline resource to "true".
       -cr color
               This  option  specifies  the color to use for text cursor.  The
               default is to use the same foreground color that  is  used  for
               text.  It sets the cursorColor resource according to the param-
               eter.
       -cu     This option indicates that xterm should work around  a  bug  in
               the more(1) program that causes it to incorrectly display lines
               that are exactly the width of the window and are followed by  a
               line beginning with a tab (the leading tabs are not displayed).
               This option is so named because it was originally thought to be
               a bug in the curses(3x) cursor motion package.
       +cu     This  option  indicates  that  xterm should not work around the
               more(1) bug mentioned above.
       -dc     This option disables the escape sequence to change dynamic col-
               ors:  the vt100 foreground and background colors, its text cur-
               sor color, the pointer cursor foreground and background colors,
               the  Tektronix  emulator  foreground and background colors, its
               text cursor color and highlight color.   The  option  sets  the
               dynamicColors option to "false".
       +dc     This  option enables the escape sequence to change dynamic col-
               ors.  The option sets the dynamicColors option to "true".
       -e program [ arguments ... ]
               This option specifies the program (and its command  line  argu-
               ments)  to be run in the xterm window.  It also sets the window
               title and icon name to be the basename  of  the  program  being
               executed  if  neither  -T nor -n are given on the command line.
               This must be the last option on the command line.
       -en encoding
               This option determines the encoding on which  xterm  runs.   It
               sets  the locale resource.  Encodings other than UTF-8 are sup-
               ported by using luit.  The -lc option should be used instead of
               -en for systems with locale support.
       -fb font
               This  option  specifies  a font to be used when displaying bold
               text.  It sets the boldFont resource.
               This font must be the same height and width as the normal font,
               otherwise  it  is  ignored.   If only one of the normal or bold
               fonts is specified, it will be used as the normal font and  the
               bold font will be produced by overstriking this font.
               See   also   the  discussion  of  boldMode  and  alwaysBoldMode
               resources.
       -fa pattern
               This option sets  the  pattern  for  fonts  selected  from  the
               FreeType  library if support for that library was compiled into
               xterm.  This corresponds to the faceName resource.  When a  CJK
               double-width  font  is  specified, you also need to turn on the
               cjkWidth resource.
               See also the renderFont resource, which combines with  this  to
               determine whether FreeType fonts are initially active.
       -fbb    This option indicates that xterm should compare normal and bold
               fonts bounding boxes to ensure they are  compatible.   It  sets
               the freeBoldBox resource to "false".
       +fbb    This  option indicates that xterm should not compare normal and
               bold fonts bounding boxes to ensure they  are  compatible.   It
               sets the freeBoldBox resource to "true".
       -fbx    This  option  indicates  that  xterm should not assume that the
               normal and bold fonts have VT100 line-drawing  characters.   If
               any  are  missing, xterm will draw the characters directly.  It
               sets the forceBoxChars resource to "false".
       +fbx    This option indicates that xterm should assume that the  normal
               and bold fonts have VT100 line-drawing characters.  It sets the
               forceBoxChars resource to "true".
       -fd pattern
               This option sets the pattern for  double-width  fonts  selected
               from  the FreeType library if support for that library was com-
               piled into xterm.  This corresponds to  the  faceNameDoublesize
               resource.
       -fi font
               This  option sets the font for active icons if that feature was
               compiled into xterm.
               See also the discussion of the iconFont resource.
       -fs size
               This option sets the pointsize  for  fonts  selected  from  the
               FreeType  library if support for that library was compiled into
               xterm.  This corresponds to the faceSize resource.
       -fullscreen
               This option indicates that xterm should ask the window  manager
               to let it use the full-screen for display, e.g., without window
               decorations.  It sets the fullscreen resource to "true".
       +fullscreen
               This option indicates that xterm should not ask the window man-
               ager  to  let  it use the full-screen for display.  It sets the
               fullscreen resource to "false".
       -fw font
               This option specifies the font to be used for  displaying  wide
               text.   By default, it will attempt to use a font twice as wide
               as the font that will be used to draw normal text.  If no  dou-
               ble-width  font  is found, it will improvise, by stretching the
               normal font.  This corresponds to the wideFont resource.
       -fwb font
               This option specifies the font to be used for  displaying  bold
               wide  text.  By default, it will attempt to use a font twice as
               wide as the font that will be used to draw bold  text.   If  no
               double-width  font  is  found, it will improvise, by stretching
               the bold font.  This corresponds to the wideBoldFont  resource.
       -fx font
               This  option  specifies  the font to be used for displaying the
               preedit string in the "OverTheSpot" input method.
               See also the discussion of the ximFont resource.
       -hc color
               (see -selbg).
       -hf     This option indicates that HP Function Key escape codes  should
               be  generated  for  function  keys.  It sets the hpFunctionKeys
               resource to "true".
       +hf     This option indicates that HP Function Key escape codes  should
               not be generated for function keys.  It sets the hpFunctionKeys
               resource to "false".
       -hm     Tells xterm to use  highlightTextColor  and  highlightColor  to
               override  the reversed foreground/background colors in a selec-
               tion.  It sets the highlightColorMode resource to "true".
       +hm     Tells xterm not to use highlightTextColor and highlightColor to
               override  the reversed foreground/background colors in a selec-
               tion.  It sets the highlightColorMode resource to "false".
       -hold   Turn on the hold resource, i.e.,  xterm  will  not  immediately
               destroy  its  window when the shell command completes.  It will
               wait until you use the window manager to destroy/kill the  win-
               dow,  or  if you use the menu entries that send a signal, e.g.,
               HUP or KILL.
       +hold   Turn off  the  hold  resource,  i.e.,  xterm  will  immediately
               destroy its window when the shell command completes.
       -ie     Turn on the ptyInitialErase resource, i.e., use the pseudo-ter-
               minal's sense of the stty erase value.
       +ie     Turn off the ptyInitialErase resource, i.e., set the stty erase
               value  using  the  kb string from the termcap entry as a refer-
               ence, if available.
       -im     Turn on the useInsertMode resource, which forces use of  insert
               mode  by  adding appropriate entries to the TERMCAP environment
               variable.
       +im     Turn off the useInsertMode resource.
       -into windowId
               Given an X window identifier (an integer, which can be hexadec-
               imal,  octal  or  decimal  according  to whether it begins with
               "0x", "0" or neither), xterm will reparent its top-level  shell
               widget  to  that  window.   This  is used to embed xterm within
               other applications.
               For instance, there are scripts for Tcl/Tk and Gtk which can be
               used  to  demonstrate  the feature.  When using Gtk, there is a
               limitation  of  that  toolkit  which  requires   that   xterm's
               allowSendEvents resource is enabled.
       -j      This  option indicates that xterm should do jump scrolling.  It
               corresponds to the  jumpScroll  resource.   Normally,  text  is
               scrolled  one  line at a time; this option allows xterm to move
               multiple lines at a time so  that  it  does  not  fall  as  far
               behind.   Its  use is strongly recommended since it makes xterm
               much faster when scanning through large amounts of  text.   The
               VT100 escape sequences for enabling and disabling smooth scroll
               as well as the "VT Options" menu can be used to turn this  fea-
               ture on or off.
       +j      This  option indicates that xterm should not do jump scrolling.
       -k8     This  option  sets   the   allowC1Printable   resource.    When
               allowC1Printable is set, xterm overrides the mapping of C1 con-
               trol characters (code 128-159) to treat them as printable.
       +k8     This option resets the allowC1Printable resource.
       -kt keyboardtype
               This option sets the keyboardType  resource.   Possible  values
               include:  "unknown",  "default", "hp", "sco", "sun", "tcap" and
               "vt220".
               The value "unknown", causes the corresponding  resource  to  be
               ignored.
               The   value  "default",  suppresses  the  associated  resources
               hpFunctionKeys, scoFunctionKeys, sunFunctionKeys, tcapFunction-
               Keys and sunKeyboard, using the Sun/PC keyboard layout.
       -l      Turn  logging  on.   Normally  logging is not supported, due to
               security concerns.  Some versions of  xterm  may  have  logging
               enabled.   The  logfile  is written to the directory from which
               xterm is invoked.  The filename is generated, of the form
                    XtermLog.XXXXXX
               or
                    Xterm.log.hostname.yyyy.mm.dd.hh.mm.ss.XXXXXX
               depending on how xterm was built.
       +l      Turn logging off.
       -lc     Turn on support of various encodings according  to  the  users'
               locale  setting,  i.e.,  LC_ALL,  LC_CTYPE, or LANG environment
               variables.  This is achieved by turning on UTF-8  mode  and  by
               invoking  luit  for  conversion  between  locale  encodings and
               UTF-8.  (luit is not invoked in UTF-8  locales.)   This  corre-
               sponds to the locale resource.
               The  actual list of encodings which are supported is determined
               by luit.  Consult the luit manual page for further details.
               See also the discussion of the -u8 option which supports  UTF-8
               locales.
       +lc     Turn  off  support  of automatic selection of locale encodings.
               Conventional 8bit mode or, in UTF-8 locales or with -u8 option,
               UTF-8 mode will be used.
       -lcc path
               File  name  for the encoding converter from/to locale encodings
               and UTF-8 which is used with -lc  option  or  locale  resource.
               This corresponds to the localeFilter resource.
       -leftbar
               Force  scrollbar to the left side of VT100 screen.  This is the
               default, unless you have set the rightScrollBar resource.
       -lf filename
               Specify the log-filename.  See the -l option.
       -ls     This option indicates that the shell that  is  started  in  the
               xterm  window  will be a login shell (i.e., the first character
               of argv[0] will be a dash, indicating  to  the  shell  that  it
               should read the user's .login or .profile).
               The  -ls  flag and the loginShell resource are ignored if -e is
               also given, because xterm does not know how to make  the  shell
               start  the  given  command  after whatever it does when it is a
               login shell - the user's shell of choice need not be  a  Bourne
               shell  after all.  Also, xterm -e is supposed to provide a con-
               sistent functionality for other applications that need to start
               text-mode  programs  in  a  window,  and if loginShell were not
               ignored, the result of ~/.profile might interfere with that.
               If you do want the effect of -ls and -e simultaneously, you may
               get away with something like
                   xterm -e /bin/bash -l -c "my command here"
               Finally,  -ls  is  not completely ignored, because xterm -ls -e
               does write a /etc/wtmp entry (if configured to do so),  whereas
               xterm -e does not.
       -maximized
               This  option indicates that xterm should ask the window manager
               to maximize its layout on startup.   This  corresponds  to  the
               maximized resource.
               Maximizing  is not the reverse of iconifying; it is possible to
               do both with certain window managers.
       +maximized
               This option indicates that xterm should ask the window  manager
               to not maximize its layout on startup.
       +ls     This option indicates that the shell that is started should not
               be a login shell (i.e., it will be a normal "subshell").
       -mb     This option indicates that xterm should ring a margin bell when
               the user types near the right end of a line.
       +mb     This option indicates that margin bell should not be rung.
       -mc milliseconds
               This  option  specifies  the  maximum  time between multi-click
               selections.
       -mesg   Turn off the messages resource, i.e., disallow write access  to
               the terminal.
       +mesg   Turn  on the messages resource, i.e., allow write access to the
               terminal.
       -mk_width
               Set the mkWidth resource to "true".  This  makes  xterm  use  a
               built-in  version of the wide-character width calculation.  The
               default is "false"
       +mk_width
               Reset the mkWidth resource.
       -ms color
               This option specifies the color to be used for the pointer cur-
               sor.   The  default  is to use the foreground color.  This sets
               the pointerColor resource.
       -nb number
               This option specifies the number of characters from  the  right
               end  of a line at which the margin bell, if enabled, will ring.
               The default is "10".
       -nul    This option disables the display of underlining.
       +nul    This option enables the display of underlining.
       -pc     This option enables the PC-style use of bold colors (see  bold-
               Colors resource).
       +pc     This option disables the PC-style use of bold colors.
       -pob    This option indicates that the window should be raised whenever
               a Control-G is received.
       +pob    This option indicates that the  window  should  not  be  raised
               whenever a Control-G is received.
       -report-colors
               Print a report to the standard output showing information about
               colors as  xterm  allocates  them.   This  corresponds  to  the
               reportColors resource.
       -report-fonts
               Print a report to the standard output showing information about
               fonts which are loaded.  This corresponds  to  the  reportFonts
               resource.
       -rightbar
               Force scrollbar to the right side of VT100 screen.
       -rvc    This  option  disables  the  display of characters with reverse
               attribute as color.
       +rvc    This option enables the  display  of  characters  with  reverse
               attribute as color.
       -rw     This   option   indicates  that  reverse-wraparound  should  be
               allowed.  This allows the cursor to back up from  the  leftmost
               column  of  one  line  to  the rightmost column of the previous
               line.  This is very useful for editing long shell command lines
               and  is  encouraged.  This option can be turned on and off from
               the "VT Options" menu.
       +rw     This option indicates that  reverse-wraparound  should  not  be
               allowed.
       -s      This  option  indicates  that  xterm may scroll asynchronously,
               meaning that the screen does not have to be kept completely  up
               to  date while scrolling.  This allows xterm to run faster when
               network latencies are very high and is  typically  useful  when
               running across a very large Internet or many gateways.
       +s      This option indicates that xterm should scroll synchronously.
       -samename
               Does  not  send  title  and  icon name change requests when the
               request would have no effect: the name is  not  changed.   This
               has the advantage of preventing flicker and the disadvantage of
               requiring an extra round trip to the server  to  find  out  the
               previous value.  In practice this should never be a problem.
       +samename
               Always send title and icon name change requests.
       -sb     This  option  indicates  that  some  number  of  lines that are
               scrolled off the top of the window should be saved and  that  a
               scrollbar  should  be  displayed  so  that  those  lines can be
               viewed.  This option may be turned on  and  off  from  the  "VT
               Options" menu.
       +sb     This option indicates that a scrollbar should not be displayed.
       -selbg color
               This option specifies the color to use for  the  background  of
               selected  text.   If not specified, reverse video is used.  See
               the discussion of the highlightColor resource.
       -selfg color
               This option specifies the color to use for selected  text.   If
               not  specified,  reverse  video is used.  See the discussion of
               the highlightTextColor resource.
       -sf     This option indicates that Sun Function Key escape codes should
               be generated for function keys.
       +sf     This  option indicates that the standard escape codes should be
               generated for function keys.
       -sh number
               scale line-height values by the given number.  See the  discus-
               sion of the scaleHeight resource.
       -si     This  option indicates that output to a window should not auto-
               matically reposition the screen to the bottom of the  scrolling
               region.   This  option  can  be  turned on and off from the "VT
               Options" menu.
       +si     This option indicates that output to a window should  cause  it
               to scroll to the bottom.
       -sk     This  option  indicates  that  pressing  a  key while using the
               scrollbar to review previous lines of  text  should  cause  the
               window  to be repositioned automatically in the normal position
               at the bottom of the scroll region.
       +sk     This option indicates that  pressing  a  key  while  using  the
               scrollbar should not cause the window to be repositioned.
       -sl number
               This  option  specifies  the  number of lines to save that have
               been scrolled off the top of the screen.  This  corresponds  to
               the saveLines resource.  The default is "64".
       -sm     This  option,  corresponding  to the sessionMgt resource, indi-
               cates that xterm should set up session manager callbacks.
       +sm     This option indicates that xterm should not set up session man-
               ager callbacks.
       -sp     This  option  indicates that Sun/PC keyboard should be assumed,
               providing mapping for keypad "+' to ",', and  CTRL-F1  to  F13,
               CTRL-F2 to F14, etc.
       +sp     This  option indicates that the standard escape codes should be
               generated for keypad and function keys.
       -t      This option indicates that  xterm  should  start  in  Tektronix
               mode,  rather  than  in  VT102 mode.  Switching between the two
               windows is done using the "Options" menus.
               xterm  automatically  searches  the  terminal  database in this
               order for these entries and then sets the "TERM" and the "TERM-
               CAP" environment variables.
       +t      This option indicates that xterm should start in VT102 mode.
       -tb     This  option,  corresponding to the toolBar resource, indicates
               that xterm should display a toolbar (or menubar) at the top  of
               its window.  The buttons in the toolbar correspond to the popup
               menus, e.g., control/left/mouse for "Main Options".
       +tb     This option indicates that xterm should not set up a toolbar.
       -ti term_id
               Specify the name used by xterm to select the  correct  response
               to terminal ID queries.  It also specifies the emulation level,
               used to  determine  the  type  of  response  to  a  DA  control
               sequence.   Valid  values  include  vt52,  vt100, vt101, vt102,
               vt220, and vt240  (the  "vt"  is  optional).   The  default  is
               "vt420".   The  term_id  argument  specifies the terminal ID to
               use.  (This is the same as the decTerminalID resource).
       -tm string
               This option specifies a series  of  terminal  setting  keywords
               followed  by the characters that should be bound to those func-
               tions, similar to the stty program.   The  keywords  and  their
               values are described in detail in the ttyModes resource.
       -tn name
               This  option  specifies the name of the terminal type to be set
               in the  TERM  environment  variable.   It  corresponds  to  the
               termName resource.  This terminal type must exist in the termi-
               nal database (termcap or terminfo, depending on  how  xterm  is
               built)  and  should  have li# and co# entries.  If the terminal
               type is not  found,  xterm  uses  the  built-in  list  "xterm",
               "vt102", etc.
       -u8     This  option  sets  the utf8 resource.  When utf8 is set, xterm
               interprets incoming data as UTF-8.   This  sets  the  wideChars
               resource  as  a  side-effect,  but  the  UTF-8 mode set by this
               option prevents it from being turned off.   If  you  must  turn
               UTF-8  encoding  on  and  off, use the -wc option or the corre-
               sponding wideChars resource, rather than the -u8 option.
               This option and the utf8 resource are overridden by the -lc and
               -en  options  and  locale resource.  That is, if xterm has been
               compiled to support  luit,  and  the  locale  resource  is  not
               "false"  this  option  is  ignored.  We recommend using the -lc
               option or the "locale: true" resource  in  UTF-8  locales  when
               your  operating  system supports locale, or -en UTF-8 option or
               the "locale: UTF-8" resource when your  operating  system  does
               not support locale.
       +u8     This option resets the utf8 resource.
       -uc     This option makes the cursor underlined instead of a box.
       +uc     This option makes the cursor a box instead of underlined.
       -ulc    This  option  disables the display of characters with underline
               attribute as color rather than with underlining.
       +ulc    This option enables the display of  characters  with  underline
               attribute as color rather than with underlining.
       -ulit   This  option,  corresponding to the italicULMode resource, dis-
               ables the display of characters  with  underline  attribute  as
               italics rather than with underlining.
       +ulit   This   option,  corresponding  to  the  italicULMode  resource,
               enables the display of characters with underline  attribute  as
               italics rather than with underlining.
       -ut     This option indicates that xterm should not write a record into
               the the system utmp log file.
       +ut     This option indicates that xterm should write a record into the
               system utmp log file.
       -vb     This  option  indicates that a visual bell is preferred over an
               audible one.  Instead of ringing the terminal bell  whenever  a
               Control-G is received, the window will be flashed.
       +vb     This option indicates that a visual bell should not be used.
       -wc     This option sets the wideChars resource.
               When  wideChars is set, xterm maintains internal structures for
               16-bit characters.  If xterm is not started in UTF-8  mode  (or
               if  this  resource  is  not  set), initially it maintains those
               structures to support 8-bit characters.   Xterm  can  later  be
               switched, using a menu entry or control sequence, causing it to
               reallocate those structures to support 16-bit characters.
               The default is "false".
       +wc     This option resets the wideChars resource.
       -wf     This option indicates that xterm should wait for the window  to
               be mapped the first time before starting the subprocess so that
               the initial terminal size settings  and  environment  variables
               are  correct.   It is the application's responsibility to catch
               subsequent terminal size changes.
       +wf     This option indicates that xterm should not wait before  start-
               ing the subprocess.
       -ziconbeep percent
               Same  as  zIconBeep  resource.   If percent is non-zero, xterms
               that produce output while iconified will cause an  XBell  sound
               at  the  given  volume  and  have "***" prepended to their icon
               titles.  Most window managers will detect this  change  immedi-
               ately,  showing  you  which  window has the output.  (A similar
               feature was in x10 xterm.)

   X TOOLKIT OPTIONS:
       The  following  standard  X Toolkit command line arguments are commonly
       used with xterm:
       -bd color
               This option specifies the color to use for the  border  of  the
               window.  The corresponding resource name is borderColor.  xterm
               uses the X Toolkit default, which is "XtDefaultForeground".
       -bg color
               This option specifies the color to use for  the  background  of
               the  window.   The  corresponding  resource name is background.
               The default is "XtDefaultBackground".
       -bw number
               This option specifies the width in pixels of  the  border  sur-
               rounding the window.
               This  appears  to be a legacy of older X releases.  It sets the
               borderWidth resource of  the  shell  widget,  and  may  provide
               advice  to your window manager to set the thickness of the win-
               dow frame.  Most window managers do not use  this  information.
               See the -b option, which controls the inner border of the xterm
               window.
       -display display
               This option specifies the X server to contact; see X(1).
       -fg color
               This option specifies the color to  use  for  displaying  text.
               The  corresponding resource name is foreground.  The default is
               "XtDefaultForeground".
       -fn font
               This option specifies the font to be used for displaying normal
               text.   The  corresponding resource name is font.  The resource
               value default is fixed.
       -font font
               This is the same as -fn.
       -geometry geometry
               This option specifies the preferred size and  position  of  the
               VT102 window; see X(1).
       -iconic This  option indicates that xterm should ask the window manager
               to start it as an icon rather than as the normal  window.   The
               corresponding resource name is iconic.
       -name name
               This   option   specifies  the  application  name  under  which
               resources are to be obtained,  rather  than  the  default  exe-
               cutable  file name.  Name should not contain "." or "*" charac-
               ters.
       -rv     This option indicates that reverse video should be simulated by
               swapping the foreground and background colors.  The correspond-
               ing resource name is reverseVideo.
       +rv     Disable the simulation of reverse video by swapping  foreground
               and background colors.
       -title string
               This  option  specifies  the  window title string, which may be
               displayed by window managers  if  the  user  so  chooses.   The
               default  title  is  the  command  line  specified  after the -e
               option, if any, otherwise the application name.
       -xrm resourcestring
               This option specifies a resource string to be  used.   This  is
               especially  useful for setting resources that do not have sepa-
               rate command line options.     
Command Arguments:   
shell            Specification of the shell to start xterm in.
Examples:   

Start an xterm with the login shell:

% xterm –ls &
Start an xterm with an ordinary shell:

$ xterm +ls &
Start an xterm with a scroll bar in it:

$ xterm –sb &
ypchpass – PC-BSD only. See chpass

ypchfn – PC-BSD only. See chpass

ypchsh – PC-BSD only. See chpass

zfs — configures ZFS file systems
Syntax:
     zfs [-?]
     zfs create [-pu] [-o property=value]... filesystem
     zfs create [-ps] [-b blocksize] [-o property=value]... -V size volume
     zfs destroy [-fnpRrv] filesystem|volume
     zfs destroy [-dnpRrv] snapshot[%snapname][,...]
     zfs snapshot [-r] [-o property=value]...
         filesystem@snapname|volume@snapname
         filesystem@snapname|volume@snapname...
     zfs rollback [-rRf] snapshot
     zfs clone [-p] [-o property=value]... snapshot filesystem|volume
     zfs promote clone-filesystem
     zfs rename [-f] filesystem|volume|snapshot filesystem|volume|snapshot
     zfs rename [-f] -p filesystem|volume filesystem|volume
     zfs rename -r snapshot snapshot
     zfs rename -u [-p] filesystem filesystem
     zfs list [-r|-d depth] [-H] [-o property[,property]...]
         [-t type[,type]...] [-s property]... [-S property]...
         filesystem|volume|snapshot
     zfs set property=value filesystem|volume|snapshot...
     zfs get [-r|-d depth] [-Hp] [-o all | field[,field]...]
         [-t type[, type]...] [-s source[,source]...] all |
         property[,property]... filesystem|volume|snapshot...
     zfs inherit [-rS] property filesystem|volume|snapshot...
     zfs upgrade [-v]
     zfs upgrade [-r] [-V version] -a | filesystem
     zfs userspace [-Hinp] [-o field[,field]...] [-s field]... [-S field]...
         [-t type[,type]...] filesystem|snapshot
     zfs groupspace [-Hinp] [-o field[,field]...] [-s field]... [-S field]...
         [-t type[,type]...] filesystem|snapshot
     zfs mount
     zfs mount [-vO] [-o property[,property]...] -a | filesystem
     zfs unmount [-f] -a | filesystem|mountpoint
     zfs share -a | filesystem
     zfs unshare -a | filesystem|mountpoint
     zfs send [-DnPpRv] [-i snapshot | -I snapshot] snapshot
     zfs receive [-vnFu] filesystem|volume|snapshot
     zfs receive [-vnFu] [-d | -e] filesystem
     zfs allow filesystem|volume
     zfs allow [-ldug] user|group[,user|group]...
         perm|@setname[,perm|@setname]... filesystem|volume
     zfs allow [-ld] -e|everyone perm|@setname[,perm|@setname]...
         filesystem|volume
     zfs allow -c perm|@setname[,perm|@setname]... filesystem|volume
     zfs allow -s @setname perm|@setname[,perm|@setname]... filesystem|volume
     zfs unallow [-rldug] user|group[,user|group]...
         [perm|@setname[,perm|@setname]...] filesystem|volume
     zfs unallow [-rld] -e|everyone [perm|@setname[,perm|@setname]...]
         filesystem|volume
     zfs unallow [-r] -c [perm|@setname[,perm|@setname]...] filesystem|volume
     zfs unallow [-r] -s @setname [perm|@setname[,perm|@setname]...]
         filesystem|volume
     zfs hold [-r] tag snapshot...
     zfs holds [-r] snapshot...
     zfs release [-r] tag snapshot...
     zfs diff [-FHt] snapshot [snapshot|filesystem]
     zfs jail jailid|jailname filesystem
     zfs unjail jailid|jailname filesystem

DESCRIPTION
     The zfs command configures ZFS datasets within a ZFS storage pool, as
     described in the zpool command.
Purpose:
     To create, manage, and destroy storage pools on virtual devices.
Commands and Sub-Commands (equivalent to options and option arguments):
          zfs [-?]    Displays a help message.
          zfs create [-pu] [-o property=value]... filesystem
         Creates a new ZFS file system. The file system is automatically
         mounted according to the mountpoint property inherited from the parent.
              -p      
         Creates all the non-existing parent datasets. Datasets created
                 in this manner are automatically mounted according to
                 the mountpoint property inherited from their parent. Any
                 property specified on the command line using the -o option is
                 ignored. If the target filesystem already exists, the opera‐
                 tion completes successfully.
              -u      Newly created file system is not mounted.
              -o property=value
                 Sets the specified property as if the command "zfs set
                 property=value" was invoked at the same time the dataset was
                 created. Any editable ZFS property can also be set at creation
                 time. Multiple -o options can be specified. An error
                 results if the same property is specified in multiple -o
                 options.
           zfs create [-ps] [-b blocksize] [-o property=value]... -V size volume
         Creates a volume of the given size. The volume is exported as a block
         device in /dev/zvol/path, where path is the name of the volume in the
         ZFS namespace. The size represents the logical size as exported by
         the device. By default, a reservation of equal size is created.
         size is automatically rounded up to the nearest 128 Kbytes to ensure
         that the volume has an integral number of blocks regardless of
         blocksize.
              -p      Creates all the non-existing parent datasets. Datasets created
                 in this manner are automatically mounted according to
                 the mountpoint property inherited from their parent. Any
                 property specified on the command line using the -o option is
                 ignored. If the target filesystem already exists, the operation
                 completes successfully.
              -s      Creates a sparse volume with no reservation. See volsize in
                 the "Native Properties" section for more information about
                 sparse volumes.
              -b blocksize
                 Equivalent to -o volblocksize=blocksize.  If this option is
                 specified in conjunction with -o volblocksize, the resulting
                 behavior is undefined.
              -o property=value
                 Sets the specified property as if the "zfs set
                 property=value" command was invoked at the same time the
                 dataset was created. Any editable ZFS property can also be
                 set at creation time. Multiple -o options can be specified.
                 An error results if the same property is specified in multi‐
                 ple -o options.
          zfs destroy [-fnpRrv] filesystem|volume
         Destroys the given dataset. By default, the command unshares any file
         systems that are currently shared, unmounts any file systems that are
         currently mounted, and refuses to destroy a dataset that has active
         dependents (children or clones).
              -r      Recursively destroy all children.
              -R      Recursively destroy all dependents, including cloned file
                 systems outside the target hierarchy.
              -f      Force an unmount of any file systems using the "zfs unmount
                 -f" command. This option has no effect on non-file systems or
                 unmounted file systems.
              -n      Do a dry-run ("No-op") deletion. No data will be deleted.
                 This is useful in conjunction with the -v or -p flags to
                 determine what data would be deleted.
              -p      Print machine-parsable verbose information about the deleted
                 data.
              -v      Print verbose information about the deleted data.

*Note*- Extreme care should be taken when applying either the -r or the -R
         options, as they can destroy large portions of a pool and cause unexpected
         behavior for mounted file systems in use.

          zfs destroy [-dnpRrv] snapshot[%snapname][,...]

         The given snapshots are destroyed immediately if and only if the "zfs
         destroy" command without the -d option would have destroyed it. 

         -r      Destroy (or mark for deferred deletion) all snapshots with
                 this name in descendent file systems.

         -R      Recursively destroy all clones of these snapshots, including
                 the clones, snapshots, and children.  If this flag is speci‐
                 fied, the [fl d] flag will have no effect.

         -n      Do a dry-run ("No-op") deletion. No data will be deleted.
                 This is useful in conjunction with the -v or -p flags to
                 determine what data would be deleted.

         -p      Print machine-parsable verbose information about the deleted
                 data.

         -v      Print verbose information about the deleted data.

         -d      Defer snapshot deletion.

         Extreme care should be taken when applying either the -r or the -R
         options, as they can destroy large portions of a pool and cause unex‐
         pected behavior for mounted file systems in use.

     zfs snapshot [-r] [-o property=value]...
         filesystem@snapname|volume@snapname
         filesystem@snapname|volume@snapname...

         Creates snapshots with the given names. All previous modifications by
         successful system calls to the file system are part of the snapshots.
         Snapshots are taken atomically, so that all snapshots correspond to
         the same moment in time. See the "Snapshots" section for details.

         -r      Recursively create snapshots of all descendent datasets

         -o property=value
                 Sets the specified property; see "zfs create" for details.

     zfs rollback [-rRf] snapshot

         Roll back the given dataset to a previous snapshot. When a dataset is
         rolled back, all data that has changed since the snapshot is discarded,
         and the dataset reverts to the state at the time of the snapshot.
         By default, the command refuses to roll back to a snapshot
         other than the most recent one. In order to do so, all intermediate
         snapshots must be destroyed by specifying the -r option.

         -r      Recursively destroy any snapshots more recent than the one
                 specified.
         -R      Recursively destroy any more recent snapshots, as well as any
                 clones of those snapshots.

         -f      Used with the -R option to force an unmount of any clone file
                 systems that are to be destroyed.

     zfs clone [-p] [-o property=value]... snapshot filesystem|volume

         Creates a clone of the given snapshot. See the "Clones" section for
         details. The target dataset can be located anywhere in the ZFS hierarchy,
         and is created as the same type as the original.

         -p      Creates all the non-existing parent datasets. Datasets created
                 in this manner are automatically mounted according to
                 the mountpoint property inherited from their parent. If the
                 target filesystem or volume already exists, the operation
                 completes successfully.

         -o property=value
                 Sets the specified property; see "zfs create" for details.

     zfs promote clone-filesystem

         Promotes a clone file system to no longer be dependent on its "ori‐
         gin" snapshot. This makes it possible to destroy the file system that
         the clone was created from. The clone parent-child dependency rela‐
         tionship is reversed, so that the origin file system becomes a clone
         of the specified file system.

         The snapshot that was cloned, and any snapshots previous to this
         snapshot, are now owned by the promoted clone. The space they use
         moves from the origin file system to the promoted clone, so enough
         space must be available to accommodate these snapshots. No new space
         is consumed by this operation, but the space accounting is adjusted.
         The promoted clone must not have any conflicting snapshot names of
         its own. The rename subcommand can be used to rename any conflicting
         snapshots.

     zfs rename [-f] filesystem|volume|snapshot filesystem|volume|snapshot

     zfs rename [-f] -p filesystem|volume filesystem|volume

     zfs rename -u [-p] filesystem filesystem

         Renames the given dataset. The new target can be located anywhere in
         the ZFS hierarchy, with the exception of snapshots. Snapshots can
         only be renamed within the parent file system or volume. When renaming
         a snapshot, the parent file system of the snapshot does not need
         to be specified as part of the second argument. Renamed file systems
         can inherit new mount points, in which case they are unmounted and
         remounted at the new mount point.

         -p      Creates all the nonexistent parent datasets. Datasets created
                 in this manner are automatically mounted according to the
                 mountpoint property inherited from their parent.

         -u      Do not remount file systems during rename. If a file system's
                 mountpoint property is set to legacy or none, file system is
                 not unmounted even if this option is not given.

         -f      Force unmount any filesystems that need to be unmounted in
                 the process.  This flag has no effect if used together with
                 the -u flag.

     zfs rename -r snapshot snapshot

         Recursively rename the snapshots of all descendent datasets. Snap‐
         shots are the only dataset that can be renamed recursively.

     zfs list [-r|-d depth] [-H] [-o property[,property]...] [-t
         type[,type]...] [-s property]... [-S property]...
         filesystem|volume|snapshot...

         Lists the property information for the given datasets in tabular
         form. If specified, you can list property information by the absolute
         pathname or the relative pathname. By default, all file systems and
         volumes are displayed.  Snapshots are displayed if the listsnaps
         property is on (the default is off).  The following fields are dis‐
         played, name, used, available, referenced, mountpoint.

         -r      Recursively display any children of the dataset on the com‐
                 mand line.

         -d depth
                 Recursively display any children of the dataset, limiting the
                 recursion to depth.  A depth of 1 will display only the
                 dataset and its direct children.

         -H      Used for scripting mode. Do not print headers and separate
                 fields by a single tab instead of arbitrary white space.

         -o property[,property]...
                 A comma-separated list of properties to display. The property
                 must be:

                   ·   One of the properties described in the "Native
                       Properties" section

                   ·   A user property

                   ·   The value name to display the dataset name

                   ·   The value space to display space usage properties on
                       file systems and volumes. This is a shortcut for speci‐
                       fying -o
                       name,avail,used,usedsnap,usedds,usedrefreserv,usedchild
                       -t filesystem,volume syntax.

         -t type[,type]...
                 A comma-separated list of types to display, where type is one
                 of filesystem, snapshot, volume, or all.  For example, speci‐
                 fying -t snapshot displays only snapshots.

         -s property
                 A property for sorting the output by column in ascending
                 order based on the value of the property. The property must
                 be one of the properties described in the "Properties" sec‐
                 tion, or the special value name to sort by the dataset name.
                 Multiple properties can be specified at one time using multi‐
                 ple -s property options. Multiple -s options are evaluated
                 from left to right in decreasing order of importance.

                 The following is a list of sorting criteria:

                   ·   Numeric types sort in numeric order.

                   ·   String types sort in alphabetical order

·   Types inappropriate for a row sort that row to the lit‐
                       eral bottom, regardless of the specified ordering.

                   ·   If no sorting options are specified the existing behav‐
                       ior of "zfs list" is preserved.

         -S property
                 Same as the -s option, but sorts by property in descending
                 order.

           zfs set property=value filesystem|volume|snapshot

         Sets the property to the given value for each dataset. Only some
         properties can be edited. See the "Properties" section for more
         information on what properties can be set and acceptable values.
         Numeric values can be specified as exact values, or in a human-readable
         form with a suffix of B, K, M, G, T, P, E, Z (for bytes, kilo‐
         bytes, megabytes, gigabytes, terabytes, petabytes, exabytes, or
         zettabytes, respectively). User properties can be set on snapshots.
         For more information, see the "User Properties" section.

          zfs get [-r|-d depth] [-Hp] [-o all | field[,field]...] [-t
               type[,type]...] [-s source[,source]...] all | property[,property]...
               filesystem|volume|snapshot...

         Displays properties for the given datasets. If no datasets are speci‐
         fied, then the command displays properties for all datasets on the
         system. For each property, the following columns are displayed:

               name      Dataset name
               property  Property name
               value     Property value
               source    Property source. Can either be local, default, tempo‐
                         rary, inherited, or none (-).

         All columns except the RECEIVED column are displayed by default. The
         columns to display can be specified by using the -o option. This com‐
         mand takes a comma-separated list of properties as described in the
         "Native Properties" and "User Properties" sections.

         The special value all can be used to display all properties that
         apply to the given dataset's type (filesystem, volume, or snapshot).

                   -r      Recursively display properties for any children.

                   -d depth
                 Recursively display any children of the dataset, limiting the
                 recursion to depth.  A depth of 1 will display only the
                 dataset and its direct children.

                   -H      Display output in a form more easily parsed by scripts. Any
                 headers are omitted, and fields are explicitly separated by a
                 single tab instead of an arbitrary amount of space.

                   -p      Display numbers in parseable (exact) values.

                   -o all | field[,field]...
                 A comma-separated list of columns to display. Supported val‐
                 ues are name,property,value,received,source.  Default values
                 are name,property,value,source.  The keyword all specifies
                 all columns.

                   -t type[,type]...
                 A comma-separated list of types to display, where type is one
                 of filesystem, snapshot, volume, or all.  For example, speci‐
                 fying -t snapshot displays only snapshots.

                   -s source[,source]...
                 A comma-separated list of sources to display. Those proper‐
                 ties coming from a source other than those in this list are
                 ignored. Each source must be one of the following:
                 local,default,inherited,temporary,received,none.  The default
                 value is all sources.

          zfs inherit [-rS] property filesystem|volume|snapshot...

         Clears the specified property, causing it to be inherited from an
         ancestor. If no ancestor has the property set, then the default value
         is used. See the "Properties" section for a listing of default values,
         and details on which properties can be inherited.

                   -r      Recursively inherit the given property for all children.

                   -S      For properties with a received value, revert to this value.
                 This flag has no effect on properties that do not have a
                 received value.

          zfs upgrade [-v]

         Displays a list of file systems that are not the most recent version.

                   -v      Displays ZFS filesystem versions supported by the current
                 software. The current ZFS filesystem version and all previous
                 supported versions are displayed, along with an explanation
                 of the features provided with each version.

          zfs upgrade [-r] [-V version] -a | filesystem

         Upgrades file systems to a new on-disk version. Once this is done,
         the file systems will no longer be accessible on systems running
         older versions of the software.  

                   -r      Upgrade the specified file system and all descendent file
                           systems.

                   -V version
                 Upgrade to the specified version.  If the -V flag is not
                 specified, this command upgrades to the most recent version.
                 This option can only be used to increase the version number,
                 and only up to the most recent version supported by this
                 software.

                   -a      Upgrade all file systems on all imported pools.

                    filesystem
                 Upgrade the specified file system.

          zfs userspace [-Hinp] [-o field[,field]...] [-s field]... [-S field]...
         [-t type[,type]...] filesystem|snapshot

          Displays space consumed by, and quotas on, each user in the specified
         filesystem or snapshot. This corresponds to the userused@user and
         userquota@user properties.

                   -n      Print numeric ID instead of user/group name.

                   -H      Do not print headers, use tab-delimited output.

                   -p      Use exact (parsable) numeric output.

                   -o field[,field]...
                 Display only the specified fields from the following set:
                 type,name,used,quota.  The default is to display all fields.

                   -s field
                 Sort output by this field. The -s and -S flags may be speci‐
                 fied multiple times to sort first by one field, then by
                 another. The default is -s type -s name.

                   -S field
                 Sort by this field in reverse order. See -s.

                   -t type[,type]...
                 Print only the specified types from the following set:
                 all,posixuser,smbuser,posixgroup,smbgroup.

                 The default is -t posixuser,smbuser.

                 The default can be changed to include group types.

                   -i      Translate SID to POSIX ID. This flag currently has no effect
                          on FreeBSD.

          zfs groupspace [-Hinp] [-o field[,field]...] [-s field]... [-S field]...
         [-t type[,type]...] filesystem|snapshot

         Displays space consumed by, and quotas on, each group in the speci‐
         fied filesystem or snapshot. This subcommand is identical to "zfs
         userspace", except that the default types to display are -t
         posixgroup,smbgroup.

          zfs mount

         Displays all ZFS file systems currently mounted.

                   -f

          zfs mount [-vO] [-o property[,property]...] -a | filesystem

         Mounts ZFS file systems.

                   -v      Report mount progress.

                  -O      Perform an overlay mount. Overlay mounts are not supported on
                 FreeBSD.

                   -o property[,property]...
                 An optional, comma-separated list of mount options to use
                 temporarily for the duration of the mount. See the "Temporary
                 Mount Point Properties" section for details.

                   -a      Mount all available ZFS file systems.  This command may be
                 executed on FreeBSD system startup by /etc/rc.d/zfs.  

                   filesystem
                 Mount the specified filesystem.

          zfs unmount [-f] -a | filesystem|mountpoint

         Unmounts currently mounted ZFS file systems.

                   -f      Forcefully unmount the file system, even if it is currently
                 in use.

                   -a      Unmount all available ZFS file systems.

                   filesystem | mountpoint
                 Unmount the specified filesystem. The command can also be
                 given a path to a ZFS file system mount point on the system.

               zfs share -a | filesystem

         Shares ZFS file systems that have the sharenfs property set.

                   -a      Share all ZFS file systems that have the sharenfs property
                 set.  This command may be executed on FreeBSD system startup
                 by /etc/rc.d/zfs.  

                   filesystem
                 Share the specified filesystem according to the sharenfs
                 property. File systems are shared when the sharenfs property
                 is set.

                zfs unshare -a | filesystem|mountpoint

         Unshares ZFS file systems that have the sharenfs property set.

                   -a      Unshares ZFS file systems that have the sharenfs property
                 set.  This command may be executed on FreeBSD system shutdown
                 by /etc/rc.d/zfs

                   filesystem | mountpoint
                 Unshare the specified filesystem. The command can also be
                 given a path to a ZFS file system shared on the system.

           zfs send [-DnPpRv] [-i snapshot | -I snapshot] snapshot

         Creates a stream representation of the last snapshot argument (not
         part of -i or -I) which is written to standard output. The output can
         be redirected to a file or to a different system (for example, using
         ssh(1)).  By default, a full stream is generated.

                   -i snapshot
                 Generate an incremental stream from the -i snapshot to the
                 last snapshot.  The incremental source (the -i snapshot) can
                 be specified as the last component of the snapshot name (for
                 example, the part after the @), and it is assumed to be from
                 the same file system as the last snapshot.

                 If the destination is a clone, the source may be the origin
                 snapshot, which must be fully specified (for example,
                 pool/fs@origin, not just @origin).

                   -I snapshotGenerate a stream package that sends all intermediary snap‐
                 shots from the -I snapshot to the last snapshot.  For exam‐
                 ple, -I @a fs@d is similar to -i @a fs@b; -i @b fs@c; -i @c
                 fs@d.  The incremental source snapshot may be specified as
                 with the -i option.

                   -R      Generate a replication stream package, which will replicate
                 the specified filesystem, and all descendent file systems, up
                 to the named snapshot. When received, all properties, snap‐
                 shots, descendent file systems, and clones are preserved.

                 If the -i or -I flags are used in conjunction with the -R
                 flag, an incremental replication stream is generated. The
                 current values of properties, and current snapshot and file
                 system names are set when the stream is received. If the -F
                 flag is specified when this stream is received, snapshots and
                 file systems that do not exist on the sending side are
                 destroyed.

                   -D      Generate a deduplicated stream. Blocks which would have been
                 sent multiple times in the send stream will only be sent
                 once.  The receiving system must also support this feature to
                 receive a deduplicated stream.  This flag can be used regard‐
                 less of the dataset's dedup property, but performance will be
                 much better if the filesystem uses a dedup-capable checksum
                 (eg.  sha256).

                   -p      Include the dataset's properties in the stream. This flag is
                 implicit when -R is specified. The receiving system must also
                 support this feature.

                   -n      Do a dry-run ("No-op") send.  Do not generate any actual send
                 data.  This is useful in conjunction with the -v or -P flags
                 to determine what data will be sent.

                   -P      Print machine-parsable verbose information about the stream
                 package generated.

                   -v      Print verbose information about the stream package generated.
                 This information includes a per-second report of how much
                 data has been sent.

         The format of the stream is committed. You will be able to receive
         your streams on future versions of ZFS.

           zfs receive [-vnFu] filesystem|volume|snapshot
           zfs receive [-vnFu] [-d | -e] filesystem

         Creates a snapshot whose contents are as specified in the stream pro‐
         vided on standard input. If a full stream is received, then a new
         file system is created as well. Streams are created using the "zfs
         send" subcommand, which by default creates a full stream.  "zfs recv"
         can be used as an alias for "zfs receive".

                     -d" command.

              The name of the snapshot (and file system, if a full stream is
              received) that this subcommand creates depends on the argument type
              and the -d or -e option.

                     -d      Use the full sent snapshot path without the first element
                 (without pool name) to determine the name of the new snapshot
                 as described in the paragraph above.

                    -e      Use only the last element of the sent snapshot path to deter‐
                 mine the name of the new snapshot as described in the para‐
                 graph above.

                    -u      File system that is associated with the received stream is
                 not mounted.

                    -v      Print verbose information about the stream and the time
                 required to perform the receive operation.

                    -n      Do not actually receive the stream. This can be useful in
                 conjunction with the -v option to verify the name the receive
                 operation would use.

                   -F      Force a rollback of the file system to the most recent snap‐
                 shot before performing the receive operation. If receiving an
                 incremental replication stream (for example, one generated by
                 "zfs send -R -Fi -iI"), destroy snapshots and file systems
                 that do not exist on the sending side.

                zfs allow filesystem|volume

         Displays permissions that have been delegated on the specified
         filesystem or volume. See the other forms of "zfs allow" for more
         information.

                zfs allow [-ldug] user|group[,user|group]...
                  perm|@setname[,perm|@setname]... filesystem|volume

                zfs allow [-ld] -e|everyone perm|@setname[,perm|@setname]...
                  filesystem|volume

         Delegates ZFS administration permission for the file systems to non-
         privileged users.

         [-ug] user|group[, user|group]...
                 Specifies to whom the permissions are delegated.
         [-e|everyone]
                 Specifies that the permissions be delegated to "everyone".

         perm|@setname[,perm|@setname]...
                 The permissions to delegate. Multiple permissions may be
                 specified as a comma-separated list. Permission names are the
                 same as ZFS subcommand and property names. See the property
                 list below. Property set names, which begin with an at sign
                 (@), may be specified. See the -s form below for details.

         [-ld] filesystem|volume
                 Specifies where the permissions are delegated. If neither of
                 the -ld options are specified, or both are, then the permis‐
                 sions are allowed for the file system or volume, and all of
                 its descendents. If only the -l option is used, then is
                 allowed "locally" only for the specified file system.  If
                 only the -d option is used, then is allowed only for the
                 descendent file systems.

                zfs allow -c perm|@setname[,perm|@setname]... filesystem|volume

         Sets "create time" permissions. These permissions are granted
         (locally) to the creator of any newly-created descendent file system.

               zfs allow -s @setname perm|@setname[,perm|@setname]... filesystem|volume

         Defines or adds permissions to a permission set. The set can be used
         by other "zfs allow" commands for the specified file system and its
         descendents. Sets are evaluated dynamically, so changes to a set are
         immediately reflected. Permission sets follow the same naming
         restrictions as ZFS file systems, but the name must begin with an "at
         sign" (@), and can be no more than 64 characters long.

               zfs unallow [-rldug] user|group[,user|group]...
                [perm|@setname[,perm|@setname]...] filesystem|volume

               zfs unallow [-rld] -e|everyone [perm|@setname[,perm|@setname]...]
                filesystem|volume

               zfs unallow [-r] -c [perm|@setname[,perm|@setname]...] filesystem|volume

         Removes permissions that were granted with the "zfs allow" command.
         No permissions are explicitly denied, so other permissions granted
         are still in effect. For example, if the permission is granted by an
         ancestor. If no permissions are specified, then all permissions for
         the specified user, group, or everyone are removed. Specifying
         everyone (or using the -e option) only removes the permissions that
         were granted to everyone, not all permissions for every user and
         group. See the "zfs allow" command for a description of the -ldugec
         options.

                   -r      Recursively remove the permissions from this file system and
                 all descendents.

             zfs unallow [-r] -s @setname [perm|@setname[,perm|@setname]...]
               filesystem|volume

         Removes permissions from a permission set. If no permissions are
         specified, then all permissions are removed, thus removing the set
         entirely.

              zfs hold [-r] tag snapshot...

         Adds a single reference, named with the tag argument, to the specified
         snapshot or snapshots. Each snapshot has its own tag namespace,
         and tags must be unique within that space.

         If a hold exists on a snapshot, attempts to destroy that snapshot by
         using the "zfs destroy" command returns EBUSY.

                   -r      Specifies that a hold with the given tag is applied recurively
                          to the snapshots of all descendent file systems.

                zfs holds [-r] snapshot...

         Lists all existing user references for the given snapshot or snapshots

                   -r      Lists the holds that are set on the named descendent snapshots,
                            in addition to listing the holds on the named snapshot.
               zfs release [-r] tag snapshot...

         Removes a single reference, named with the tag argument, from the
         specified snapshot or snapshots. The tag must already exist for each
         snapshot.

                   -r      Recursively releases a hold with the given tag on the snap‐
                         of all descendent file systems.

                zfs diff [-FHt] snapshot [snapshot|filesystem]

         Display the difference between a snapshot of a given filesystem and
         another snapshot of that filesystem from a later time or the current
         contents of the filesystem.  The first column is a character indicating
         the type of change, the other columns indicate pathname, new
         pathname (in case of rename), change in link count, and optionally
         file type and/or change time.

         The types of change are:
        -         path was removed
        +         path was added
        M         path was modified
        R         path was renamed
       -F      Display an indication of the type of file. Similar to ls –F.                   
        B         block device
        C         character device
        F         regular file
        /         directory
       @         symbolic link
        =         socket
        >         door (not supported on FreeBSD)
        |         named pipe (not supported on FreeBSD)
        P         event port (not supported on FreeBSD)

        -H      Give more parseable tab-separated output, without header
                 lines and without arrows.

         -t      Display the path's inode change time as the first column of
                 output.

Command Arguments:
       filesystem-  A uniquely named dataset.
       volume- A dataset used to emulate a physical device.
       snapshot- A backup or “picture” of a dataset.
       mountpoint- Location in the filesystem.
       jailname-  Name of jail to isolate filesystem in.
Examples:
     Example 1 Creating a ZFS File System Hierarchy

       The following commands create a file system named pool/home and a file
       system named pool/home/bob.  The mount point /home is set for the parent
       file system, and is automatically inherited by the child file system.
         # zfs create pool/home
         # zfs set mountpoint=/home pool/home
         # zfs create pool/home/bob

     Example 2 Creating a ZFS Snapshot

       The following command creates a snapshot named yesterday.  This snap‐
       shot is mounted on demand in the .zfs/snapshot directory at the root of
       the pool/home/bob file system.
         # zfs snapshot pool/home/bob@yesterday
     Example 3 Creating and Destroying Multiple Snapshots

       The following command creates snapshots named yesterday of pool/home
       and all of its descendent file systems. Each snapshot is mounted on
       demand in the .zfs/snapshot directory at the root of its file system.
       The second command destroys the newly created snapshots.
         # zfs snapshot -r pool/home@yesterday
         # zfs destroy -r pool/home@yesterday

     Example 4 Disabling and Enabling File System Compression

       The following command disables the compression property for all file
       systems under pool/home.  The next command explicitly enables
       compression for pool/home/anne.
         # zfs set compression=off pool/home
         # zfs set compression=on pool/home/mansoor

     Example 5 Listing ZFS Datasets

       The following command lists all active file systems and volumes in the
       system.  Snapshots are displayed if the listsnaps property is on.  The
       default is off.  See zpool(8) for more information on pool properties.
         # zfs list
            NAME                      USED  AVAIL  REFER  MOUNTPOINT
            pool                          450K    457G    18K       /pool
            pool/home                 315K   457G    21K       /home
            pool/home/mansoor  18K     457G    18K       /home/mansoor
            pool/home/bob          276K   457G   276K      /home/bob

     Example 6 Setting a Quota on a ZFS File System

       The following command sets a quota of 50 Gbytes for pool/home/bob.
         # zfs set quota=50G pool/home/bob
     Example 7 Listing ZFS Properties

       The following command lists all properties for pool/home/bob.
         # zfs get all pool/home/bob
         NAME               PROPERTY              VALUE                  SOURCE
         pool/home/bob  type                            filesystem                      -
         pool/home/bob  creation                     Tue Jul 21 15:53 20014  -
         pool/home/bob  used                           21K                                 -
         pool/home/bob  available                    20.0G                              -

       The following command gets a single property value.

         # zfs get -H -o value compression pool/home/bob
         on

       The following command lists all properties with local settings for
       pool/home/bob.
         # zfs get -s local -o name,property,value all pool/home/bob
         NAME               PROPERTY              VALUE
         pool/home/bob  quota                           20G
         pool/home/bob  compression                on
          Output truncated…
Example 8 Rolling Back a ZFS File System

       The following command reverts the contents of pool/home/anne to the
       snapshot named yesterday, deleting all intermediate snapshots.

         # zfs rollback -r pool/home/mansoor@yesterday
     Example 9 Creating a ZFS Clone

       The following command creates a writable file system whose initial con‐
       tents are the same as pool/home/bob@yesterday.
         # zfs clone pool/home/bob@yesterday pool/clone
     Example 10 Promoting a ZFS Clone

       The following commands illustrate how to test out changes to a file
       system, and then replace the original file system with the changed one,
       using clones, clone promotion, and renaming:

         # zfs create pool/project/production
       Populate /pool/project/production with data and continue with the following
       commands:

         # zfs snapshot pool/project/production@today
         # zfs clone pool/project/production@today pool/project/beta

       Now make changes to /pool/project/beta and continue with the following
       commands:

         # zfs promote pool/project/beta
         # zfs rename pool/project/production pool/project/legacy
         # zfs rename pool/project/beta pool/project/production

       Once the legacy version is no longer needed, it can be destroyed.

         # zfs destroy pool/project/legacy
     Example 11 Inheriting ZFS Properties

       The following command causes pool/home/bob and pool/home/mansoor to
       inherit the checksum property from their parent.

         # zfs inherit checksum pool/home/bob pool/home/mansoor
     Example 12 Remotely Replicating ZFS Data

       The following commands send a full stream and then an incremental
       stream to a remote machine, restoring them into poolB/received/fs@a and
       poolB/received/fs@b, respectively.  poolB must contain the file system
       poolB/received, and must not initially contain poolB/received/fs.

         # zfs send pool/fs@a | ssh host zfs receive poolB/received/fs@a
         # zfs send -i a pool/fs@b | ssh host zfs receive poolB/received/fs
     Example 13 Using the "zfs receive -d" Option

       The following command sends a full stream of poolA/fsA/fsB@snap to a
       remote machine, receiving it into poolB/received/fsA/fsB@snap.  The
       fsA/fsB@snap portion of the received snapshot's name is determined from
       the name of the sent snapshot.  poolB must contain the file system
       poolB/received.  If poolB/received/fsA does not exist, it is created as
       an empty file system.

         # zfs send poolA/fsA/fsB@snap | ssh host zfs receive -d poolB/received
     Example 14 Setting User Properties

       The following example sets the user-defined com.example:department
       property for a dataset.

         # zfs set com.example:department=12345 tank/accounting
     Example 15 Performing a Rolling Snapshot

       The following example shows how to maintain a history of snapshots with
       a consistent naming scheme. To keep a week's worth of snapshots, the
       user destroys the oldest snapshot, renames the remaining snapshots, and
       then creates a new snapshot, as follows:

         # zfs destroy -r pool/users@7daysago
         # zfs rename -r pool/users@6daysago @7daysago
         # zfs rename -r pool/users@5daysago @6daysago
         # zfs rename -r pool/users@4daysago @5daysago
         # zfs rename -r pool/users@3daysago @4daysago
         # zfs rename -r pool/users@2daysago @3daysago
         # zfs rename -r pool/users@yesterday @2daysago
         # zfs rename -r pool/users@today @yesterday
         # zfs snapshot -r pool/users@today
     Example 16 Setting "sharenfs" Property Options on a ZFS File System

       The following command shows how to set sharenfs property options to
       enable root access for a specific network on the tank/home file system.
         # zfs set sharenfs="maproot=root,network 192.168.0.0/24" tank/home
       Another way to write this command with the same result is:

         # set zfs sharenfs="-maproot=root -network 192.168.0.0/24" tank/home
     Example 17 Delegating ZFS Administration Permissions on a ZFS Dataset

       The following example shows how to set permissions so that user maansoor
       can create, destroy, mount, and take snapshots on tank/mansoore.  The
       permissions on tank/mansoor are also displayed.

         # zfs allow cindys create,destroy,mount,snapshot tank/mansoor
         # zfs allow tank/mansoor
         -------------------------------------------------------------
         Local+Descendent permissions on (tank/mansoor)
                   user mansoor create,destroy,mount,snapshot
         -------------------------------------------------------------

     Example 18 Delegating Create Time Permissions on a ZFS Dataset

       The following example shows how to grant anyone in the group staff to
       create file systems in tank/users.  This syntax also allows staff members
       to destroy their own file systems, but not destroy anyone else's
       file system. The permissions on tank/users are also displayed.

         # zfs allow staff create,mount tank/users
         # zfs allow -c destroy tank/users
         # zfs allow tank/users
         -------------------------------------------------------------
         Create time permissions on (tank/users)
                   create,destroy
         Local+Descendent permissions on (tank/users)
                   group staff create,mount
         -------------------------------------------------------------

     Example 19 Defining and Granting a Permission Set on a ZFS Dataset

       The following example shows how to define and grant a permission set on
       the tank/users file system. The permissions on tank/users are also displayed.

         # zfs allow -s @pset create,destroy,snapshot,mount tank/users
         # zfs allow staff @pset tank/users
         # zfs allow tank/users
         -------------------------------------------------------------
         Permission sets on (tank/users)
                 @pset create,destroy,mount,snapshot
         Create time permissions on (tank/users)
                 create,destroy
         Local+Descendent permissions on (tank/users)
                 group staff @pset,create,mount

-------------------------------------------------------------

     Example 20 Delegating Property Permissions on a ZFS Dataset

       The following example shows to grant the ability to set quotas and
       reservations on the users/home file system. The permissions on
       users/home are also displayed.

         # zfs allow mansoor quota,reservation users/home
         # zfs allow mansoor
         -------------------------------------------------------------
         Local+Descendent permissions on (users/home)
                 user mansoor quota,reservation
         -------------------------------------------------------------
         # su – mansoor

         mansoor% zfs set quota=10G users/home/bob
         mansoor% zfs get quota users/home/bob
         NAME              PROPERTY  VALUE             SOURCE
         users/home/bob  quota     10G               local

     Example 21 Removing ZFS Delegated Permissions on a ZFS Dataset

       The following example shows how to remove the snapshot permission from
       the staff group on the tank/users file system. The permissions on
       tank/users are also displayed.

         # zfs unallow staff snapshot tank/users
         # zfs allow tank/users
         -------------------------------------------------------------
         Permission sets on (tank/users)
                 @pset create,destroy,mount,snapshot
         Create time permissions on (tank/users)
                 create,destroy
         Local+Descendent permissions on (tank/users)
                 group staff @pset,create,mount
         -------------------------------------------------------------

     Example 22 Showing the differences between a snapshot and a ZFS Dataset

       The following example shows how to see what has changed between a prior
       snapshot of a ZFS Dataset and its current state.  The -F option is used
       to indicate type information for the files affected.

         # zfs diff tank/test@before tank/test
         M       /       /tank/test/
         M       F       /tank/test/linked      (+1)
         R        F       /tank/test/oldname -> /tank/test/newname
         -         F       /tank/test/deleted
         +        F       /tank/test/created
         M       F       /tank/test/modified

zoneadm - Administer zones (Solaris only)
Syntax:
     zoneadm -z zonename [-u uuid-match] subcommand
          [subcommand_options]
     zoneadm [-R root] [-z zonename] [-u uuid-match] list
          [list_options]

Purpose:
     zoneadm is used to administer  system  zones.  A zone  is  an application 
     container that is maintained by the operating system runtime.
     Once a process has been placed in a zone other than zone  0 (global zone),
     the process or any of its children cannot change zones.
     Except for simple listing and help functions,  only  a  user
     operating  in the global system zone can use zoneadm, and it
     must be executed with an effective user ID of root. In addi-
     tion,  the  user must be authorized to execute specific sub-
     commands. zoneadm checks for  authorization  strings  that  optionally
     include  the specified zonename as a suffix, preceded by the
     slash character. When omitted, the authorization matches any
     zone.
     Once a process has been placed in a zone other than zone  0,
     neither  that  process  nor  any  of its children can change
     zones.
Output: Modified zone.
Options and Option Arguments:
      -R root
         Specify  an  alternate  root  (boot  environment).  This
         option  can  only be used in conjunction with the "list"
         and "mark" subcommands.
     -u uuid-match
         Unique  identifier  for   a   zone,   as   assigned   by
         libuuid.  If  this option is present and the argu-
         ment is a non-empty string, then the zone  matching  the
         UUID  is  selected  instead  of  the one named by the -z
         option, if such a zone is present.
     -z zonename
         String identifier for a zone.
Command Arguments:

zonename                        Name of the zone.
list                                   Name of the current zones, or specified in options.
subcommand                   Valid sub-command of zoneadm.
subcommand_options      Options for valid sub-command.
Examples:
     Example 1 Using the -m Option

# zoneadm -z myzone boot -- -m verbose
     Example 2 Using the -s Option

# zoneadm -z myzone boot -- -s
     Example 3 Modifying an OpenBoot Configuration Variable
     The following  commands  illustrate  setting,  getting,  and
     clearing an OpenBoot configuration variable.

# zoneadm -z zone1 get-prom
# zoneadm -z zone1 set-prom
       auto-boot?=false

# zoneadm -z zone1 get-prom
       auto-boot?=false

# zoneadm -z zone1 set-prom -c auto-boot?
# zoneadm -z zone1 get-prom auto-boot?
       auto-boot?: not set

#
    The output of the last command, is printed  to  stderr,  and
     the exit value from zoneadm is non-zero.

zonecfg - set up zone configuration (Solaris only)
Syntax:
     zonecfg -z zonename [-r]
     zonecfg -z zonename [-r] subcommand
     zonecfg -z zonename [-r]  -f command_file
     zonecfg help

Purpose:
     The zonecfg utility creates, modifies, and lists the  confi-
     guration  of a zone. The creation and modification functions
     are only available to authorized users and require that  the
     process  is executed with an effective user ID of root. Oth-
     erwise it runs in read-only mode.
Output:
Modified zone configuration
Options and Option Arguments:
     -f command_file
         Specify the name of zonecfg command  file.  command_file
         is a text file of zonecfg subcommands, one per line.
     -r  Enables the live edit mode. Instructs  zonecfg  to  edit
         the  live  configuration  of a running zone instead of a
         persistent configuration from  a  stable  storage.  When
         used,  zonecfg  retrieves a snapshot of the current live
         zone configuration. The full set of zonecfg  subcommands
         is  supported in this mode. The live configuration takes
         effect immediately after  it  is  commited  and  remains
         active until the next zone reboot. The live mode is only
         allowed for a running zone and requires  the  authoriza-
         tion solaris.zone.liveconfig/zonename.
     -z zonename
         Specify the name of a zone. Zone names are  case  sensi-
         tive. Zone names must begin with an alphanumeric charac-
         ter and can contain alphanumeric characters, the  under-
         score (_) the hyphen (-), and the dot (.). The name 
         global and all names beginning with SYS  are  reserved  and
         cannot be used.
Command Arguments:

zonename            Name of the zone to configure.
subcommand       Valid zonecfg sub-command.
command_file     File containing valid zonecfg sub-commands.
help                    Help on zonecfg.
Example:
     Creating the Environment for a New Zone

     In the following example, zonecfg  creates  the  environment
     for a new zone. /usr/local is loopback mounted from the glo-
     bal zone into /opt/local. /opt/sfw is loopback mounted  from
     the global zone, a VNIC over nxge0 is added to the zone with
     three IP addresses, and a limit on the number of  fair-share
     scheduler  (FSS) CPU shares for a zone is set using the rctl
     resource type. The example also shows how to select a  given
     resource  for  modification;  in this case, by selecting the
     anet resource that is automatically created by zonecfg.

       # zonecfg -z myzone3
       my-zone3: No such zone configured
       Use 'create' to begin configuring a new zone.
       zonecfg:myzone3> create
       zonecfg:myzone3> info zonepath
       zonepath.template: /system/zones/%{zonename}
       zonepath: /system/zones/myzone3
       zonecfg:myzone3> set autoboot=true
       zonecfg:myzone3> add fs
       zonecfg:myzone3:fs> set dir=/opt/local
       zonecfg:myzone3:fs> set special=/usr/local
       zonecfg:myzone3:fs> set type=lofs
       zonecfg:myzone3:fs> add options [ro,nodevices]
       zonecfg:myzone3:fs> end
       zonecfg:myzone3> add fs
       zonecfg:myzone3:fs> set dir=/mnt
       zonecfg:myzone3:fs> set special=/dev/dsk/c0t0d0s7
       zonecfg:myzone3:fs> set raw=/dev/rdsk/c0t0d0s7
       zonecfg:myzone3:fs> set type=zfs
       zonecfg:myzone3:fs> end
       zonecfg:myzone3> add fs
       zonecfg:myzone3:fs> set dir=/opt/sfw
       zonecfg:myzone3:fs> set special=/opt/sfw
       zonecfg:myzone3:fs> set type=lofs
       zonecfg:myzone3:fs> add options [ro,nodevices]
       zonecfg:myzone3:fs> end
       zonecfg:myzone3> select anet linkname=net0
       zonecfg:myzone3:anet> set lower-link=nxge0
       zonecfg:myzone3:anet> set allowed-address="192.168.0.1/24,192.168.1.2/\
                  24,192.168.2.3/24"
       zonecfg:myzone3:anet> end
       zonecfg:my-zone3> set cpu-shares=5
       zonecfg:my-zone3> add capped-memory
       zonecfg:my-zone3:capped-memory> set physical=50m
       zonecfg:my-zone3:capped-memory> set swap=100m
       zonecfg:my-zone3:capped-memory> end
       zonecfg:myzone3> exit

zpool — configures ZFS storage pools
Syntax:
     zpool [-?]
     zpool add [-fn] pool vdev ...
     zpool attach [-f] pool device new_device
     zpool clear [-F [-n]] pool [device]
     zpool create [-fnd] [-o property=value] ...
           [-O file-system-property=value] ... [-m mountpoint] [-R root] pool
           vdev ...
     zpool destroy [-f] pool
     zpool detach pool device
     zpool export [-f] pool ...
     zpool get all | property[,...] pool ...
     zpool history [-il] [pool] ...
     zpool import [-d dir | -c cachefile] [-D]
     zpool import [-o mntopts] [-o property=value] ... [-d dir | -c cachefile]
           [-D] [-f] [-m] [-N] [-R root] [-F [-n]] -a
     zpool import [-o mntopts] [-o property=value] ... [-d dir | -c cachefile]
           [-D] [-f] [-m] [-N] [-R root] [-F [-n]] pool | id [newpool]
     zpool iostat [-T d|u] [-v] [pool] ...
     zpool labelclear [-f] device
     zpool list [-H] [-o property[,...]] [-T d|u] [pool] ...
           [inverval [count]]
     zpool offline [-t] pool device ...
     zpool online [-e] pool device ...
     zpool reguid pool
     zpool remove pool device ...
     zpool replace [-f] pool device [new_device]
     zpool scrub [-s] pool ...
     zpool set property=value pool
     zpool split [-n] [-R altroot] [-o mntopts] [-o property=value] pool
           newpool [device ...]
     zpool status [-vx] [-T d|u] [pool] ... [interval [count]]
     zpool upgrade [-v]
     zpool upgrade [-V version] -a | pool ...

Purpose:
     The zpool command configures ZFS storage pools, and maps them to vdevs.
     A storage pool is a collection of devices (known as vdevs) that provides physical 
     storage and data replication for ZFS datasets.
     All datasets within a storage pool share the same space. See the zfs command for
     information on managing datasets.

Fundamental ZFS Definitions-

     Virtual Devices (vdevs)
     A "virtual device" (vdev) describes a single device or a collection of
     devices organized according to certain performance and fault characteristics.
     The following virtual devices are supported:

     disk    A block device, typically located under /dev.  ZFS can use indi‐
             vidual slices or partitions, though the recommended mode of oper‐
             ation is to use whole disks. A disk can be specified by a full
             path to the device or the geom(4) provider name. When given a
             whole disk, ZFS automatically labels the disk, if necessary.

     file    A regular file. The use of files as a backing store is strongly
             discouraged. It is designed primarily for experimental purposes,
             as the fault tolerance of a file is only as good the file system
             of which it is a part. A file must be specified by a full path.

     mirror  A mirror of two or more devices. Data is replicated in an identical
             fashion across all components of a mirror. A mirror with N
             disks of size X can hold X bytes and can withstand (N-1) devices
             failing before data integrity is compromised.

     raidz   (or raidz1 raidz2 raidz3).  A variation on RAID-5 that allows for
             better distribution of parity and eliminates the "RAID-5" write
             hole (in which data and parity become inconsistent after a power
             loss).  Data and parity is striped across all disks within a
             raidz group.

     spare   A special pseudo-vdev which keeps track of available hot spares
             for a pool.  For more information, see the "Hot Spares" section.

     Log (SLOG)     
             A separate-intent log device. If more than one log device is
             specified, then writes are load-balanced between devices. Log
             devices can be mirrored. However, raidz vdev types are not supported
             for the intent log. For more information, see the "Intent
             Log" definition.

     cache   A device used to cache storage pool data. A cache device cannot
             be configured as a mirror or raidz group. 

     Intent Log
               The ZFS Intent Log (ZIL) satisfies POSIX requirements for synchronous
               transactions. For instance, databases often require their transactions to
               be on stable storage devices when returning from a system call.  NFS and
               other applications can also use fsync to ensure data stability. By
               default, the intent log is allocated from blocks within the main pool.
              However, it might be possible to get better performance using separate
              intent log devices such as NVRAM or a dedicated disk. 
              For example:

              # zpool create pool da0 da1 log da2
              Log devices can be added, replaced, attached, detached, imported and
              exported as part of the larger pool. Mirrored log devices can be removed
              by specifying the top-level mirror for the log.

      Pool Properties
     Each pool has several properties associated with it. Some properties are
     read-only statistics while others are configurable and change the behavior
     of the pool. The following are read-only properties:

     alloc       Amount of storage space within the pool that has been physi‐
                 cally allocated.

     capacity    Percentage of pool space used. This property can also be
                 referred to by its shortened column name, "cap".

     comment     A text string consisting of printable ASCII characters that
                 will be stored such that it is available even if the pool
                 becomes faulted.  An administrator can provide additional
                 information about a pool using this property.

     dedupratio  The deduplication ratio specified for a pool, expressed as a
                 multiplier.  For example, a dedupratio value of 1.76 indicates
                 that 1.76 units of data were stored but only 1 unit of
                 disk space was actually consumed. See zfs for a description
                 of the deduplication feature.

     free        Number of blocks within the pool that are not allocated.

     freeing     After a file system or snapshot is destroyed, the space it
                 was using is returned to the pool asynchronously.  freeing is
                 the amount of space remaining to be reclaimed.  Over time
                 freeing will decrease while free increases.

     expandsize  This property has currently no value on FreeBSD.

     guid        A unique identifier for the pool.

     health      The current health of the pool. Health can be "ONLINE",
                 "DEGRADED", "FAULTED", "OFFLINE", "REMOVED", or "UNAVAIL".

     size        Total size of the storage pool.

     unsupported@feature_guid
                 Information about unsupported features that are enabled on
                 the pool.  See zpool-features(7) for details.

     used        Amount of storage space used within the pool.

Commands and Sub-Commands ( similar to options and option arguments):

     The zpool command provides sub-commands to create and destroy storage
     pools, add capacity to storage pools, and provide information about the
     storage pools. The following sub-commands and their options are supported:

     zpool [-?]

         Displays a help message.

     zpool add [-fn] pool vdev ...

         Adds the specified virtual devices to the given pool. The vdev specification
         is described in the "Virtual Devices" section. The behavior
         of the -f option, and the device checks performed are described in
         the "zpool create" subcommand.

         -f      Forces use of vdev, even if they appear in use or specify a
                 conflicting replication level.  Not all devices can be overridden
                 in this manner.

         -n      Displays the configuration that would be used without actually
                 adding the vdevs. The actual pool creation can still
                 fail due to insufficient privileges or device sharing.

                 Do not add a disk that is currently configured as a quorum
                 device to a zpool.  After a disk is in the pool, that disk
                 can then be configured as a quorum device.

     zpool attach [-f] pool device new_device

         Attaches new_device to an existing zpool device. The existing device
         cannot be part of a raidz configuration. If device is not currently
         part of a mirrored configuration, device automatically transforms
         into a two-way mirror of device and new_device.  If device is part of
         a two-way mirror, attaching new_device creates a three-way mirror,
         and so on. In either case, new_device begins to resilver immediately.

         -f      Forces use of new_device, even if its appears to be in use.
                 Not all devices can be overridden in this manner.

     zpool clear [-F [-n]] pool [device]

         Clears device errors in a pool. If no arguments are specified, all
         device errors within the pool are cleared. If one or more devices is
         specified, only those errors associated with the specified device or
         devices are cleared.

         -F      Initiates recovery mode for an unopenable pool. Attempts to
                 discard the last few transactions in the pool to return it to
                 an openable state. Not all damaged pools can be recovered by
                 using this option. If successful, the data from the discarded
                 transactions is irretrievably lost.

         -n      Used in combination with the -F flag. Check whether discarding
                 transactions would make the pool openable, but do not
                 actually discard any transactions.

     zpool create [-fnd] [-o property=value] ... [-O
         file-system-property=value] ... [-m mountpoint] [-R root] pool vdev …

         Creates a new storage pool containing the virtual devices specified
         on the command line. The pool name must begin with a letter, and can
         only contain alphanumeric characters as well as underscore ("_"),
         dash ("-"), and period ("."). The pool names "mirror", "raidz",
         "spare" and "log" are reserved, as are names beginning with the pattern
         "c[0-9]". 

         The command verifies that each device specified is accessible and not
         currently in use by another subsystem. There are some uses, such as
         being currently mounted, or specified as the dedicated dump device,
         that prevents a device from ever being used by ZFS Other uses, such
         as having a preexisting UFS file system, can be overridden with the
         -f option.

         Unless the -R option is specified, the default mount point is
         "/pool".  The mount point must not exist or must be empty, or else
         the root dataset cannot be mounted. This can be overridden with the
         -m option.

         By default all supported features are enabled on the new pool unless
         the -d option is specified.

         -f      Forces use of vdevs, even if they appear in use or specify a
                 conflicting replication level.  Not all devices can be over‐
                 ridden in this manner.

         -n      Displays the configuration that would be used without actu‐
                 ally creating the pool. The actual pool creation can still
                 fail due to insufficient privileges or device sharing.

         -d      Do not enable any features on the new pool.  Individual fea‐
                 tures can be enabled by setting their corresponding proper‐
                 ties to enabled with the -o option.  See zpool-features(7)
                 for details about feature properties.

         -o property=value [-o property=value] ...
                 Sets the given pool properties. See the "Properties" section
                 for a list of valid properties that can be set.

         -O file-system-property=value [-O file-system-property=value] ...
                 Sets the given file system properties in the root file system
                 of the pool. See zfs(8) Properties for a list of valid prop‐
                 erties that can be set.

         -R root
                 Equivalent to "-o cachefile=none,altroot=root"

         -m mountpoint
                 Sets the mount point for the root dataset. The default mount
                 point is "/pool" or "altroot/pool" if altroot is specified.
                 The mount point must be an absolute path, "legacy", or
                 "none".  For more information on dataset mount points, see
                 zfs(8).

     zpool destroy [-f] pool

         Destroys the given pool, freeing up any devices for other use. This
         command tries to unmount any active datasets before destroying the
         pool.

         -f      Forces any active datasets contained within the pool to be
                 unmounted.

     zpool detach pool device

         Detaches device from a mirror. The operation is refused if there are
         no other valid replicas of the data.

     zpool export [-f] pool ...

         Exports the given pools from the system. All devices are marked as
         exported, but are still considered in use by other subsystems. The
         devices can be moved between systems (even those of different endianness)
         and imported as long as a sufficient number of devices are
         present.

         Before exporting the pool, all datasets within the pool are
         unmounted. A pool can not be exported if it has a shared spare that
         is currently being used.

         For pools to be portable, you must give the zpool command whole
         disks, not just slices, so that ZFS can label the disks with portable
         EFI labels. Otherwise, disk drivers on platforms of different endianness
         will not recognize the disks.

         -f      Forcefully unmount all datasets, using the "unmount -f" com‐
                 mand.

                 This command will forcefully export the pool even if it has a
                 shared spare that is currently being used. This may lead to
                 potential data corruption.

     zpool get all | property[,...] pool ...

         Retrieves the given list of properties (or all properties if "all" is
         used) for the specified storage pool(s). These properties are dis‐
         played with the following fields:

               name            Name of storage pool
               property       Property name
               value            Property value
               source          Property source, either 'default' or 'local'.

         See the "Properties" section for more information on the available
         pool properties.

     zpool history [-il] [pool] ...

         Displays the command history of the specified pools or all pools if
         no pool is specified.

         -i      Displays internally logged ZFS events in addition to user
                 initiated events.

         -l      Displays log records in long format, which in addition to
                 standard format includes, the user name, the hostname, and
                 the zone in which the operation was performed.

     zpool import [-d dir | -c cachefile] [-D]

         Lists pools available to import. If the -d option is not specified,
         this command searches for devices in "/dev".  The -d option can be
         specified multiple times, and all directories are searched. If the
         device appears to be part of an exported pool, this command displays
         a summary of the pool with the name of the pool, a numeric identifier,
         as well as the vdev layout and current health of the device for
         each device or file.  Destroyed pools, pools that were previously
         destroyed with the "zpool destroy" command, are not listed unless the
         -D option is specified.

         The numeric identifier is unique, and can be used instead of the pool
         name when multiple exported pools of the same name are available.

         -c cachefile
                 Reads configuration from the given cachefile that was created
                 with the "cachefile" pool property. This cachefile is used
                 instead of searching for devices.

         -d dir  Searches for devices or files in dir.  The -d option can be
                 specified multiple times.

         -D      Lists destroyed pools only.

     zpool import [-o mntopts] [-o property=value] ... [-d dir | -c cachefile]
         [-D] [-f] [-m] [-N] [-R root] [-F [-n]] -a

         Imports all pools found in the search directories. Identical to the
         previous command, except that all pools with a sufficient number of
         devices available are imported. Destroyed pools, pools that were previously
         destroyed with the "zpool destroy" command, will not be
         imported unless the -D option is specified.

         -o mntopts
                 Comma-separated list of mount options to use when mounting
                 datasets within the pool. See zfs for a description of
                 dataset properties and mount options.

         -o property=value
                 Sets the specified property on the imported pool. See the
                 "Properties" section for more information on the available
                 pool properties.

         -c cachefile
                 Reads configuration from the given cachefile that was created
                 with the "cachefile" pool property. This cachefile is used
                 instead of searching for devices.

         -d dir  Searches for devices or files in dir.  The -d option can be
                 specified multiple times. This option is incompatible with
                 the -c option.

         -D      Imports destroyed pools only. The -f option is also required.

         -f      Forces import, even if the pool appears to be potentially
                 active.

         -m      Enables import with missing log devices.

         -N      Do not mount any filesystems from the imported pool.

         -R root
                 Sets the "cachefile" property to "none" and the "altroot"
                 property to "root"

         -F      Recovery mode for a non-importable pool. Attempt to return
                 the pool to an importable state by discarding the last few
                 transactions. Not all damaged pools can be recovered by using
                 this option. If successful, the data from the discarded
                 transactions is irretrievably lost. This option is ignored if
                 the pool is importable or already imported.

         -n      Used with the -F recovery option. Determines whether a non-
                 importable pool can be made importable again, but does not
                 actually perform the pool recovery. For more details about
                 pool recovery mode, see the -F option, above.

         -a      Searches for and imports all pools found.

     zpool import [-o mntopts] [-o property=value] ... [-d dir | -c cachefile]

[-D] [-f] [-m] [-N] [-R root] [-F [-n]] pool | id [newpool]

         Imports a specific pool. A pool can be identified by its name or the
         numeric identifier. If newpool is specified, the pool is imported
         using the name newpool.  Otherwise, it is imported with the same name
         as its exported name.

         If a device is removed from a system without running "zpool export"
         first, the device appears as potentially active. It cannot be determined
         if this was a failed export, or whether the device is really in
         use from another host. To import a pool in this state, the -f option
         is required.

         -o mntopts
                 Comma-separated list of mount options to use when mounting
                 datasets within the pool. See zfs for a description of
                 dataset properties and mount options.

         -o property=value
                 Sets the specified property on the imported pool. See the
                 "Properties" section for more information on the available
                 pool properties.

         -c cachefile
                 Reads configuration from the given cachefile that was created
                 with the "cachefile" pool property. This cachefile is used
                 instead of searching for devices.

         -d dir  Searches for devices or files in dir.  The -d option can be
                 specified multiple times. This option is incompatible with
                 the -c option.

         -D      Imports destroyed pools only. The -f option is also required.

         -f      Forces import, even if the pool appears to be potentially
                 active.

         -m      Enables import with missing log devices.

         -N      Do not mount any filesystems from the imported pool.

         -R root
                 Equivalent to "-o cachefile=none,altroot=root"

         -F      Recovery mode for a non-importable pool. Attempt to return
                 the pool to an importable state by discarding the last few
                 transactions. Not all damaged pools can be recovered by using
                 this option. If successful, the data from the discarded
                 transactions is irretrievably lost. This option is ignored if
                 the pool is importable or already imported.

         -n      Used with the -F recovery option. Determines whether a non-
                 importable pool can be made importable again, but does not
                 actually perform the pool recovery. For more details about
                 pool recovery mode, see the -F option, above.

     zpool iostat [-T d|u] [-v] [pool] ... [interval [count]]

         Displays I/O statistics for the given pools. When given an interval,
         the statistics are printed every interval seconds until Ctrl-C is
         pressed. If no pools are specified, statistics for every pool in the
         system is shown. If count is specified, the command exits after count
         reports are printed.

         -T d|u  Print a timestamp.

                 Use modifier d for standard date format. See date(1).  Use
                 modifier u for unixtime (equals "date +%s").

         -v      Verbose statistics. Reports usage statistics for individual
                 vdevs within the pool, in addition to the pool-wide statis‐
                 tics.

     zpool labelclear [-f] device

         Removes ZFS label information from the specified device.  The device
         must not be part of an active pool configuration.

         -v      Treat exported or foreign devices as inactive.

     zpool list [-Hv] [-o property[,...]] [-T d|u] [pool] ... [inverval
         [count]]

         Lists the given pools along with a health status and space usage.
         When given no arguments, all pools in the system are listed.

         When given an interval, the output is printed every interval seconds
         until Ctrl-C is pressed. If count is specified, the command exits
         after count reports are printed.

         -H      Scripted mode. Do not display headers, and separate fields by
                 a single tab instead of arbitrary space.

         -v      Show more detailed information.

         -o property[,...]
                 Comma-separated list of properties to display. See the
                 "Properties" section for a list of valid properties. The
                 default list is name, size, used, available, capacity,
                 health, altroot.

         -T d|u  Print a timestamp.

                 Use modifier d for standard date format. See date.  Use
                 modifier u for unixtime (equals "date +%s").

     zpool offline [-t] pool device ...

         Takes the specified physical device offline. While the device is
         offline, no attempt is made to read or write to the device.

         -t      Temporary. Upon reboot, the specified physical device reverts
                 to its previous state.

     zpool online [-e] pool device ...

         Brings the specified physical device online.

         This command is not applicable to spares or cache devices.

         -e      Expand the device to use all available space. If the device
                 is part of a mirror or raidz then all devices must be
                 expanded before the new space will become available to the
                 pool.

     zpool reguid pool

         Generates a new unique identifier for the pool.  You must ensure that
         all devices in this pool are online and healthy before performing
         this action.

     zpool remove pool device ...

         Removes the specified device from the pool. This command currently
         only supports removing hot spares, cache, and log devices. A mirrored
         log device can be removed by specifying the top-level mirror for the
         log. Non-log devices that are part of a mirrored configuration can be
         removed using the "zpool detach" command. Non-redundant and raidz
         devices cannot be removed from a pool.

     zpool replace [-f] pool device [new_device]

         Replaces old_device with new_device.  This is equivalent to attaching
         new_device, waiting for it to resilver, and then detaching
         old_device.

         The size of new_device must be greater than or equal to the minimum
         size of all the devices in a mirror or raidz configuration.

         new_device is required if the pool is not redundant. If new_device is
         not specified, it defaults to old_device.  This form of replacement
         is useful after an existing disk has failed and has been physically
         replaced. In this case, the new disk may have the same /dev path as
         the old device, even though it is actually a different disk.  ZFS
         recognizes this.

         -f      Forces use of new_device, even if its appears to be in use.
                 Not all devices can be overridden in this manner.

     zpool scrub [-s] pool ...

         Begins a scrub. The scrub examines all data in the specified pools to
         verify that it checksums correctly. For replicated (mirror or raidz)
         devices, ZFS automatically repairs any damage discovered during the
         scrub. The "zpool status" command reports the progress of the scrub
         and summarizes the results of the scrub upon completion.

         Scrubbing and resilvering are very similar operations. The difference
         is that resilvering only examines data that ZFS knows to be out of
         date (for example, when attaching a new device to a mirror or replacing
         an existing device), whereas scrubbing examines all data to discover
         silent errors due to hardware faults or disk failure.

         Because scrubbing and resilvering are I/O-intensive operations, ZFS
         only allows one at a time. If a scrub is already in progress, the
         "zpool scrub" command returns an error. To start a new scrub, you
         have to stop the old scrub with the "zpool scrub -s" command first.
         If a resilver is in progress, ZFS does not allow a scrub to be
         started until the resilver completes.

         -s      Stop scrubbing.

     zpool set property=value pool

         Sets the given property on the specified pool. See the "Properties"
         section for more information on what properties can be set and
         acceptable values.

     zpool split [-n] [-R altroot] [-o mntopts] [-o property=value] pool
         newpool [device ...]

         Splits off one disk from each mirrored top-level vdev in a pool and
         creates a new pool from the split-off disks. The original pool must
         be made up of one or more mirrors and must not be in the process of
         resilvering. The split subcommand chooses the last device in each
         mirror vdev unless overridden by a device specification on the command
         line.

         When using a device argument, split includes the specified device(s)
         in a new pool and, should any devices remain unspecified, assigns the
         last device in each mirror vdev to that pool, as it does normally. If
         you are uncertain about the outcome of a split command, use the -n
         ("dry-run") option to ensure your command will have the effect you
         intend.

         -R altroot
                 Automatically import the newly created pool after splitting,
                 using the specified altroot parameter for the new pool's
                 alternate root. See the altroot description in the
                 "Properties" section, above.

         -n      Displays the configuration that would be created without
                 actually splitting the pool. The actual pool split could
                 still fail due to insufficient privileges or device status.

         -o mntopts
                 Comma-separated list of mount options to use when mounting
                 datasets within the pool. See zfs for a description of
                 dataset properties and mount options. Valid only in conjunction
                 with the -R option.

         -o property=value
                 Sets the specified property on the new pool. See the
                 "Properties" section, above, for more information on the
                 available pool properties.

     zpool status [-vx] [-T d|u] [pool] ... [interval [count]]

         Displays the detailed health status for the given pools. If no pool
         is specified, then the status of each pool in the system is displayed.
         For more information on pool and device health, see the
         "Device Failure and Recovery" section.

         When given an interval, the output is printed every interval seconds
         until Ctrl-C is pressed. If count is specified, the command exits
         after count reports are printed.

         If a scrub or resilver is in progress, this command reports the percentage
         done and the estimated time to completion. Both of these are
         only approximate, because the amount of data in the pool and the
         other workloads on the system can change.

         -x      Only display status for pools that are exhibiting errors or
                 are otherwise unavailable.  Warnings about pools not using
                 the latest on-disk format will not be included.

         -v      Displays verbose data error information, printing out a complete
                 list of all data errors since the last complete pool
                 scrub.

         -T d|u  Print a timestamp.

                 Use modifier d for standard date format. See date(1).  Use
                 modifier u for unixtime (equals "date +%s").

     zpool upgrade [-v]

         Displays pools which do not have all supported features enabled and
         pools formatted using a legacy ZFS version number.  These pools can
         continue to be used, but some features may not be available.  Use
         zpool upgrade -a to enable all features on all pools.

         -v      Displays legacy ZFS versions supported by the current soft‐
                 ware.  See zpool-features(7) for a description of feature
                 flags features supported by the current software.

     zpool upgrade [-V version] -a | pool ...

         Enables all supported features on the given pool.  Once this is done,
         the pool will no longer be accessible on systems that do not support
         feature flags.  

         -a      Enables all supported features on all pools.

         -V version
                 Upgrade to the specified legacy version. If the -V flag is
                 specified, no features will be enabled on the pool.  This
                 option can only be used to increase version number up to the
                 last supported legacy version number.

Command Arguments:
     pool                 Name of storage pool.
     vdev                Specification of the virtual device.
     device             Specification of the device,.
     new_device    Specification of the new device to be attached to a pool.

Examples:
     Example 1 Creating a RAID-Z Storage Pool

       The following command creates a pool with a single raidz root vdev that
       consists of six disks.

         # zpool create tank raidz da0 da1 da2 da3 da4 da5
     Example 2 Creating a Mirrored Storage Pool

       The following command creates a pool with two mirrors, where each mirror
       contains two disks.

         # zpool create tank mirror da0 da1 mirror da2 da3
     Example 3 Creating a ZFS Storage Pool by Using Partitions

       The following command creates an un-mirrored pool using two GPT partitions.‐

         # zpool create tank da0p3 da1p3
     Example 4 Creating a ZFS Storage Pool by Using Files

       The following command creates an un-mirrored pool using files. While not
       recommended, a pool based on files can be useful for experimental purposes.

         # zpool create test /path/to/file/a /path/to/file/b
     Example 5 Adding a Mirror to a ZFS Storage Pool

       The following command adds two mirrored disks to the pool tank, assum‐
       ing the pool is already made up of two-way mirrors. The additional
       space is immediately available to any datasets within the pool.

         # zpool add tank mirror da2 da3
     Example 6 Listing Available ZFS Storage Pools

       The following command lists all available pools on the system.

         # zpool list
         NAME   SIZE  ALLOC   FREE    CAP  DEDUP  HEALTH  ALTROOT
         pool  2.70T   473G  2.24T    17%  1.00x  ONLINE  -
         test  1.98G  89.5K  1.98G     0%  1.00x  ONLINE  -

     Example 7 Listing All Properties for a Pool

       The following command lists all the properties for pool Tank.

         # zpool get all 
         Name  Property  Value     Source
         pool     size           2.70T       -
         pool     capacity    17%         -
         pool     altroot        -           default
         pool     health         ONLINE      -
         pool     guid             2501120270416322443  default
         pool     version         28          default
         pool     bootfs          pool/root   local
         pool     delegation    on          default
         pool     autoreplace  off         default
         pool     cachefile        -           default
         pool     failmode       wait        default
         pool     listsnapshots off         default
         pool     autoexpand   off         default
         pool     dedupditto    0           default
         pool     dedupratio   1.00x       -
         pool     free              2.24T       -
         pool     allocated      473G       -
         pool     readonly       off           -

     Example 8 Destroying a ZFS Storage Pool

       The following command destroys the pool "tank" and any datasets it contains.

         # zpool destroy -f tank
     Example 9 Exporting a ZFS Storage Pool

       The following command exports the devices in pool tank so that they can
       be relocated or later imported.

         # zpool export tank
     Example 10 Importing a ZFS Storage Pool

       The following command displays available pools, and then imports the
       pool "tank" for use on the system.

       The results from this command are similar to the following:

         # zpool import
              pool: tank
                  id: 15451357997522795478
              state: ONLINE
            action: The pool can be imported using its name or numeric identifier.
            config:

                 tank            ONLINE
                 mirror         ONLINE
                        da0  ONLINE
                        da1  ONLINE

     Example 11 Upgrading All ZFS Storage Pools to the Current Version

       The following command upgrades all ZFS Storage pools to the current
       version of the software.

         # zpool upgrade -a
         This system is currently running ZFS pool version 28.

     Example 12 Managing Hot Spares

       The following command creates a new pool with an available hot spare:

         # zpool create tank mirror da0 da1 spare da2
       If one of the disks were to fail, the pool would be reduced to the
       degraded state. The failed device can be replaced using the following
       command:

         # zpool replace tank da0 da2
       Once the data has been resilvered, the spare is automatically removed
       and is made available should another device fails. The hot spare can be
       permanently removed from the pool using the following command:

         # zpool remove tank da2
     Example 13 Creating a ZFS Pool with Mirrored Separate Intent Logs

       The following command creates a ZFS storage pool consisting of two,
       two-way mirrors and mirrored log devices:

         # zpool create pool mirror da0 da1 mirror da2 da3 log mirror da4 da5

     Example 14 Adding Cache Devices to a ZFS Pool

       The following command adds two disks for use as cache devices to a ZFS
       storage pool:

         # zpool add pool cache da2 da3
       Once added, the cache devices gradually fill with content from main
       memory.  Depending on the size of your cache devices, it could take
       over an hour for them to fill. Capacity and reads can be monitored
       using the iostat subcommand as follows:

         # zpool iostat -v pool 5
     Example 15 Removing a Mirrored Log Device

       The following command removes the mirrored log device mirror-2,
       using the iostat subcommand as follows:

         # zpool iostat -v pool 5
     Example 15 Removing a Mirrored Log Device

       The following command removes the mirrored log device mirror-2:

         # zpool remove tank mirror-2
     Example 16 Recovering a Faulted ZFS Pool

       If a pool is faulted but recoverable, a message indicating this state
       is provided by "zpool status" if the pool was cached (see the -c
       cachefile argument above), or as part of the error output from a failed
       "zpool import" of the pool.

       Recover a cached pool with the "zpool clear" command:

         # zpool clear -F data
         Pool data returned to its state as of Tue Sep 08 13:23:35 2014.
         Discarded approximately 29 seconds of transactions.

       If the pool configuration was not cached, use "zpool import" with the
       recovery mode flag:

         # zpool import -F data
         Pool data returned to its state as of Tue Sep 08 13:23:35 2014.
         Discarded approximately 29 seconds of transactions.

